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Chapter 1

Introduction

In this report the activity carried out within VAM1 during the last year (Y4) of the ECRYPT
project is presented, at the same time the results obtained throughout the duration of the
project is given.

1.1 Activities and Goals

The activity carried out in Y4 has followed the same path of the previous years. The goals
of VAMPIRE WG1 target the elaborative investigation of three main research directions:

• the efficient implementation of lightweight cryptographic systems

• the efficient of high-performance cryptography

• practical cryptanalytic implementations.

Within the four years of ECRYPT II roughly 50 peer-reviewed and jointly authored publi-
cations of VAMPIRE WG1 have been produced. This report summarizes their most significant
achievements and results.

1.2 Significant Projects

Before starting with the review of the results, few special activities should be mentioned.
A major project of VAMPIRE during ECRYPT was the distributed Pollard-Rho attack

on a specific elliptic curve instance ECC2K-130 that has been announced as challenge by
Certicom. The attack was ported in a joint effort onto many different computing platforms,
including standard Intel/AMD microprocessors, GPUs, Playstations, ASICs and FPGAs [13,
12]. The attack is running on large clusters and supercomputers all over the world and still
in progress. A final result is expected to be ready beyond the end of ECRYPT II.

Two other special projects of VAMPIRE WG1 were conducted in close collaboration with
SYMLAB during the ECRYPT funding period of Y3 and Y4. As described in Section 2.1,
lightweight implementations for a wide range of block ciphers and hash functions were de-
veloped for the popular family of AVR microcontrollers. Results and source codes are freely
available under GPL license.

1



2 ECRYPT II — European NoE in Cryptology II

1.3 Outline of this Report

The report contains the following results: Chapter 2 presents work on lightweight cryp-
tography in software and hardware are presented. This includes the results from the joint
lightweight initiatives for block ciphers and stream ciphers but also three different block ci-
pher implementations in hardware. In addition to that, VAMPIRE partners also trimmed
computationally expensive public-key cryptography for lightweight hardware implementation
on, e.g., RFIDs. In particular, results for elliptic and hyperelliptic curve cryptography as well
as the lattice-based NTRU cryptosystems are given in this chapter.

Chapter 3 is dedicated to high-performance implementation both in software and hardware
and lists the significant achievements during ECRYPT II. This includes a large number of
software implementations of AES on different platforms but also a complete cryptographic
library (NaCl) to provide simple abstraction of low-level operations to higher-level applications
and protocols.

Finally, Chapter 4 reports and compares the performance on cryptanalytical applications
that were mapped on different platforms. This encompasses in particular practical cryptanal-
ysis on large reconfigurable hardware clusters (such as COPACOBANA/RIVYERA) as well
as the applications employing the power of graphics cards.



Chapter 2

Efficient Implementation of
Lightweight Cryptosystems

In this section the efforts of ECRYPT II on the efficient implementation of practical and
lightweight cryptography are described. Possible targets for such implementation are RFID
devices, key fobs, and other embedded systems with very limited and low-cost computational
resources and memories.

2.1 Lightweight Cryptography in Software

2.1.1 Lightweight Block Ciphers on AVR Microcontrollers

Many lightweight ciphers have been proposed in order to allow strong security guarantees at
a lower cost than standard solutions. Quite naturally, the very idea of “low-cost” is highly
dependent on the target technology. Some operations that are extremely low-cost in hardware
(e.g., wire crossings) turn out to be annoyingly expensive in software. Even within a class
of similar targets, the presence or absence of some options such as hardware multipliers may
cause strong variations in the performance analysis of different algorithms. As a result, it is
difficult to have a good understanding of which algorithms are actually lightweight on which
device. Also, the lack of comparative studies prevents a good understanding of the cost vs.
performance trade-off for these algorithms.

In this part of the deliverable, we provide performance evaluations for low-cost block
ciphers, and provide results of their implementation on an ATMEL AVR ATtiny45 device [7],
i.e. a small 8-bit microcontroller with limited memory and limited instruction set. Despite
the relatively frequent use of such devices in different applications, little work has been done
in benchmarking cryptographic algorithms in this context. Notable exceptions include B.
Poettering’s open-source codes for AES [87], the XBX frameworks [99] and an interesting
survey of lightweight cryptography implementations [50]. Unfortunately, these references are
still limited by the number of ciphers under investigation and the fact that in some cases the
source code is not available for evaluation.

This work was a joint ECRYPT effort with SYMLAB and is extensively described in
their deliverable D.SYM.12. Output of this effort is benchmark results of 12 lightweight and
standard block ciphers, namely AES, DESXL, HIGHT, IDEA, KASUMI, KATAN, KLEIN,
mCrypton, NOEKEON, PRESENT, SEA, TEA, with corresponding implementations avail-

3



4 ECRYPT II — European NoE in Cryptology II

able under an open-source license. To the best of our knowledge, four of these algorithms
(KASUMI, KLEIN, mCrypton, KATAN) are implemented for the first time on an 8-bit plat-
form. We selected the ciphers according to three criteria: all selected candidates should (a)
give no indication of flawed security, (b) be freely usable without patent restrictions, and (c)
likely result in lightweight implementations with a footprint of less than 256 bytes of RAM
and 4 KB of code size for a combined encryption and decryption function. In order to make
comparisons as meaningful as possible, we adapt the guidelines for evaluations of hardware
implementations proposed in [55] to our software context. Yet, as the project involves 12
different designers, we also acknowledge that some biases can appear due to slightly different
implementation choices. Hence, as usual for performance evaluations, looking at the source
codes is essential in order to properly understand the reasons of different performance figures.
Further detailed information can be found in ECRYPT deliverable D.SYM.12.

Investigated Ciphers

AES [42] is the new encryption standard selected in 2002 replacing the former DES. It
supports key sizes of 128, 192 or 256 bits, and its block size is 128 bits. The encryption iterates
a round function a number of times, depending on the key size. The round is composed of
four transformations: SubBytes (that applies a non-linear S-box to the bytes of the states),
ShiftRows (a wire crossing), MixColumns (a linear diffusion layer), and finally AddRoundKey (a
bitwise XOR of the round key). The round keys are generated from the secret key by means
of an expansion routine that re-uses the S-box used in SubBytes. For low-cost applications,
the typical choice is to fix the key size to 128 bits.

DESL, DESX, and DESXL [72] are lightweight variants of the DES cipher with the main
goal to minimize the gate count required in hardware implementations. In the L-variant, all
eight DES S-boxes are replaced by a single S-Box with well chosen characteristics to resist
known attacks against DES. Additionally, the initial permutation (IP ) and its inverse (IP−1)
are omitted, because they do not provide additional cryptographic strength. The X-variant
includes an additional key whitening of the form: DESXk,k1,k2(x) = k2 ⊕ DESk(k1 ⊕ x).
DESXL is the combination of both variants.

HIGHT [66] is a hardware-oriented block cipher designed for low-cost and low-power appli-
cations. It uses 64-bit blocks and 128-bit keys. HIGHT is a variant of the generalized Feistel
network and is composed of simple operations: XOR, additions mod 28 and bitwise rotations.
Its key schedule consists of two algorithms: one generating whitening key bytes for initial and
final transformations; the other one generating subkeys for the 32 rounds. Each subkey byte
is the result of an addition mod 28 between a master key byte and a constant generated using
a linear feedback shift register.

IDEA [71] is a patented cipher whose patent expired in May 2011 (in all countries with a
20 year term of patent filing). Its underlying Lai-Massey construction does not involve an
S-box or a permutation network such as in other Feistel or common SPN ciphers. Instead, it
interleaves mathematical operations from three different groups to establish security, such as
addition modulo 216, multiplication modulo 216+1 and addition in GF(216) (XOR). IDEA has
a 128-bit key and 64-bit input and output. A major drawback of its construction is the inverse
key schedule that requires the complex extended Euclidean algorithm during decryption. For
efficient implementation, this complex key schedule needs to be precomputed and stored in
memory.
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KASUMI [3] is a block cipher derived from MISTY1 [78]. It is used as a keystream generator
in UMTS, GSM, and GPRS mobile communication systems. KASUMI has a 128-bit key and
64-bit input and output. The core of KASUMI is an eight-round Feistel network. The round
functions in the main Feistel network are irreversible Feistel-like network transformations.
The key scheduling is done by bitwise rotating the 16-bit subkeys or XORing them with a
constant. There are two S-boxes, one with 7 bit, the other with 9 bit input/output.

KATAN and KTANTAN [34] are two families of hardware-oriented block ciphers. They
have 80-bit keys and a block size of either 32, 48 or 64 bits. The cipher structure resembles
that of a stream cipher, consisting of shift registers and non-linear feedback functions. An
LFSR counter is used to protect against slide attacks. The difference between KATAN and
KTANTAN lies in the key schedule. KTANTAN is intended to be used with a single key per
device, which can then be burnt into the device. This allows KTANTAN to achieve a smaller
footprint in a hardware implementation. In our implementation, we consider KATAN with
64-bit block size.

KLEIN [59] is a family of lightweight software-oriented block ciphers with 64-bit plaintexts
and variable key length (64, 80 or 96 bits - our performance evaluations focus on the 80-
bit version). It is primarily designed for software implementations in resource-constrained
devices such as wireless sensors and RFID tags, but its hardware implementation can be
compact as well. The structure of KLEIN is a typical Substitution-Permutation Network
(SPN) with 12/16/20 rounds for KLEIN-64/80/96, respectively. One round transformation
consists of four operations AddRoundKey, SubNibbles (4-bit involutive S-box), RotateNibbles
and MixNibbles (borrowed from AES MixColumns). The key schedule of KLEIN has a Feistel-
like structure. It is agile even if keys are frequently changed and it is designed to avoid
potential related-key attacks.

mCrypton [76] is a block cipher designed for resource-constrained devices such as RFID
tags and sensors. It has a block length of 64 bits and a variable key length of 64, 96 or
128 bits. Here, we implement the variant with 96-bit key length. mCrypton consists of an
AES-like round transformation (12 rounds) and a key schedule. The round transformation
operates on a 4× 4 nibble (4-bit) array and consists of a nibble-wise non-linear substitution,
a column-wise bit permutation, a transposition and a key-addition step. The substitution
step uses four 4-bit S-boxes. Encryption and decryption have almost the same form. The key
scheduling algorithm generates round keys using non-linear S-box transformations, word-wise
rotations, bit-wise rotations and a round constant. The same S-boxes are used for the round
transformation and key scheduling.

NOEKEON [39] is a block cipher with a key length and a block size of 128 bits. The block
cipher consists of a simple round function based only on bit-wise Boolean operations and cyclic
shifts. The round function is iterated 16 times for both encryption and decryption. Within
each round, a working key is XORed with the data. The working key is fixed during all rounds
and is either the cipher key itself (direct mode) or the cipher key encrypted with a null string.
The self-inverse structure of NOEKEON allows to efficiently combine the implementation of
encryption and decryption operation with only little overhead.

PRESENT [31] is a hardware-oriented lightweight block cipher designed to meet tight area
and power restrictions. It features a 64-bit block size and 80-bit or 128-bit key size (we
focus on the 80-bit variant). PRESENT implements a substitution-permutation network
and iterates 31 rounds. The permutation layer consists only of bit permutations (i.e. wire



6 ECRYPT II — European NoE in Cryptology II

crossings). Together with the tiny 4-bit S-box, the design enables minimalistic hardware
implementations. The key scheduling consists of a single S-box lookup, a counter addition
and a rotation.

SEA [97] is a scalable family of encryption algorithms, defined for low-cost embedded devices,
with variable bus sizes and block/key lengths. In this paper, we focus on SEA96,8, i.e. a version
of the cipher with 96-bit block and key size. SEA is a Feistel cipher that exploits rounds with
3-bit S-boxes, a diffusion layer made of bit and word rotations and a mod 2n key addition.
Its key scheduling is based on rounds similar to the encryption ones and is designed such that
keys can be derived “on-the-fly” both in encryption and decryption.

TEA [100] is a 64-bit block cipher using 128-bit keys (although equivalent keys effectively
reduce the key space to 2126). TEA stands for Tiny Encryption Algorithm and, as the
name says, this algorithm was built with simplicity and ease of implementation in mind. An
implementation of the algorithm in C corresponds to about 20 lines of code, and does not
involve a S-box. TEA has a 64-round Feistel structure, each round being based on XOR,
32-bit addition and rotation. The key schedule is also very simple, alternating the two halves
of the key at each round. TEA is sensitive to related-key attacks using 223 chosen plaintexts
and one related-key query, with a time complexity of 232.

Performance Evaluation

We consider 6 different metrics: code size (in bytes), RAM use (in bytes), cycle count in
encryption and decryption, energy consumption (in µJ) and a combined metric, namely the
code size × cycle count product, normalized by the block size. The results for our different
implementations are given in Table 2.1.

2.1.2 Lightweight Hash Functions on AVR Microcontrollers

Similar to the ECRYPT initiative presented in Section 2.1.1, SYMLAB and VAMPIRE worked
jointly on efficient implementations of wide range of lightweight hash functions on the same
AVR platform. The results are presented in ECRYPT deliverables D.SYM.12 and D.VAM.3
and are summarized below.

In this section, we extend this initiative presented in the previous section towards hash
functions. For this purpose, we considered three main types of algorithms. First, we targeted
SHA256 and the SHA3 finalists. For the latter ones, we only focused on the candidates
satisfying the SHA3 security requirements for the 256-bit output length [83], i.e., providing
at least 2256 (second) preimage resistance and 2128 collision resistance. Second, we selected a
number of recently published lightweight hash functions, providing both 280 and 2128 “flat”
security levels1 [84]. Eventually, we also implemented several block cipher based constructions,
e.g., relying on the AES Rijndael. For all these algorithms, we aimed for the same optimization
criteria (namely small source code size and limited memory use) and used a uniform interface.
Resistance against physical (e.g., side-channel, fault) attacks was explicitly excluded from the
requirements. As the project involves many different programmers, we naturally acknowledge
possible biases in our performance evaluation results, due to slightly different implementation
choices and interpretation of the guidelines. In order to mitigate these (usual) limitations, we
provide all our source codes on a public web page [49]. As a result, we hope that this initiative

1i.e. the same security is required for collision, preimage and 2nd preimage resistance.
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Table 2.1: Performance evaluation of our block cipher implementations on the AVR ATtiny45
microcontroller. Results obtained in this work are given in bold face.

Cipher Block Key Size Code Size RAM Cycles Cycles Energy
Size [bits] [bits] [bytes] [bytes] (enc+key) (dec+key) [µJ]

AES 128 128 1659 33 4557 7015 19,2
AES[50] 128 128 2606 0 6637 7429 -
DESXL 64 184 820 48 84602 84602 348,9
DESXL[50] 64 184 3192 0 8531 7961 -
HIGHT 64 128 402 32 19503 20159 79,8
HIGHT[50] 64 128 5672 0 2964 2964 -
IDEA 64 128 836 232 ∼8250 ∼22729 34,3
IDEA[50] 64 128 596 0 2700 15393 -
KASUMI 64 128 1264 24 11939 11939 47,6
KATAN 64 80 338 18 72063 88525 289,2
KLEIN 64 80 1268 18 6095 7658 25,1
mCrypton 64 96 1076 28 16457 22656 68
NOEKEON 128 128 364 32 23517 23502 95,9
PRESENT 64 80 1000 18 11342 13599 45,3
PRESENT[50] 64 80 936 0 10723 11239 -
SEA 96 96 426 24 41604 40860 173,7
SEA[50] 96 96 2132 0 9654 9654 -
TEA 64 128 648 24 7408 7539 30,3
TEA[50] 64 128 1140 0 6271 6299 -
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can be used as a first step in better understanding the performance of hash functions in a
specific but meaningful class of devices.

Investigated Functions

We investigated hash functions in three main categories. First, we considered SHA256 [81] and
SHA3 candidates BLAKE-256 [9], Grøstl-256 [58], JH-256 [101], Keccak[r=1088,c=512] [27,
28] and Skein-512-256 [54]. Second, we evaluated the lightweight hash functions Quark
(S and Q versions) [8], PHOTON (160/36/36 and 256/32/32 versions) [61], SPONGENT
(160/160/80 and 256/256/128 versions) [30] and Keccak (i.e. low-cost alternatives to the
standard version). Eventually, we also focused on block cipher based constructions such as
Rogaway-Steingberger [90], Hirose [64], Davies-Meyer and Shrimpton-Stam [93], based on
NOEKEON [40], AES-256, Rijndael 256 [41] and SEA-192 [97]. More details on these algo-
rithms are given in the extended paper [14].

Performance Evaluation

We evaluated the performance of our different algorithms based on three main metrics, namely
the code size (in bytes), RAM use (in bytes) and cycle counts for different message sizes2 All
results are represented in Table 2.2. Besides, we also produced so-called combined metrics
that aim to summarize the efficiency of the hash functions in the ATtiny45. We used the
product of the code size and cycle count and the product of the RAM use and cycle count for
this purpose. Eventually, we note that all our complete results are given for better comparison
in the graphical figures of the extended paper [14] and deliverables D.SYM.12 and D.VAM.3.

As already mentioned, these results have to be interpreted with care, as they both rep-
resent the skills of the programmer and the algorithms efficiency. Yet, given this cautionary
note, we believe a number of general observations can be extracted.

2.2 Lightweight Cryptography in Hardware

2.2.1 Lightweight Block Ciphers in Hardware

Low-end devices, such as RFID tags, are deployed in increasing numbers each and every day.
Such devices are used in many applications and environments, leading to an ever increasing
need to provide security (and privacy). The problem of providing secure primitives in these
devices is the extremely constrained environment. The primitive has to have a small footprint
(where any additional gate might lead to the solution not being used), reduced power con-
sumption (as these devices either rely on a battery or on an external electromagnetic field to
supply them the required energy), and with sufficient speed (to allow the use of the primitive
in real protocols). The raising importance as well as the lack of secure and suitable candi-
dates, has initiated a research aiming to satisfy these requirements. Several suitable building
blocks, such as secure block ciphers, have been developed within the ECRYPT II project,
VAMPIRE-WG1.

The first candidate block cipher for these devices is the DESL algorithm [73], and its
security stronger variant DESXL. DESL is based on the general structure of DES, while

2Note that for certain (e.g., sponge-based) functions, the data part of the RAM could be arbitrarily reduced
by changing the interface.
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Table 2.2: Performance evaluation of our hash function implementations on the AVR AT-
tiny45 microcontroller.

Hash function Digest size Code size RAM size Cycle count Cycle count
[bits] [bytes] [bytes] (8-byte msg) (500-byte msg)

SHA256 (small) 256 1090 143 33 600 266 105
SHA256 (fast) 256 1242 143 26 208 206 969
BLAKE-256 256 1166 193 35 714 281 372
Groestl-256 256 1400 201 61 007 342 759
JH-256 256 1020 234 524 602 2 531 262
Keccak[r=1088,c=512]* 256 868 380 178 022 716 483
Keccak[r=144,c=256] 256 608 114 90 824 1 313 291
Keccak[r=544,c=256] 256 672 192 93 170 748 619
Keccak[r=640,c=160] 160 672 203 93 170 656 108
Keccak[r=240,c=160] 160 570 93 45 394 773 026
Skein-512-256 256 988 232 532 346 2 393 802
Skein-256-256 256 1316 122 212 872 1 806 949
S-Quark 256 1106 69 708 783 9 4270 23
PHOTON-256/32/32 256 1244 82 254 871 3 105 396
SPONGENT-256/256/128 256 364 117 1 542 923 25 454 100
D-Quark 176 974 49 631 871 10 996 835
PHOTON-160/36/36 160 764 59 620 921 11 999 914
SPONGENT-160/160/80 160 598 76 795 294 20 674 746
(small) Keccak[r=40,c=160] 160 752 53 58 063 1 205 627
LP362 (NOEKEON) 256 752 92 239 828 3 833 859
lp362 (NOEKEON) 256 650 92 239 200 3 823 871
Shrimpton/Stam (Rijndael-256/256) 256 734 168 39 738 633 225
Hirose based on AES-256 256 1080 104 9918 311 579
Davies/Meyer (Rijndael-256/256) 256 696 136 13 438 212 305
Davies/Meyer(SEA-192/8) 192 701 84 134 121 2 947 536
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using a specially selected S-box. DESL has key size of 56 bits and a footprint of 1,848 GE.
The second candidate is the PRESENT block cipher [32]. PRESENT has an SP-Network
structure, and it can be implemented using the equivalent of 1,570 GE. A more dedicated
implementation of PRESENT in 0.18µm CMOS technology reaches 1,075 GE [91]. Finally,
the third candidate for the mission is a family of KATAN & KTANTAN block ciphers [33].
It is a light-weight block cipher that is based on a simple structure of two non-linear feedback
shift registers coupled with light quadratic Boolean functions. The smallest variant of the
family with a fixed key and a block size of 32 bits (KTANTAN32) has a size of only 462 GE.

DESXL

DESXL was proposed by Leander et al. in [73] and is based on DESL, a modified variant of
DES. DESL is similar to DES except for the substitution layer, where the eight S-boxes are
replaced with a single S-box that is repeated eight times. Furthermore the Initial Permutation
and its inverse (IP, IP−1) are omitted in DESL. Additionally DESXL uses key-whitening
techniques to increase the key length.

Implementation Results Poschmann et al. describe a lightweight hardware implementa-
tion of DESXL in [89]. Their architecture uses a serialized data path and requires 144 clock
cycles to encrypt one data block. On a 180 nm technology their implementation requires
2,168 GE. Table 2.3 summarizes their results.

Table 2.3: Hardware implementation results of DESXL. All figures are obtained at or calcu-
lated for a frequency of 100KHz. Please be aware that power figures can not be compared
adequately between different technologies.

key block datapath Enc. / cycles / T’put Tech. Area Eff. Cur.
size size width Dec. block [Kbps] [µm] [GE] [bps/GE] [µA] Ref.

184 64 4 Enc 144 44.44 0.18 2,168 20.5 N/A [89]

Further Aspects DESXL is included in the free e-learning application CrypTool [52].

PRESENT

PRESENT was proposed in 2007 [32]. It is a Substitution Permutation Network (SPN) with
a block size of 64 bits, 31 rounds and two key sizes, 80 and 128 bits.

Implementation Results The designers of PRESENT report encryption-only ASIC im-
plementations in [32]. An area-optimized round-based PRESENT-80 implementation re-
quires 1,570 GE and 32 clock cycles to perform a single encryption. A low-power implementa-
tion with a similar architecture that trades area for power is requires 1,623 GE. PRESENT-80
needs 32 clock cycles and 1,886 GE.

Rolfes et al. report several hardware implementations of PRESENT in [91]. Using a
serialized architecture PRESENT-80 requires only 1,075 GE and 547 clock cycles. Details
for round-based and serialized hardware implementations of PRESENT-128 and a summary
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for a wide variety of different PRESENT implementations can be found in [88]. Table 2.4
summarizes the implementation results of PRESENT.

Table 2.4: Hardware implementation results of PRESENT. All figures are obtained at or
calculated for a frequency of 100KHz. Please be aware that power figures can not be compared
adequately between different technologies.

key block datapath Enc. / cycles / T’put Tech. Area Eff. Cur.
size size width Dec. block [Kbps] [µm] [GE] [bps/GE] [µA] Ref.

80 64 4 Enc 547 11.7 0.18 1,075 10.89 1.4 [91]
80 64 64 Enc 32 200 0.18 1,570 127.4 2.78 [32]
80 64 64 Enc 32 200 0.18 1,623 127.4 1.83 [32]

128 64 4 Enc 559 11.45 0.18 1,391 8.23 N/A [88]
128 64 64 Enc 32 200 0.18 1,884 106.2 3.67 [88]

Other Aspects PRESENT is included in the ISO/IEC 29192-2 Standard on Lightweight
Cryptography - Part 2: Block ciphers.

KATAN & KTANTAN

A family of KATAN & KTANTAN is a family small and efficient, hardware-oriented block
ciphers. It was published by De Cannière et al. [33] in 2009. The family contains six block
ciphers divided into two flavors. All block ciphers share the 80-bit key size and security level.
The first flavor, KATAN, is composed of three block ciphers, with 32, 48, or 64-bit block
size. The second flavor, KTANTAN, contains the other three ciphers with the same block
sizes, and is more compact in hardware, as the key is burnt into the device (and cannot be
changed).

Implementation Results The authors of KATAN & KTANTAN have reported encryption-
only ASIC implementations of the whole family [33]. The smallest cipher of the entire family,
KTANTAN32, can be implemented in 462 GE while achieving encryption speed of 12.5 Kbps
(at 100 KHz). KTANTAN48, which is the version authors recommend for RFID tags uses 588
GE, whereas KATAN64, the largest and most flexible candidate of the family, uses 1054 GE
and has a throughput of 25.1 Kbps (at 100 KHz). Table 2.2.1 summarizes the implementation
results of KATAN & KTANTAN.

2.2.2 Lightweight Public Key Cryptography in Hardware

The feasibility of Public-key (PK) solutions for RFIDs and sensor networks is an open research
problem due to severe limitations in costs, area and power. RFID tags and sensor nodes are
extreme examples as they imply very low budget for the number of gates, power, bandwidth
and etc. whilst they sometimes require security solutions. Implementations of Public-key
Cryptography (PKC) are very difficult in those environments as PKC deploys computationally
demanding operations. However, PKC protocols are useful for applications that need strong
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Table 2.5: Area-Throughput Trade-Offs.

Cipher Block Key Size GE per Throughput? Logic
(bits) (bits) (GE) Memory Bit (Kb/s) Process

KATAN32 32 80 802 6.25 12.5 0.13 µm
KATAN32 32 80 846 6.25 25 0.13 µm
KATAN32 32 80 898 6.25 37.5 0.13 µm
KATAN48† 48 80 916 6.25 9.4 0.13 µm
KATAN48 48 80 927 6.25 18.8 0.13 µm
KATAN48 48 80 1002 6.25 37.6 0.13 µm
KATAN48 48 80 1080 6.25 56.4 0.13 µm
KATAN64† 64 80 1027 6.25 8.4 0.13 µm
KATAN64 64 80 1054 6.25 25.1 0.13 µm
KATAN64 64 80 1189 6.25 50.2 0.13 µm
KATAN64 64 80 1269 6.25 75.3 0.13 µm

KTANTAN32 32 80 462 6.25 12.5 0.13 µm
KTANTAN32 32 80 673 6.25 25 0.13 µm
KTANTAN32 32 80 890 6.25 37.5 0.13 µm
KTANTAN48† 48 80 571 6.25 9.4 0.13 µm
KTANTAN48 48 80 588 6.25 18.8 0.13 µm
KTANTAN48 48 80 827 6.25 37.6 0.13 µm
KTANTAN48 48 80 1070 6.25 56.4 0.13 µm
KTANTAN64† 64 80 684 6.25 8.4 0.13 µm
KTANTAN64 64 80 688 6.25 25.1 0.13 µm
KTANTAN64 64 80 927 6.25 50.2 0.13 µm
KTANTAN64 64 80 1168 6.25 75.3 0.13 µm
? — A throughput is estimated for frequency of 100 KHz.
† — Using clock gating.

cryptography and services such as authentication, signatures, key-exchange etc. In addition,
the use of PKC reduces power due to less protocol overhead [57].

Several PKC implementations have been reported for passive RFID tags. For instance,
Elliptic Curve Cryptosystem (ECC) was implemented for RFID tags [62, 74]. According
to [1], a passive RFID tag should have power consumption less than 15 µW to guarantee a 1
meter operation range. Some ECC implementations can already fulfill the requirements. For
example, ECC processor proposed by Lee et al. [74], using 15.4 kGE with 130 nm technology,
consumes 12.08 µW when running at 323 kHz, and one scalar multiplication takes only 243
ms. The ECC core proposed by Hein et al. [62] consumes 10.08 µW when running at 106
kHz.

Elliptic Curve Based Security Processor for RFID

An architecture of a state-of-the-art processor for RFID tags with an Elliptic Curve (EC)
processor over GF(2163) was reported in [74]. The plausibility of meeting both security and
efficiency requirements even in a passive RFID tag was demonstrated. The proposed pro-
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cessor is able to perform EC scalar multiplications as well as general modular arithmetic
(additions and multiplications) which are needed for the cryptographic protocols. To obtain
an efficient modulo arithmetic, a redundant modular operation was introduced. Moreover,
the proposed architecture can support multiple cryptographic protocols. The synthesis results
with a 0.13 µm CMOS technology show that the gate area of the most compact version is
only 12.5 kGE.

Elliptic Curve Cryptography (ECC) includes protocols that are based on arithmetic of
elliptic curves. Curves that are commonly used in applications are usually defined over GF(p)
or GF(2n), where p is a prime number. Elliptic curve systems over both types of fields
provide the same level of security but the so-called binary fields have some implementation
advantages. Namely, binary arithmetic is “carry-free”, squaring can be implemented very
efficiently in some cases etc. The properties are very convenient for hardware implementations.
Binary fields offer also more arithmetic options as there are many choices for bases, irreducible
polynomials, fields, etc. In general, the elliptic curve arithmetic consists of several hierarchical
levels. The top level is EC scalar multiplication which is executed by point addition and
doubling. The point operations can be performed by different formulae, which depend on the
representation chosen i.e. coordinates. The formulae for point arithmetic are sequences of
finite field operations: addition/subtraction, multiplication/squaring and inversion.

Implementation Results In order to find the best tradeoffs, the authors have proposed
three different architectures of the ECP as shown in Table 2.6. Type 1 is the minimal version
described so far. Type 2 uses an extra register to hold the X-coordinate value of the base
EC point (i.e. P at the EC scalar multiplication of k · P ), say x(P ). Therefore, this extra
register makes the ECP load x(P ) only once and use for the whole calculation of an EC scalar
multiplication. Otherwise, the ECP has to load x(P ) at every iteration in the Montgomery
algorithm, which means that the ECP has to load 163 times for a 163-bit key. Type 3 has
an extra register and a randomly accessible register file. The use of the extra register and
the randomly accessible register file increase the gate area while reduce the number of cycles.
Therefore, the ECP Type 1 has the least gate area and the most number of cycles and Type
3 has the most gate area and the least number of cycles in the same digit size.

Table 2.6: EC Processor Types.

An extra buffer register The register file type

Type 1 No Circular Shift Register File
Type 2 Yes Circular Shift Register File
Type 3 Yes Randomly Accessible Register File

The proposed architectures are synthesized using a low leakage power library of UMC
0.13 µm (fsc0l d sc tc.db). The synthesized architectures include the micro controller, the
bus manager and the ECP. Some samples of the synthesis results and the performances are
shown in Table 2.7. The number of cycles is to finish the Schnorr protocol, which includes one
EC scalar multiplication, some general modular operations, the random number generation
and the data transmission/reception.

The gate area is dominated by the register file. In order to minimize the gate area, the
authors minimize the flip-flops. The UMC standard cell library of 0.13 µm offers a very
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compact D flipflop combined with a multiplexer, which can be implemented in 6.25 GE. In
the case of Type 1 and the digit size of 1, the register file occupies 7.53 KGE. This is around
7.7 GE per bit including the multiplexers.

Table 2.7: Synthesis Results and Performance.

Type Digit ECP Overall(1) Cycles(2) Frequency Time(2) Dynamic Leakage Total
Size Gate Area Gate Area (kHz) (msec) Power (µW) Power (µW) Power (µW)

1 10,106 12,506 302,457 1,130 244.43 36.5780 0.0509 36.6289
2 11,383 14,064 171,480 590 246.33 21.4927 0.0553 21.5480

1 3 12,236 14,729 127,821 411 247.18 15.6854 0.0609 15.7463
4 12,863 15,356 105,183 323 244.47 12.0117 0.0641 12.0758
5 13,497 15,989 92,247 266 248.20 11.3389 0.0674 11.4063

1 11,133 13,624 298,111 1,130 240.58 38.6624 0.0559 38.7183
2 12,696 15,191 167,136 565 249.35 22.5107 0.0622 22.5729

2 3 13,319 15,808 123,475 399 243.77 16.0403 0.0654 16.1057
4 13,934 16,433 100,837 301 247.51 12.7105 0.0686 12.7791
5 14,570 17,251 87,901 251 245.50 11.0944 0.0721 11.1665

1 14,307 16,799 293,587 1,130 236.58 43.3769 0.0673 43.4442
2 15,967 18,451 162,608 565 241.33 24.0127 0.0751 24.0878

3 3 16,568 19,074 118,951 377 246.10 16.7974 0.0783 16.8757
4 17,200 19,693 96,311 283 247.99 13.0870 0.0814 13.1684
5 17,837 20,316 83,375 230 248.54 11.1542 0.0845 11.2387

(1) The synthesis results are for RFID processor which includes the micro controller, the bus
manager and ECP.
(2) The number of cycles and the time needed to complete the Schnorr protocol.

Lightweight Implementation of HECC

Hyperelliptic curves are a special class of algebraic curves; they can be viewed as a general-
ization of elliptic curves. Namely, a hyperelliptic curve of genus g = 1 is an elliptic curve,
while in general, hyperelliptic curves can be of any genus g ≥ 1.

Let GF(2m) be an algebraic closure of the field GF(2m). Here we consider a hyperelliptic
curve C of genus g = 2 over GF(2m), which is given with an equation of the form:

C : y2 + h(x)y = f(x) in GF(2m)[x, y], (2.1)

where h(x) ∈ GF(2m)[x] is a polynomial of degree at most g (deg(h) ≤ g) and f(x) is a
monic polynomial of degree 2g + 1 (deg(f) = 2g + 1). Also, there are no solutions (x, y) ∈
GF(2m) × GF(2m) which simultaneously satisfy the equation (1) and the equations: 2v +
h(u) = 0, h′(u)v − f ′(u) = 0. These points are called singular points. For the genus 2, in the
general case the following equation is used y2 + (h2x

2 + h1x + h0)y = x5 + f4x
4 + f3x

3 +
f2x

2 + f1x+ f0.
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A divisor D is a formal sum of points on the hyperelliptic curve C i.e. D =
∑
mPP

and its degree is degD =
∑
mP . Let Div denote the group of all divisors on C and Div0

the subgroup of Div of all divisors with degree zero. The Jacobian J of the curve C is
defined as quotient group J = Div0/P . Here P is the set of all principal divisors, where
a divisor D is called principal if D = div(f), for some element f of the function field of C
(div(f) =

∑
P∈C ordP (f)P ). The discrete logarithm problem in the Jacobian is the basis of

security for HECC. In practice, the Mumford representation according to which each divisor
is represented as a pair of polynomials [u, v] is usually used. Here, u is monic of degree 2,
deg(v) < deg(u) and u|f−hv−v2 (so-called reduced divisors). For implementations of HECC,
we need to implement the multiplication of elements of the Jacobian i.e. divisors with some
scalar.

Implementation Results An implementation of the HECC processor, using 130 nm stan-
dard cell CMOS library, was reported in [53]. Table 2.8 summarizes the area and power of
the proposed design.

Table 2.8: Performance comparison of HECC and ECC implementations targeting RFID tags.

Ref. Platform Finite Area Perf. Freq. Power Energy? Comments
Design Field [kGE] [#cycle] [kHz] [µW] [µJ ]

HECC 130 nm ASIC GF(283) 14.5 136838 300 13.4 6.03 Unified mult./inv.
This work (d = 4)

HECC 130 nm ASIC GF(267) 7.6† 266133 500 19† 10.0† 1 Mult.
Sakiyama [92] (d = 8)

ECC 14.1‡ 144842 590 21.55 5.29 (d = 2)
Lee et al. [74] 130 nm ASIC GF(2163) 14.7‡ 101183 411 15.75 3.88 (d = 3)

15.4‡ 78544 323 12.08 2.94 (d = 4)

ECC 180 nm ASIC GF(2163) 11.9 296000 106 10.8 31.3� 16x16 mult.
Hein et al [62]

† Modular Arithmetic Logic Unit only
‡ Including ECC core and an 8-bit controller for cryptographic protocols
? Energy for one scalar multiplication
� Estimated by authors

The reported HECC implementation uses 14.5 kGE and finishes one divisor multiplication
in 136838 clock cycles. The power consumption, estimated with power compiler, is around
13.4 µW when running at 300 kHz. The implementation of [92], using projective coordinates,
requires 266133 clock cycles for one scalar multiplication. Note that the implementation
in [92] is defined on a smaller field and the result does not include data memory. The power
and energy consumption of the reported design is also significantly lower when achieving the
same delay compared to that of [92]. The main speedup comes from the fast inverter and the
use of affine coordinates.

There are many ECC implementations proposed for RFID tags. Lee et al. [74] explored
the trade-off between area and power of ECC implementation using digit-serial multiplier
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with various digit size. From d = 2 to d = 4, the number of clock cycles for one scalar
multiplication is halved, while the area increases only 10 %. A trade-off can be made between
power, performance and energy.

The architecture proposed in [62] uses a different approach. It utilizes 16x16 GF(2)
multiplier and 32-bit accumulator. With shorter registers, the power consumption can be
significantly reduced. On the other hand, it requires 296k clock cycles, twice as many as
the reported HECC implementation, for one scalar multiplication, which makes the overall
energy requirement significantly higher.

The reported HECC processor can meet the requirements for passive RFID tags in terms
of area, power and energy. However, the current implementation can hardly match the energy
efficiency of some ECC implementations [74]. This is due to the fact that the computational
complexity of HECC divisor scalar multiplication is higher than the point multiplication for
ECC. Because divisor operations in HECC are much more complicated than point operations
in ECC, almost double number of clock cycles is required for one scalar multiplication even
if the multiplier has the same digit size.

Note that the current implementation is based on binary scalar multiplication method.
No countermeasures for side-channel attacks are deployed. The ECC implementations [74, 62]
use Montgomery scalar multiplication, which is believed to be secure against simple power
analysis. Adding countermeasures normally causes area increase, performance degradation or
both.

Low-cost Implementations of NTRU for Pervasive Security

NTRU [65] is a public-key cryptosystem based on the shortest vector problem in a lattice.
Basic operations of NTRU are realized in a truncated polynomial ring R = Z[X]/(XN − 1).
Polynomials in the ring have integer coefficients and a degree of N − 1. Addition is carried
out in a normal way by adding the coefficients that have the same degree while multiplication
is carried out in an other way. During multiplication the rule XN ≡ 1 is applied to all
elements which have a degree equal or greater than N . This multiplication is called star
multiplication [11] and referred with the ∗ symbol. Thus, the product of two polynomials a
and b

a(X) = a0 + a1X + a2X
2 + · · ·+ aN−1X

N−1

b(X) = b0 + b1X + b2X
2 + · · ·+ bN−1X

N−1

can be calculated as,
c(X) = a(X) ∗ b(X)

ck = a0bk + a1bk−1 + · · ·+ aN−1bk+1 =
∑

i+j≡kmodN

aibj

In an other way, if we write the polynomials a, b and c as coefficient vectors, then, the result
c = a ∗ b simply equals to convolution product of two vectors as shown below [85]:

NTRU public-key cryptosystem has three integer parameters (N, q, p) and four sets Lf ,Lg,
Lr, Lm of polynomials of degree N − 1 which have all integer coefficients. It is assumed that
N is prime, gcd(p, q) = 1 and q is always fairly larger than p.

Key Generation: To generate key sets of NTRU, one must first choose two random
polynomials f ∈ Lf and g ∈ Lg. These two polynomials must be small polynomials which
means their coefficients must be much smaller than q. Also the polynomial f must have
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a4 a3 a2 a1 a0

× b4 b3 b2 b1 b0
a4b0 a3b0 a2b0 a1b0 a0b0
a3b1 a2b1 a1b1 a0b1 a4b1
a2b2 a1b2 a0b2 a4b2 a3b2
a1b3 a0b3 a4b3 a3b3 a2b3

+ a0b4 a4b4 a3b4 a2b4 a1b4
c4 c3 c2 c1 c0

inverses modulo (q) which is fq and modulo (p) which is fp. Then, the following computation
is performed,

h ≡ fq ∗ g (mod q)

Now h is the public key while f and fp are the secret keys. For, more information about
parameter selection, small polynomials and finding inverses of polynomials we refer to [65,
94, 95].

Encryption: Firstly, a messagem which is a small polynomial is chosen from the plaintext
set Lm and then a small random polynomial r is chosen from the set Lr as blinding value.
Finally, encrypted text is evaluated as:

e ≡ pr ∗ h+m (mod q)

During encryption, h will be always multiplied by p. So, to avoid unnecessary computation
it is suggested to use h ≡ pfq ∗ g (mod q) [38].

Decryption: In order to decrypt the encrypted text e, one must first compute

a = f ∗ e (mod q) = pr ∗ g + f ∗m (mod q)

At this stage it is essential to chose the coefficients of a between −q/2 and q/2 instead of 0
and q − 1. Otherwise, message may not be properly recovered. After this step

b = a (mod p) = f ∗m

should be calculated. As the final step message can be recovered by the multiplication of fp
and b modulo p :

c = b ∗ fp (mod p) = m

Implementation Results The low cost implementation of NTRU, optimized for low power
and low area, is reported in [6]. Three different designs for encryption were synthesized in
0.13 µm CMOS technology. One without any enchantments for power consumption, one with
clock gated registers, and the last one with clock gated registers and partially rotating registers
(denoted as Enc1, Enc2 and Enc3, respectively). Table 2.9 summarizes the implementation
results.

Furthermore, the authors report the implementation result of the NTRU module that
supports both encryption and decryption. Table 2.10 shows the area consumption of optimized
design. As seen from the table total gate count is 10.5 kGE and 84 % of the area is occupied
by registers.



18 ECRYPT II — European NoE in Cryptology II

Table 2.9: Power and area results of only encryption NTRU

Area Power

Comb Non-comb Total Pdyn Psta Ptot

(GE) (GE) (GE) (µW ) (nW ) (µW )

Enc1 680 2, 537 3, 217 4.51 12.6 4.52

Enc2 666 2, 078 2, 744 5.57 12.3 5.58

Enc3 776 2, 107 2, 884 1.72 13 1.74

Table 2.10: Area consumption of encryption-decryption NTRU

Block Comb (GE) Non-comb (GE) Total (GE) %

Controller 231 172 403 3.8
Luts 717 0 717 6.8
PM 109 81 190 1.8
Reduction 3 66 102 168 1.2
N × 2 33 1877 1910 18.2
N × 7 388 6473 6961 66.3
Others 104 42 146 1.4

Total 1651 8848 10500 100

Table 2.11: Power results of encryption-decryption NTRU

Power
Pdyn(µW ) Psta(nW ) Ptot(µW )

NTRU Plain
Encryption 12.3 49.4 12.4
Decryption 15.9 50.5 16

Idle 10.1 49.7 10.2

NTRU Opt.
Encryption 5.93 46.6 5.98
Decryption 6.04 50.8 6.11

Idle 0.45 46.3 0.5

Power consumption of the circuit is measured for three different working states of the
design: Encryption, decryption and idle. Table 2.11 shows these results.

The optimized design consumes only about 6 µW during the encryption and decryption
and 0.5 µW during the idle state. Around 80 % of the power is consumed by these registers
during encryption and decryption.

For the encryption-decryption NTRU design, encryption takes N × (N + 2) + N clock
cycles while decryption takes 2×N × (N + 11) +N clock cycles. For the case N = 167 and
with a clock frequency of 500 kHz, encryption takes 28 390 cycles (56.78 ms), decryption
takes 59 619 cycles (119.23 ms).



Chapter 3

Efficient Implementation of
Cryptosystems for
High-Performance

This second part of this deliverable reports on high-performance cryptography in software
and hardware systems, including high-performance general-purpose processors and powerful
FPGA devices.

3.1 High-Performance Software Implementations

3.1.1 High Performance Implementation of the AES Block Cipher

In 2008 VAM1 members had set speed records for AES in [25], but those implementations
used table lookups and thus were vulnerable to timing attacks. A best-paper award at CHES
2009 went to Käsper and Schwabe for their constant-time implementation of AES and AES-
GCM [69]. Benchmarking results of the software described in [25] and [69] are given in tables
below.

The relevant features of the machines used for benchmarking are summarized in Table A.1
in the appendix.

More benchmarking data is available in the appendix as well as the relevant features of
the machines used for benchmarking in Table A.1.

3.1.2 The Networking and Cryptography Library (NaCl)

The work by Käsper and Schwabe is a prime example of achieving high speed while insisting
on secure implementations. The past years saw an increase in activity of such high-speed
high-security software, in particular after VAM1 took over the Networking and Cryptography
library (NaCl). See http://nacl.cr.yp.to/ for the software and detailed description. The
NaCl library provides the user an easy-to-use high-speed software library for network commu-
nication, encryption, decryption, signatures, etc. NaCl’s goal is to provide all of the core op-
erations needed to build higher-level cryptographic tools. All cryptographic primitives are im-
plemented in a timing-invariant manner, avoiding data-dependent branches, data-dependent
array indices, and dynamic memory allocation. The default option for public-key authenti-
cated encryption uses Curve25519 [17], a Montgomery-form elliptic curve, the stream cipher

19
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Table 3.1: Cycles/byte for AES-CTR encryption on gggg and liter-
ature claims on PowerPC G4 processors

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[25]c 14.56 14.72 15.34 25.66 15.82
Key setup: 201.60 cyclesc

Bernsteina,d 19.11 19.30 19.45 29.21 20.06
Key setup: 165.60 cyclesa,e

Gladmanb,f 27.27 27.41 27.42 35.33 27.96
Key setup: 193.60 cyclesb,g

a Implementation bernstein/big-1/1
b Implementation gladman/1
c Compiled with gcc-3.4 -mcpu=G3 -Os -fomit-frame-pointer
d Compiled with gcc-3.4 -mcpu=G3 -O3 -fomit-frame-pointer
e Compiled with gcc-3.4 -mcpu=G3 -O3 -unroll-all-loops -fomit-frame-pointer
f Compiled with gcc-3.4 -mcpu=G3 -O2 -fomit-frame-pointer
g Compiled with gcc-4.2 -mcpu=G5 -O3 -fomit-frame-pointer

Table 3.2: Cycles/byte for AES-CTR encryption on fireball and
literature claims on Intel Pentium 4 processors

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[25]e 14.15 14.38 14.70 29.29 15.74
Key setup: 402.61 cyclesd

Bernsteina,f 16.97 17.15 17.46 27.64 18.04
Key setup: 402.61 cyclesd

Wuc,g 21.33 21.68 22.38 34.27 22.94
Key setup: 607.46 cyclesh

Gladmanb,h 29.98 30.32 30. 38.04 30.91
Key setup: 291.51 cyclese

SUPERCOP benchmark

[44]i 19.24 n/a 27.81 n/a n/a
Long stream (extrapolated): 17.92 cycles/bytei

Literature claims
a Implementation bernstein/x86mmx-1/1
b Implementation gladman/1
c Implementation hongjun/v1/1
d Compiled with gcc -march=pentium -Os -fomit-frame-pointer
e Compiled with gcc -march=pentiumpro -Os -fomit-frame-pointer
f Compiled with gcc -march=pentium-m -Os -fomit-frame-pointer
g Compiled with gcc -march=pentium4 -O1 -fomit-frame-pointer
h Compiled with gcc -march=k8 -O1 -fomit-frame-pointer
i Compiled with g++ -m32 -march=pentium4 -O2 -fomit-frame-pointer
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Table 3.3: Cycles/byte for AES-CTR encryption on smirk and lit-
erature claims on UltraSparc II processors

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[25]c 12.12 12.95 14.54 24.56 14.64
Key setup: 847.33 cyclesd

Bernsteina,e 20.64 21.20 21.59 32.87 22.22
Key setup: 172.46 cyclese

Gladmanb,f 27.80 28.10 28.64 39.61 29.19
Key setup: 184.02 cyclesg

a Implementation bernstein/big-1/1
b Implementation gladman/1
c Compiled with gcc-4.1 -mcpu=ultrasparc3 -m64 -Os -fomit-frame-pointer
d Compiled with gcc-4.2 -mcpu=ultrasparc3 -m64 -Os -fomit-frame-pointer
e Compiled with gcc-4.2 -mcpu=ultrasparc -m64 -O3 -funroll-all-loops

-fomit-frame-pointer
f Compiled with gcc-4.1 -mcpu=ultrasparc -Os -fomit-frame-pointer
g Compiled with gcc-4.2 -mcpu=ultrasparc -O3 -fomit-frame-pointer

Table 3.4: Cycles/byte for AES-CTR encryption on nmi-0039

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[25]c 12.02 12.24 12.23 20.82 12.82
Key setup: 707.14 cyclesd

Bernsteina,e 19.70 19.94 20.15 33.17 20.97
Key setup: 167.21 cyclesf

Gladmanb,g 25.06 25.22 25.25 33.64 25.82
Key setup: 197.21 cyclese

a Implementation bernstein/big-1/1
b Implementation gladman/1
c Compiled with gcc-4.2 -mcpu=ultrasparc3 -m64 -Os -fomit-frame-pointer
d Compiled with gcc -mcpu=ultrasparc3 -m64 -Os -fomit-frame-pointer
e Compiled with gcc-4.2 -mcpu=ultrasparc -O3 -funroll-all-loops

-fomit-frame-pointer
f Compiled with gcc-4.2 -mcpu=ultrasparc3 -O2 -fomit-frame-pointer
g Compiled with cc -xarch=v7 -fast
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Table 3.5: Cycles/byte for AES-CTR encryption on latour and
literature claims on 65-nm Intel Core 2 processors

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[69]f 9.32 9.76 10.76 34.30 12.01
Key setup (table-based): 770.53 cyclesf

Key setup (constant-time): 1406.61 cyclesf

[25]d 10.57 10.78 10.79 19.51 11.38
Key setup: 166.08 cyclesd

Wuc,i 12.28 12.43 12.53 18.17 12.88
Key setup: 266.83 cyclesg

Bernsteina,e 13.74 13.86 13.90 19.26 14.25
Key setup: 166.08 cyclesh

Gladmanb,i 16.11 16.25 16.24 20.67 16.55
Key setup: 167.43 cyclesj

SUPERCOP benchmark

[44]k 12.61 n/a 16.03 n/a n/a
Long stream (extrapolated): 12.10 cycles/bytek

a Implementation bernstein/amd64-2/1
b Implementation gladman/1
c Implementation hongjun/v1/1
d Compiled with gcc-4.1 -Os -fomit-frame-pointer
e Compiled with gcc-4.1 -march=nocona -Os -fomit-frame-pointer
f Compiled with gcc-4.2 -Os -fomit-frame-pointer
g Compiled with gcc-4.2 -O3 -funroll-all-loops -fomit-frame-pointer
h Compiled with gcc-4.2 -march=k8 -Os -fomit-frame-pointer
i Compiled with gcc-4.2 -march=nocona -Os -fomit-frame-pointer
j Compiled with gcc-4.3 -march=prescott -m32 -O3 -fomit-frame-pointer
k Compiled with g++ -O2 -fomit-frame-pointer
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Table 3.6: Cycles/byte for AES-CTR encryption on berlekamp

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[69]d 7.58 7.96 8.84 28.72 9.88
Key setup (table-based): 778.48 cyclese

Key setup (constant-time): 1144.16 cyclese

[25]e 10.58 10.76 10.76 19.69 11.37
Key setup: 168.01 cyclesg

Wuc,f 12.30 12.45 12.53 17.86 12.87
Key setup: 385.41 cyclesg

Bernsteina,g 13.75 13.86 13.94 19.57 14.30
Key setup: 168.01 cyclesg

Gladmanb,g 16.22 16.40 16.35 20.77 16.67
Key setup: 166.41 cyclesg

SUPERCOP benchmark

[44]h 12.58 n/a 15.66 n/a n/a
Long stream (extrapolated): 12.11 cycles/byteh

a Implementation bernstein/amd64-2/1
b Implementation gladman/1
c Implementation hongjun/v1/1
d Compiled with gcc -Os -fomit-frame-pointer
e Compiled with gcc -march=nocona -Os -fomit-frame-pointer
f Compiled with gcc -march=nocona -O2 -fomit-frame-pointer
g Compiled with gcc -march=k8 -Os -fomit-frame-pointer
h Compiled with g++ -m64 -march=nocona -O2 -fomit-frame-pointer
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Table 3.7: Cycles/byte for AES-CTR encryption on dragon3

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[69]d 6.68 7.04 7.80 25.47 8.73
Key setup (table-based): 722.13 cyclese

Key setup (constant-time): 993.63 cyclese

[25]d 9.64 9.77 9.74 17.58 10.29
Key setup: 153.14 cyclesd

Wuc,f 10.84 10.85 10.92 15.44 11.20
Key setup: 374.28 cyclese

Bernsteina,e 12.52 12.62 12.68 17.32 12.98
Key setup: 153.31 cyclesd

Gladmanb,e 13.66 13.65 13.66 17.39 13.91

Key setup: 156.71 cyclese

SUPERCOP benchmark

[44]g 11.11 n/a 14.22 n/a n/a
Long stream (extrapolated): 10.62 cycles/byteg

a Implementation bernstein/amd64-1/1
b Implementation gladman/1
c Implementation hongjun/v1/1
d Compiled with gcc -Os -fomit-frame-pointer
e Compiled with gcc -march=nocona -Os -fomit-frame-pointer
f Compiled with gcc -march=nocona -O2 -fomit-frame-pointer
g Compiled with g++ -m64 -march=core2 -O3 -fomit-frame-pointer
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Table 3.8: Cycles/byte for AES-CTR encryption on mace and liter-
ature claims on 64-bit AMD processors

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[25]f 10.43 10.57 10.70 16.88 11.07
Key setup: 191.21 cyclesd

Wuc,h 13.32 13.45 13.58 19.89 13.96
Key setup: 356.92 cyclesf

Bernsteina,e 13.40 13.38 13.46 19.18 13.82
Key setup: 191.21 cyclese

Gladmanb,g 18.28 18.27 18.32 23.78 18.68
Key setup: 198.01 cyclesh

SUPERCOP benchmark

[44]i 12.66 n/a 16.12 n/a n/a
Long stream (extrapolated): 12.15 cycles/bytei

a Implementation bernstein/amd64-1/1
b Implementation gladman/1
c Implementation hongjun/v1/1
d Compiled with gcc-4.0 -Os -fomit-frame-pointer
e Compiled with gcc-4.1 -Os -fomit-frame-pointer
f Compiled with gcc-4.1 -march=nocona -Os -fomit-frame-pointer
g Compiled with gcc-4.1 -march=k8 -O3 -funroll-all-loops -fomit-frame-pointer
h Compiled with gcc-4.4 -march=prescott -m32 -O3 -funroll-all-loops

-fomit-frame-pointer
i Compiled with g++ -m64 -march=nocona -O3 -fomit-frame-pointer

Table 3.9: Cycles/byte for AES-GCM encryption and authentication on
latour and literature claims, numbers in paratheses are accumulated num-
bers including cost for IV setup and finalization

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[69] (lookup tables)a 12.21 13.71 16.21 77.14 19.47
(12.54) (14.62) (18.58) (111.28) (23.48)

[69] (constant time)c 27.14 28.82 31.53 100.10 35.24
(27.53) (29.89) (34.30) (140.04) (39.93)

Precomputation and key setup, table-based: 2917.76 cyclesa

Precomputation and key setup, constant-time: 4234.64 cyclesd

IV setup and finalization, table-based: 1365.41 cyclesb

IV setup and finalization, constant-time: 1597.77 cyclesa
a Compiled with gcc-4.1 -Os -fomit-frame-pointer
b Compiled with gcc-4.2 -march=k8 -Os -fomit-frame-pointer
c Compiled with gcc-4.2 -Os -fomit-frame-pointer
d Compiled with gcc-4.1 -march=k8 -Os -fomit-frame-pointer
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Table 3.10: Cycles/byte for AES-GCM encryption authentication on
berlekamp, numbers in paratheses are accumulated numbers including cost
for IV setup and finalization

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[69] (lookup tables)a 10.40 11.67 13.82 65.87 16.60
(10.68) (12.43) (15.79) (94.20) (19.93)

[69] (constant time)c 21.67 23.04 25.37 82.99 28.46
(21.99) (23.91) (27.63) (115.58) (32.29)

Precomputation and key setup, table-based: 2633.53 cyclesb

Precomputation and key setup, constant-time: 3454.27 cyclesc

IV setup and finalization, table-based: 1133.32 cyclesc

IV setup and finalization, constant-time: 1303.54 cyclesb
a Compiled with gcc -march=k8 -Os -fomit-frame-pointer
b Compiled with gcc -Os -fomit-frame-pointer
c Compiled with gcc -march=nocona -Os -fomit-frame-pointer

Table 3.11: Cycles/byte for AES-GCM encryption and authentication on
dragon3, numbers in paratheses are accumulated numbers including cost for
IV setup and finalization

Packet size 4096 bytes 1500 bytes 576 bytes 40 bytes Imix

[69] (lookup tables)a 9.28 10.36 12.23 56.23 14.56
(9.53) (11.04) (13.99) (81.58) (17.54)

[69] (constant time)a 19.17 20.39 22.32 71.53 24.99
(19.45) (21.15) (24.31) (100.15) (28.35)

Precomputation and key setup, table-based: 2269.28 cyclesa

Precomputation and key setup, constant-time: 3283.80 cyclesa

IV setup and finalization, table-based: 1013.80 cyclesb

IV setup and finalization, constant-time: 1144.62 cyclesb
a Compiled with gcc -march=k8 -Os -fomit-frame-pointer
k Compiled with gcc -march=nocona -Os -fomit-frame-pointer
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Table 3.12: Cycle counts of the Curve25519 software
on different machines

SUPERCOP benchmark hex01 node001 stan

crypto scalarmult 697440a 696240c 695640d

crypto scalarmult base 697440a 696240c 695720d

crypto dh keypair 720240b 716280a 720880e

crypto dh 696960b 696240a 696760e
a Compiled with spu-gcc -funroll-loops -mstdmain

-march=cell -O3 -fomit-frame-pointer -Drandom=rand
-Dsrandom=srand

b Compiled with spu-gcc -mstdmain -march=cell -O3
-fomit-frame-pointer -Drandom=rand -Dsrandom=srand

c Compiled with spu-gcc -funroll-loops -mstdmain
-march=celledp -O2 -fomit-frame-pointer -Drandom=rand
-Dsrandom=srand

d Compiled with spu-gcc -funroll-loops -mstdmain
-march=cell -O -fomit-frame-pointer -Drandom=rand
-Dsrandom=srand

e Compiled with spu-gcc -mstdmain -march=cell -Os
-fomit-frame-pointer -Drandom=rand -Dsrandom=srand

Salsa20 [18], and the message authentication code Poly1305 [16], all of which have received
scrutiny by researchers in ECRYPT’s Symlab and MAYA virtual lab. The interface to the
user is simply crypto box which takes as arguments the message, the secret key of the sender
and the public key of the recipient. Besides the documentation and user guide online, the
authors of NaCl have also documented their design approach in a scientific paper [24]. The
upcoming release of the NaCl library will also include Ed25519, a record-setting high-speed
high-security signature scheme published at CHES 2011 [23]. Other recent developments
on the library are targeted towards smaller architectures such as ARMs and AVRs; speed-
records for ARM processors with NEON instructions are presented in [26]. In [37] Costigan
and Schwabe describe high-performance Curve25519 software for the Cell Broadband Engine;
a processor with a strong focus on SIMD computations. Results are given in and the machines
are listed in Table A.2 in the appendix.

Another research topic in high-performance cryptographic software were cryptographic
pairings. In [80] Naehrig, Niederhagen and Schwabe improved the state of the art in pairing-
software performance by more than a factor of 2. As for the software in NaCl this speedup
is achieved without compromising security; the software is protected against timing attacks.
Followup work by Beuchat, Gonzalez Diaz, Mitsunari, Okamoto, Rodriquez-Henriquez, and
Teruya in [29] and by Aranha, Karabina, Longa, Gebotys, and Lopez in [5] improved pairing
performance even further.

Further results are also publicly available at the ECRYPT eBACS benchmarking web-
page [15].
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3.2 High-Performance Implementations in Hardware

3.2.1 Standardized AES Block Cipher on Virtex-5 FPGAs

In this section, ECRYPT achievements on a fast hardware implementation of the standard-
ized AES block cipher are described. At the time this deliverable is created, the following
implementation by ECRYPT is the most efficient one for Xilinx Virtex-5 FPGAs known in
the open literature.

Introduction

Most available AES implementations for reconfigurable hardware, however, are based on
traditional configurable logic and do not exploit the full potential of modern devices. The
following AES cipher implementation is almost exclusively based on embedded memory and
arithmetic units embedded of Xilinx Virtex-5 FPGAs. It is designed to match specifically
the features of this modern FPGA class – yielding one of the smallest and fastest FPGA-
based AES implementation reported up to now – with minimal requirements on the (generic)
configurable logic of the device. Therefore, the design we present will be especially appealing
in applications where user logic is scarce, yet not all embedded memory and DSP blocks are
used. We use the Xilinx Virtex-5 FPGA which has advanced features that are useful for our
application beyond traditional LUTs and registers. These are dual ported 36 Kbit BlockRAMs
(BRAM) — ones that have independent address and data buses for the same stored content
— and versatile digital signal processing (DSP) cores. The DSP cores allow the designer to
implement timing- or resource-critical functions such as arithmetic operations on integers or
Boolean expressions that would otherwise be considerably slower or resource demanding if
implemented with “ordinary” logic elements. The DSP blocks were introduced in the Virtex-4
family of FPGAs to perform 18×18 bit integer along with a 48 bit accumulator, though they
were limited to 24 bit bit-wise logic operations. 48 bit bit-wise logic operations were added in
Virtex-5, and can run at up to 550 MHz, the maximum frequency rating of the device. The
internal datapath inside of the DSP block is 48 bit wide, except for integer multiplication.
The Virtex-5 DSP blocks come in pairs that span the height of five configurable logic blocks
(CLB), and they can be efficiently cascaded between pairs with an additional dedicated paths
to adjacent DSP tiles. A single dual-ported 36 Kbit BRAM also spans the height of five CLBs
and matches the height of the pair of DSP blocks, with a fast datapath between them. Our
initial observation was that the 8 to 32 bit lookup followed by a 32 bit XOR AES operation
perfectly matched this architectural alignment for efficient and fast implementation. Based
on these primitives, we developed a basic AES module that performs a quarter (one column)
of an AES round. We have designed it so that it allows efficient placing and routing of
components such that it can operate at the maximum device frequency of 550 MHz. We
have created a “basic” eight-stage pipeline module based on a combination of two 36 Kbit
BlockRAM (BRAM) and four DSP blocks, which outputs one 32 bit column of an AES round
each cycle with a feedback loop for iterative operation. This basic module is replicated four
times for a full AES round with a 128 bit datapath, which, in turn, is replicated ten times
for a fully unrolled operation; we do not include the key expansion function in these designs.
The overall design and architecture of the AES implementation is fully described in [60].
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Design

An alternative representation of the AES operation for software implementations on 32-bit
processors is proposed in [43, Section 4.2] based on the use of T-tables. According to [43],
these transformation tables Ti with i = 0..3 can be computed as follows:

T0[x] =


S[x]× 02

S[x]
S[x]

S[x]× 03

 T1[x] =


S[x]× 03

S[x]× 02

S[x]
S[x]



T2[x] =


S[x]

S[x]× 03

S[x]× 02

S[x]

 T3[x] =


S[x]
S[x]

S[x]× 03

S[x]× 02


In this notation, S[x] denotes a table lookup in the original 8 × 8-bit AES S-Box (for a
more detailed description of this AES optimization see NIST’s FIPS-197 [82]). The last
round, however, is unique since it omits the MixColumns operation, so we need to give it
special consideration. There are two ways for computing the last round, either by “reversing”
the MixColumns operation from the output of a regular round by another multiplication in
GF (28), or creating dedicated T-tables for the last round. The latter approach will allow
us to maintain the same data path for all rounds, so – since Virtex-5 devices provide larger
memory blocks than former devices – we chose this method and denote these T-tables as T[j]′ .
With all T-tables at hand, all transformation steps of a single AES round can be redefined as

Ej = Kr[j] ⊕ T0[a0,j ]⊕ T1[a1,(j+1 mod 4)]⊕
T2[a2,(j+2 mod 4)]⊕ T3[a3,(j+3 mod 4)] (3.1)

where Kr[j] is a corresponding 32-bit subkey and Ej denotes one of four encrypted output
columns of a full round. From this formula it is obvious that based on only four T-table
lookups and four XOR operations, a 32-bit output Ej of the AES round can be computed.
To obtain the result of a full round, Ej must be computed four times on all 16 input bytes.

Input data to an AES encryption can be defined as four 32-bit column vectors Cj =
(a0,j , a1,j , a2,j , a3,j) with the output similarly formatted in column vectors. According to
Equation (3.1), these input column vectors need to be split into individual bytes since all
bytes are required for the computation steps for different Ej . For example, for column
C0 = (a0,0, a1,0, a2,0, a3,0) the first byte a0,0 is part of the computation of E0, the second
byte a1,0 is used in E3, etc. Since fixed (and thus simple) data paths are preferable in hard-
ware implementations, we have rearranged the operands of the equation to align the bytes
according to the input columns Cj when feeding them to the T-table lookup. In this way,
we can implement a unified data path for computing all four Ej for a full AES round. Thus,
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Equation (3.1) transforms into

E0 = Kr[0] ⊕ T0(a0,0)⊕ T1(a1,1)⊕ T2(a2,2)⊕ T3(a3,3)

= (a
′
0,0, a

′
1,0, a

′
2,0, a

′
3,0)

E1 = Kr[1] ⊕ T3(a3,0)⊕ T0(a0,1)⊕ T1(a1,2)⊕ T2(a2,3)

= (a
′
0,1, a

′
1,1, a

′
2,1, a

′
3,1)

E2 = Kr[2] ⊕ T2(a2,0)⊕ T3(a3,1)⊕ T0(a0,2)⊕ T1(a1,3)

= (a
′
0,2, a

′
1,2, a

′
2,2, a

′
3,2)

E3 = Kr[3] ⊕ T1(a1,0)⊕ T2(a2,1)⊕ T3(a3,2)⊕ T0(a0,3)

= (a
′
0,3, a

′
1,3, a

′
2,3, a

′
3,3)

where ai,j denotes an input byte, and a
′
i,j the corresponding output byte after the round

transformation. However, the unified input data path still requires a look-up to all of the four
T-tables for the second operand of each XOR operation. For example, the XOR component at
the first position of the sequential operations E0 to E3 and thus requires the lookups T0(a0,0),
T3(a3,0), T2(a2,0) and T1(a1,0) (in this order) and the corresponding round key Kr[j]. Though
operations are aligned for the same input column now, it becomes apparent that the bytes
of the input column are not processed in canonical order, i.e., bytes need to be swapped for
each column Cj = (a0,j , a1,j , a2,j , a3,j) first before being fed as input to the next AES round.
Note that the given transpositions are static so that they can be efficiently hardwired in our
implementation.

Finally, we need to consider the XOR operation of the input key and the input 128-bit
block which is done prior to the round processing. Initially, we will omit this operation when
reporting our results for the round function. However, adding the XOR to the data path is
simple, either by modifying the AES module to perform a sole XOR operation in a preceding
cycle, or – more efficiently – by just adding an appropriate 32-bit XOR which processes the
input columns prior being fed to the round function.

Results

Our Verilog designs target a Virtex-5 LX30 and SX95T devices at their fastest speed grade
(-3) using Xilinx Synthesis Technology (XST) and the ISE 9.2i.03 implementation flow. For
simulation we used Mentor’s ModelSim 6.2g for both behavioral and post place-and-route
stages; we did not, however, verify the design on an actual device. Various effort settings for
“map” and “par” were used, along with “multi-pass place-and-route” to achieve best results,
which are reported here. In addition, the IOs were ignored for timing (“TIG” constraint), as
we consider the cores as a stand-alone function. Once within the context of an application,
the designer will have to make sure signals arrive on time at the module’s input.

The basic AES module passed timing (post place-and-route) for a frequency just over
550 MHz, the maximum frequency rating of the device. The design requires the following
resources: 247 flip-flops, 96 (8 · 3 · 4) for the input shift registers plus 128 (4 · 32) for the
pipeline stages in between the BRAMs and DSPs, with the rest used for control logic; 275
look-up tables, mostly functioning as multiplexers; and finally, two 36 Kbit dual-port BRAM
(32 Kbit used in each) and four DSP48E blocks. We calculate throughput as follows: given
that there are 80 processing cycles operating at 550 MHz and we maintain state of 256 bits in
the pipeline stages, we achieve 550 · 106 · 256/80 = 1.76 Gbit/s of throughput. This assumes
that the pipeline stages are always full, meaning that the module is processing two 128 bit
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Design Dec/
FPGA

Resources f Perf.

Key slices LUT FF BRAM DSP MHz Gbit/s

Compact ◦/◦ V5 93 274 245 2 4 550 1.76
Round ◦/◦ V5 277 204 601 8 16 485 6.21
Unrolled •/◦ V5 428 672 992 80 160 430 55

inputs at any given time; if only one input is processed, the throughput is halved. As we
have mentioned, the eight pipeline stages were implemented for the purpose of interleaving
two inputs, though the designer can remove pipeline stages to reduce resources. Removing
pipeline stages reduces latency, though it may also reduce the maximum frequency, so there
is a trade-off that needs to be assessed according to the application.

In the “round” module the basic construct is used four times for a 128 bit-width interface.
The maximum frequency reported by the tools post place-and-route was over 485 MHz, and
it uses 621 flip-flops, 204 look-up tables, 8 36 Kbit BRAMs (32 Kbit used in each), and 16
DSP48E blocks. Notice that we expect at least 4 · 48 + 4 · 128 = 704 registers but the tools
report only 621. This is because the synthesizer tries to achieve a balanced FF-LUT ratio for
better packing into slices so the 2- and 3-stage input shift registers for each basic cells are
implemented in eight LUTs each. The latency of 80 clock cycles is the same as the previous
design, though now we can maintain state of 128 · 8 = 1024 bits, thus giving us a throughput
of 485 · 106 · 8 · 128/80 = 6.21 Gbit/s when processing eight input blocks. We can see that
the complexity of this design reduces the maximum frequency and throughput, though hand
placement of DSPs and BRAMs, along with matching the bit ordering to the routing can
improve on this performance. As with the basic module, pipeline stages can be removed to
minimize the use of logic resources if they are required for other functions and the highest
throughput is not required.

Finally, the “unrolled” implementation produces 128 bits of output every clock cycle once
the initial latency is complete. We have experimented with eliminating the pipeline stage
between the BRAM and DSP to see if it adversely affects performance; this will save us 5,120
registers. We found that the performance degradation is minimal, with the added benefit of
having an initial latency of only 70 clock cycles instead of 80. The resulting throughput is
430 ·106 ·128 = 55 Gbit/s. This design operates at a maximum frequency of over 430 MHz and
uses 992 flip-flops, 672 look-up tables, 80 36 Kbit BRAMs (only 16 Kbit in each for dec/enc
or 32 Kbit for both), and 160 DSP48E blocks; the same balancing act of FF-LUT ratio by
the synthesizer occurs here as well. There are very few flip-flops and LUTs compared to what
is available in the large SX95T device: 1.68% and 1.14%, respectively, though we use 32% of
BRAMs and 25% of DSP48Es. Our results are summarized in Table 3.2.1.

3.2.2 Standardized Elliptic Curve Cryptography on Virtex-4 FPGAs

In this section, ECRYPT achievements on a fast hardware implementation of the standardized
Elliptic Curve Cryptography over NIST primes NIST primes P-224 and P-256are described.
We present a new design strategy for an FPGA-based, high performance ECC implementa-
tion over standardized prime fields according to NIST FIPS 186-3. Our architecture makes
intensive use of embedded arithmetic units in FPGAs originally designed to accelerate digital
signal processing algorithms. Since asymmetric cryptographic algorithms are known to be
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extremely arithmetic intensive, the exclusive use of DSP blocks for the arithmetic computa-
tions offers a significant acceleration compared to conventional designs. In general, to achieve
real high-performance ECC (i.e., to reach less than 500µs per point multiplication) on (af-
fordable) embedded computing platforms was an open challenge for quite a long time. This
holds especially for ECC over prime fields, which are often preferred over binary fields due
to standards. Due to the enormous design complexity, high-performance implementations for
ECC over prime fields often require a huge number of logic resources and were only feasible
on the largest available FPGA devices. Some implementations have already attempted to
address this problem by using available arithmetic functions in the reconfigurable device for a
few parts of the computations, like built-in 18× 18 multipliers [79]. But other components of
the circuitry for field addition, subtraction and inversion have been still implemented in the
generic logic of an FPGA. This is different for the design approach described in this article:
we will discuss the complete relocation of the arithmetic intensive operations for ECC into
dedicated hard cores of the FPGA.

Design

The most straightforward multiplication algorithm to implement the multiplication with sub-
sequent NIST prime reduction is the schoolbook multiplication method with a time complexity
of O(n2) for n-bit inputs. Other methods, like the Karatsuba algorithm [68], trade multipli-
cations for additions using a divide-and-conquer approach. However Karatsuba computing
the product C = A×B for A = a12n+a0 and B = b12n+b0 requires to store the intermediate
results for a1a0 and b1b2 for later reuse in the algorithm. Although this is certainly possible,
this requires a much more complex data and memory handling and cannot be solely done
within DSP blocks. Since many parts of the Karatsuba multiplier would require generic logic
of CLBs, we are likely to lose the gain of performance of the fast arithmetic in DSP blocks.
We thus use a variant of the schoolbook multiplication, known as Comba multiplication [36]
which combines carry handling and reduces write accesses to the memory. All fast NIST
reduction algorithms rely on a reduction step defined as a series multi-precision additions
and subtractions followed by a correction step (2) to achieve a final value in the interval
[0, . . . , P − 1]. To implement (1), we decided to use one DSP-block for each individual addi-
tion or subtraction, e.g., for the P-256 reduction we reserved a cascade of 8 DSP blocks. Each
DSP performs one addition or subtraction and stores the result in a register whose output is
taken as input to the neighboring block (pipeline).

With the basic field operations for l − bit computations supporting NIST primes P-224
and P-256, we combined a modular multiplier and a modular subtraction/addition component
with dual-port RAM modules (BRAM) and a state machine to build an ECC core. We have
implemented an asymmetric data path supporting two different operand lengths: the first
operand provides full l-bit of data whereas the second operand is limited to 32-bit words
so that several words need to be transferred serially to generate the full l-bit input. This
approach allows for direct memory accesses of our serial-to-parallel multiplier architecture.
Note further that we introduced different clock domains for the core arithmetic based on
the DSP blocks and the state machines for upper layers (running at half clock frequency
only). We implemented ECC group operations based on projective Chudnowsky coordinates1

1ECC operations for elliptic curves in Weierstrass form based on mixed affine-Jacobian coordinates are
more efficient but more complex in hardware. This is due to the required conversion of precomputed points
from Jacobian to affine coordinates which is necessary when computing k · P + r · Q for a ECDSA signature
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Aspect CoreP-224 Core P-256

Slices occupied 1,580 (29%) 1,715 (31%)
4-input LUTs 1,825 2,589
Flip-flops 1,892 2,028
DSP blocks 26 32
BRAMs 11 11
Frequency (arithmetic) 486 MHz 490 MHz
Frequency (control) 243 MHz 245 MHz

Table 3.13: Resource requirements of a single ECC core on a Virtex-4 FX 12 after PAR. Note
the different clock domains for arithmetic (DSP) and control logic.

since the implementation should support to compute a point multiplication k · P as well as
a corresponding linear combination k · P + r · Q based on a fixed base point P ∈ E where
k, r ∈ {1, . . . , ord(P) − 1} and Q ∈ 〈P〉. Both operations can be considered as basic ECC
primitives, e.g., used for ECDSA signature generation and verification [4]. The computation
of k · P + r · Q can make use of Shamir-Strauss’ trick to efficiently compute several point
products simultaneously [51]. Due the intensive use of DSP blocks to implement the core
functionality of ECC, the resulting implementation requires only few reconfigurable logic
elements on the FPGA. This allows for efficient multiple-core implementations on a single
FPGA improving the overall system throughput by a linear factor n dependent on the number
of cores. Note that most other high-performance implementations occupy the full FPGA due
to their immense resource consumption so that these cannot easily be instantiated several
times.
Based on our synthesis results, the limiting factor of our architecture is the number of available
DSP blocks of a specific FPGA device. The overall design and architecture of the modular
arithmetc implementation is fully described in [60].

Results

The proposed architecture has been synthesized and implemented for the smallest available
Xilinx Virtex-4 device (XC4VFX12-12SF363). This FPGA offers 5,472 slices (12,288 4-input
LUTs and flip-flops) of reconfigurable logic, 32 DSP blocks and can be operated at a maximum
clock frequency of 500 MHz. Furthermore, to demonstrate how many ECC computations can
be performed using ECC core parallelism, we take a second device, the large Xilinx Virtex-4
XC4VSX55-12FF1148 providing the maximum number of 512 DSP blocks and 24,576 slices
(49,152 4-input LUTs and flip-flops) as a reference for a multi-core architecture. Based on the
Post-Place and Route (PAR) results using Xilinx ISE 9.1 we can present the following perfor-
mance and area details for ECC cores for primes P-224 and P-256 on the small XC4VFX12
device as shown in Table 3.13. Note that the core for P-256 is already in use for real-world
products.

Based on the runtimes of a single field multiplication, we can determine the number of
required clock cycles for the operations k · P and k · P + r · Q using the implemented Double-
and-Add algorithm. Moreover, we also give estimates concerning their performance when
using a window-based method [10] based on a window size w = 4.

verification. In that case modular inversion is required.
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Aspect Core P-224 Core P-256

Time/Operations per kP (D&A) 452 µs/2214 620 µs/1614
Time/Operations per kP (W) 365 µs*/2740* 495 µs*/2020*
Time/Operations per kP + rQ (D&A) 546 µs/1831 749 µs/1335
Time/Operations per kP + rQ (W) 398 µs*/2510* 540 µs*/1850*

Table 3.14: Performance of ECC operations based on a single ECC core using projective
Chudnowsky coordinates on a Virtex-4 XC4VFX12. Note that the figures for Window method
(W) denoted with an asterisk are estimates, results for the Double&Add (D&A) method were
implemented on the device.

Note that the specified timing considers signal propagation after complete PAR excluding
the timing constraints from I/O pins (“TIG” constraint) since no underlying data communi-
cation layer was implemented.



Chapter 4

Implementation of Cryptanalytical
Applications, Platforms and Tools

In the last part of this deliverable, a number of cryptanalytic applications on FPGA and GPU
platforms are reported that were conducted by VAMPIRE during ECRYPT II.

4.1 Crypytanalytic Applications on Reconfigurable Hardware
Clusters

Massively parallel special-purpose hardware systems are often the best choice to tackle com-
putationally complex algorithms and applications. However, for many such applications the
cost-performance ratio is a crucial criterion. In other words, an optimally designed hardware
platform for a specific application does not provide any features or peripherals that are not
required, usually at the cost of limited flexibility and reusability of the system for any other
applications. In this part of the deliverable, we present two hardware architectures that aim
to combine both goals – to provide an optimal cost-performance ratio for a wide range of
applications from the field of cryptanalysis of which two are exemplarily presented.

4.1.1 Reconfigurable RIVYERA and COPACOBANA Computing Clus-
ters

The Cost-Optimized Parallel Code Breaker (COPACOBANA) was designed to provide a sig-
nificant amount of computing resources to applications with only a minor demand on memory
and communications. The majority of other FPGA-based computing clusters or supercom-
puters, however, focus on data-oriented applications requiring large amounts of memory and
widely-dimensioned bandwidth. The hardware architecture of COPACOBANA was devel-
oped according to the following design criteria [70]: First, we assume that computationally
costly operations can be parallelized. Second, all concurrent instances have only a very lim-
ited requirements to communicate with each other. Third, the demand for data transfers
between host and nodes is low due to the fact that computations heavily dominate commu-
nication requirements. Ideally, (low-speed) communication between the hardware and a host
computer is only required for initialization and the transfer of results. Hence, a single con-
ventional (low-cost) PC should be sufficient to transfer required data packets to and from the
hardware, e. g., connected by a standardized interface. Fourth, all presented algorithms and

35
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their corresponding hardware nodes demand very little local memory which can be provided
by the on-chip block RAM modules of an FPGA.

COPACOBANA was tailored to provide pure computational power for (simple) crypt-
analytical applications but was known to be very limited on communication facilities and
on-system memory. Hence, to support advanced cryptanalytic processes and even other ap-
plication domains (e. g., bioinformatics), we finally decided to come up with an enhanced
and more powerful architecture. For a wide range of advanced applications beyond simple
exhaustive key search attacks, it turned out that requirements for on-system memory and
fast communication systems are crucial. This insight led to a major redesign of the orig-
inal COPACOBANA architecture. The hardware platform RIVYERA was introduced in
2008 [86] and includes a completely reworked communication and memory infrastructure.
The RIVYERA platform is developed and distributed by SciEngines GmbH [2] and consists
of two elements. First, a cluster of FPGAs spread over multiple plug-in cards and, second, a
standard server-grade mainboard, running a Linux operating system on an Intel Core i7-930
processor with 12 GB of RAM. The FPGA cluster is equipped with up to 128 user con-
figurable Xilinx Spartan3-5000 or Spartan6-LX150 FPGAs respectively, distributed over 16
plug-in cards, each containing 8 user FPGAs. Additionally, a DRAM module with a capacity
of 32 MB is attached to each user FPGA in the RIVYERA S3-5000. RIVYERA S6-LX150
provides 512 MB DRAM per default to each user FPGA, but can be extended with a memory
extension module providing an additional amount of 2 GB DRAM per FPGA.

4.1.2 ECM on COPACOBANA

The factorization of a large composite integer n is a well-known mathematical problem which
has attracted special attention since the invention of public-key cryptography. RSA is known
as the most popular asymmetric cryptosystem and was originally developed by Ronald Rivest,
Adi Shamir and Leonard Adleman in 1977. Since the security of RSA relies on the attacker’s
inability to factor large numbers, the development of a fast factorization method could enable
a key recovery from RSA messages and signatures. Recently, the best known method for
factoring large RSA integers is the General Number-Field Sieve (GNFS). An important step
in the GNFS algorithm is the factorization of mid-sized numbers for smoothness testing. For
this purpose, the Elliptic Curve Method (ECM) has been proposed by Lenstra [75]. The ECM
algorithm proved to be suitable for parallel hardware architectures in [96, 56, 45], particularly
on FPGAs.

The ECM algorithm performs a very high number of operations on a very small set of
input data and is not demanding in terms of high communication bandwidth. Furthermore,
the implementation of the first stage of ECM requires only little memory since it is based
on point multiplication on an elliptic curve. The operands required for supporting GNFS
are well beyond the width of current computer buses, arithmetic units, and registers, so that
special-purpose hardware can provide a much better solution.

In [45], de Meulenaer et al. show that the utilization of DSP slices in Virtex-4 FPGAs for
implementing a Montgomery multiplication can significantly improve the ECM performance.
In that work, the authors used a fully parallel multiplier implementation, which provides the
best known performance figures for ECM phase 1 so far. However they did not provide details
how to realize ECM phase 2.

To accelerate integer arithmetic using a similar strategy, we employed the new slot-in
module for use with the second release of COPACOBANA. These slot-in modules host 8



D.VAM.5 — Final Report on Efficient Implementation of Security Systems 37

Xilinx Virtex-4 XC4VSX35 FPGAs, each providing 192 DSP slices. Based on the DSP cores
in the Virtex-4, we created a multi-core ECM design per FPGA (in contrast to [45], which
uses a single core only).

Implementation

The layout of our ECM System contains multiple engines, a data scheduler and a buffered
system bus. As the right side of the figure shows, one ECM engine contains two different
clock regions. The faster clock region is reserved for the elliptic curve processor, which uses
DSP cores to compute point operations (addition and doubling) on the curve and contains
instructions to compute phase 1 and phase 2 of the algorithm. The slower clock region is used
by the control unit to execute the complete algorithm. Please note that only point operations
on the elliptic curve are performed on FPGAs. This means that the setup of the Montgomery
curve needs to be done on the host-PC and then transferred to the FPGAs.

Results

In addition to the comparison shown in Table 4.1, our implementation adjusts to a block size
parameter to natively support different integer target sizes. As an example, with a block size
b = 10, the design factors integers up to 151 bit in 4.73 ms (phase 1) and 5.12 ms (phase 2).
This corresponds to 5,064 computations per second for the first phase and 2,424 computations
per second for phase 1 and 2.

Aspect Gaj et al. [56] This work Factor

FPGA Device V4LX200-11 V4SX35-10
Supported Bits 198 202 1.02
Max. ECM Cores 24 24 1.00
Max. Frequency 104 MHz 200 MHz 1.92

Cycles for Addition 41 29 0.71
Cycles for Multiplication 216 201 0.93
Cycles for Phase 1 1,666,500 1,473,596 0.88
Time for Phase 1 16 ms 7.37 ms 0.46

(# Phase 1)/s 1,448 3,240 2.24
(# Phase 1+2)/s 696 1,560 2.24

Table 4.1: Comparing our results using b = 13 (L = 202 bit) with Gaj et al. for Virtex-4
FPGAs.

A main issue of the ECM is memory. Although phase 1 has only very moderate memory
constraints, phase 2 involves a significant amount of precomputations, as well as storage for
prime numbers. Since memory on FPGA devices is rather limited (192 × 18 kbit BRAM
elements per device), a fast accessible, external memory could help to improve the impact of
phase 2 by storing even larger tables than presented above.

4.1.3 Cube Attacks on RIVYERA

Dynamic Cube Attacks exploit distinguishers obtained from cube testers to recover some
secret key bits. In static cube testers (and other related attacks such as the original cube
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attack [47], and AIDA [98]), the values of all the public variables that are not summed over
are fixed to a constant (usually zero), and thus they are called static variables. However, in
dynamic cube attacks the values of some of the public variables that are not part of the cube
are not fixed. Instead, each one of these variables (called dynamic variables) is assigned a
function that depends on some of the cube public variables and on some private variables.
Each such function is carefully chosen in order to simplify the resultant superpoly and thus
to amplify the expected bias (or the non-randomness in general) of the cube tester.

The basic steps of the attack are summarized in [48], where the notion of dynamic cube
attacks was introduced).

Implementating an Attack on Grain-128

Grain-128 [63] is a 128-bit variant of the Grain scheme which was selected by the eSTREAM
project in 2008 as one of the three recommended hardware-efficient stream ciphers. The
only single-key attacks published so far on this scheme which were substantially faster than
exhaustive search were either on a reduced number of rounds or on a specific class of weak
keys which contains about one in a thousand keys.

We implemented the attack which can be applied to the full scheme of Grain-128 with
arbitrary keys. It uses an improved cube distinguisher with new dynamic variables, which
makes it possible to attack Grain-128 with no restriction on the key. Its main components
were experimentally verified by running a 50-dimensional cube tester for 107 random keys
and discovering a very strong bias (of 50 zeroes out of 51 bits) in about 7.5% of these keys.
For these keys, we expect the running time of our new attack to be about 238 times faster
than exhaustive search, using 263 bits of memory. Our attack is thus both faster and more
general than the best previous attack on Grain-128 [48], which was a weak-key attack on one
in a thousand keys which was only 215 times faster than exhaustive search. However, our
attack does not seem to threaten the security of the original 80-bit Grain scheme. The theory
behind the attack is described in greater detail in [46].

In order to develop and experimentally verify the main components of the attack, we had
to run thousands of summations over cubes of dimension 49 and 50 for dozens of randomly
chosen keys, where each summation required the evaluation of 249 or 250 output bits of Grain-
128 (running the time-consuming initialization phase of Grain-128 for about 256 different key
and IV values). This process is hardware-oriented, highly parallelizable, and well beyond the
capabilities of a standard cluster of PC’s. We thus decided to implement the attack on a
special-purpose hardware cluster for which we present the results in the next section.

Results

The hardware design was used to test different parameter sets and chose the most promising
parameters. The resulting attack system for the online phase — consisting of the software
and the RIVYERA cluster — uses 16 workers per FPGA and 128 FPGAs on the cluster
in parallel. This means that the number of Grain computations per worker is reduced to
2d−11, i. e., 239 with the current cube dimension. The design ensures that each key can be
attacked at the highest possible clock frequency, while it tries to keep the building time per
configuration moderate.

Table 4.2 reflects the results of the generation process and the distribution of the con-
figurations with respect to the different clock frequencies. It shows that the impact of the
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unknown parameters is not predictable and that fallback strategies are necessary. Please note
that the new attack tries to generate configurations for multiple keys in parallel. This process
— if several strategies are tried — may require more than 6 hours before the first configuration
becomes available. Smaller cube dimensions, i. e., all cube dimensions lower than 48, result
in very fast attacks and should be neglected, as the building time will exceed the duration of
the attack in hardware. Further note that the duration of the attack increases exponentially
in d, e. g., assuming 100 MHz as achievable for larger cube dimensions, d = 53 needs 1.5 days
and d = 54 needs 3 days.

Table 4.2: Results of the generation process for cubes of dimension 46, 47 and 50. The
duration is the time required for the RIVYERA cluster to complete the online phase. The
Percentage row gives the percentage of configurations built with the given clock frequency
out of the total number of configurations built with cubes of the same dimension.

Cube Dimension d 46 47 50

Clock Frequency (MHz) 100 110 120 120 110 120
Configurations Built 1 7 8 6 60 93
Percentage 6.25 43.75 50 100 39.2 60.8

Online Phase Duration 17.2 min 15.6 min 14.3 min 28.6 min 4h 10 min 3h 49 min

4.2 Cryptanalytic Applications on Graphics Cards

Another computation platform that gained interest in recent years are Graphics Processing
Units (GPUs). High-end GPUs are frequently found in computers specialized for gaming,
where they do computationally intensive tasks of rendering images using their huge number
of floating point units. GPUs also have received considerable attention in supercomputing
and many computers in the high TOP-500 base their computer power on GPUs.

While GPUs score well on the test batteries to determine their number of Petaflops, they
are unsuitable for computations requiring large memory or that have high communication
requirements. It is also important to note that the instructions operate in a SIMD fashion
and that several such instructions need to be interleaved to use the full computation power.

VAM1 explored these components for cryptanalytic computations which can be efficiently
parallelized and spent additional effort on achieving higher level parallelism in the instructions.

4.2.1 ECM on Graphics Cards

At Eurocrypt 2009 [22] reported record-setting performance for the elliptic-curve method of
integer factorization: for example, 926.11 curves/second for ECM stage 1 with B1 = 8192
for 280-bit integers on a single PC. The state-of-the-art GMP-ECM software handled 124.71
curves/second for ECM stage 1 with B1 = 8192 for 280-bit integers using all four cores of a
2.4 GHz Core 2 Quad Q6600. The extra speed takes advantage of two NVIDIA GTX 295
graphics cards, using a new ECM implementation on Edwards curves. The software, GMP-
ECM, using all four cores of a Q6600, performed 13.03 million modular multiplications per
second.
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A follow-up work presented at SHARCS 2009 [19] used a different strategy for parallelizing
the group arithmetic and memory access and explained how to carry out more than one billion
192-bit modular multiplications per second on a $2000 personal computer equipped with two
NVIDIA GTX cards.

4.2.2 Certicom’s Challenge ECC2K-130

When VAM1 decided to break the next Certicom challenge ECC2K-130 groups of researchers
targeted different platforms. An overview of all platforms considered and the respective speeds
can be found in [13]. The target curve is defined over a binary field and the only way to make
efficient use of SIMD architectures is to use a bitsliced implementation. This implied that
many instances had to be processed concurrently and the pressure on memory is pushed even
higher by the requirement to batch inversions in Pollard’s rho method. Unfortunately, the
compilers delivered by NVIDIA in their CUDA framework were not able to deal with this
volume of data and produced very slow code. It soon became clear that it was necessary to
manually allocate memory and work on an assembly level for the implementations, but no
support for this was provided in CUDA. To work around this the researchers first developed
an assembly language and compiler for NVIDIA GPUs (as described in [21] and then went
on to write highly efficient software to break ECC2K-130 on GPUs [20]. Results are given in
Table 4.3 obtained on the machines listed in Table A.2 in the appendix. This software has been
run on several supercomputers worldwide to generate distinguished points in a contributed
effort to solve the challenge.
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Table 4.3: Cycle counts and bit-operations for the building blocks used by the
Cell and the GPU implementations of the ECC2K-130 iteration function

operation bit operations G200b core CBE-SPU

normal-basis multiplication 14249 — 129.96

opt.-poly.-basis multiplications —
ppn multiplication 13498 159.54± 1.64 —
ppp multiplication 13506 158.08± 0.23 —

conversion to poly. basis 325 12.63± 0.05 —

squaring / m-squaring 0 9.60± 0.12 2.56

compute φj(x) 1179 44.99± 0.83 10.78

Hamming-weight computation 625 41.60± 0.11 6.60

test HW(x) < 34 29 11.26± 0.16 6.59

addition 131 4.01± 0.06 3.84

conditional addition 262 6.81± 0.77 —

inversion
normal basis 113992 — 1058.28
opt. poly. basis 112867 1758.72± 20.48 —

Full iteration
B = 128, opt. poly. basis 73825 1164.43± 12.05 —
B = 14, normal basis 80264 — 781.20a

B = 512, normal basis 75315 — 741.79b
a Compiled with spu-gcc -O3 -march=cell -mtune=cell -Wall -fschedule-insns -mstdmain

-fomit-frame-pointer
b Compiled with spu-gcc -O3 -march=cell -mtune=cell -Wall -fschedule-insns -mstdmain
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Appendix A

Listings of Computing Platforms

Table A.1: Machines used for benchmarking the implemen-
tations of AES and AES-GCM

gggg

Affiliation University of Illinois at Chicago

CPU PowerPC G4 7410, 533.33 MHz

Compilers gcc gcc (Debian 4.4.4-17) 4.4.5
gcc-4.3 gcc-4.3 (Debian 4.3.5-3) 4.3.5

fireball

Affiliation University of Illinois at Chicago

CPU Intel Pentium 4 f12, 1894.135 MHz

Compilers gcc gcc (Ubuntu 4.4.1-4ubuntu9) 4.4.1
gcc-4.1 gcc-4.1 (GCC) 4.1.3 20080704 (prerelease)

(Ubuntu 4.1.2-27ubuntu1)
gcc-4.2 gcc-4.2 (GCC) 4.2.4 (Ubuntu 4.2.4-5ubuntu1)
gcc-4.3 gcc-4.3 (Ubuntu 4.3.4-5ubuntu1) 4.3.4
g++ g++ (Ubuntu 4.4.1-4ubuntu9) 4.4.1

nmi-0039

Affiliation NMI Build and Test Lab at the University of
Wisconsin at Madison

CPU Sun UltraSparc IIIi, 1062 MHz

Compilers gcc-3.4 sparc-sun-solaris2.10-gcc-3.4.3 (GCC) 3.4.3
gcc-4.0 sparc-sun-solaris2.10-gcc-4.0.4 (GCC) 4.0.4
gcc-4.1 sparc-sun-solaris2.10-gcc-4.1.2 (GCC) 4.1.2
gcc-4.2 sparc-sun-solaris2.10-gcc-4.2.4 (GCC) 4.2.4
gcc-4.3 sparc-sun-solaris2.10-gcc-4.3.2 (GCC) 4.3.2
cc Forte Developer 7 C 5.4 2002/03/09

smirk

Affiliation Peter Schwabe

CPU Sun UltraSparc IIi (Sabre), 333 MHz

43
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Compilers gcc gcc (Debian 4.3.2-1.1) 4.3.2
gcc-4.1 gcc-4.1 (GCC) 4.1.3 20080420 (prerelease) (De-

bian 4.1.2-22)
gcc-4.2 (GCC) 4.2.4 (Debian 4.2.4-2+b1)

latour

Affiliation Eindhoven University of Technology

CPU Intel Core 2 Quad Q6600, 2394 MHz

Compilers gcc gcc (Ubuntu 4.3.3-5ubuntu4) 4.3.3
gcc-4.1 gcc-4.1 (GCC) 4.1.3 20080623 (prerelease)

(Ubuntu 4.1.2-24ubuntu1)
gcc-4.2 gcc-4.2 (GCC) 4.2.4 (Ubuntu 4.2.4-5ubuntu1)
g++ g++ (Ubuntu 4.3.3-5ubuntu4) 4.3.3

berlekamp

Affiliation National Taiwan University

CPU Intel Core 2 Quad Q9550, 2833 MHz

Compilers gcc gcc (GCC) 4.4.1 20090725 (Red Hat 4.4.1-2)
gcc34 gcc34 (GCC) 3.4.6 20060404 (Red Hat 3.4.6-13)
g++ g++ (GCC) 4.4.1 20090725 (Red Hat 4.4.1-2)

dragon3

Affiliation Academia Sinica

CPU Intel Xeon X5650, 2668 MHz

Compilers gcc gcc (GCC) 4.4.4 20100630 (Red Hat 4.4.4-10)
g++ g++ (GCC) 4.4.4 20100630 (Red Hat 4.4.4-10)

mace

Affiliation University of Illinois at Chicago

CPU AMD Athlon 64 X2 3800+, 2008.818 MHz

Compilers gcc gcc (Ubuntu 4.4.3-4ubuntu5) 4.4.3
gcc-4.0 gcc-4.0 (GCC) 4.0.4 20060630 (prerelease)

(Ubuntu 4.0.3-4)
gcc-4.1 gcc-4.1 (GCC) 4.1.3 20080704 (prerelease)

(Ubuntu 4.1.2-27ubuntu1)
gcc-4.3 gcc-4.3 (Ubuntu 4.3.4-10ubuntu1) 4.3.4
g++ g++ (Ubuntu 4.4.3-4ubuntu5) 4.4.3
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Table A.2: Machines used for benchmarking the Curve25519 implementation for Cell proces-
sors

hex01

Affiliation RWTH Aachen University

CPU Cell Broadband Engine rev 5.1, 3200 MHz

Compilers gcc gcc (GCC) 4.1.2 20070925 (Red Hat 4.1.2-27)
spu-
gcc

spu-gcc (GCC) 4.1.1

s1c1b2

Affiliation Barcelona Supercomputing Center

CPU PowerXCell 8i (Cell Broadband Engine rev. 48),
3200 MHz

Compilers gcc gcc (GCC) 4.1.2 20080704 (Red Hat 4.1.2-44)
gcc34 gcc34 (GCC) 3.4.6 20060404 (Red Hat 3.4.6-4)
gcc43 gcc43 (GCC) 4.3.2 20081007 (Red Hat 4.3.2-7)
spu-
gcc

spu-gcc (GCC) 4.1.1

stan

Affiliation Peter Schwabe

CPU Cell Broadband Engine (rev 5.1), 3192 MHz

Compilers gcc gcc (GCC) 4.4.4 20100630 (Red Hat 4.4.4-10)
spu-
gcc

spu-gcc (GCC) 4.1.1
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