
ECRYPT II
 
ECRYPT II
 

ICT-2007-216676

ECRYPT II

European Network of Excellence in Cryptology II

Network of Excellence

Information and Communication Technologies

D.VAM.4

Report on Side-channel Aware Design Methods for
Cryptographic Devices

Due date of deliverable: 18. January 2013
Actual submission date: 17. January 2013

Start date of project: 1 August 2008 Duration: 4 years

Lead contractor: Katholieke Universiteit Leuven (KUL)

Revision 1.3



2

Project co-funded by the European Commission within the 7th Framework Programme

Dissemination Level

PU Public X

PP Restricted to other programme participants (including the Commission services)

RE Restricted to a group speci�ed by the consortium (including the Commission services)

CO Con�dential, only for members of the consortium (including the Commission services)



Report on Side-channel Aware Design Methods for

Cryptographic Devices

Editors

Elisabeth Oswald (BRIS) and Stefan Tillich (BRIS)

Contributors

A. Moss, D. Page, M.Tunstall (BRIS),
F. Regazzoni, and F.-X. Standaert (UCL)

17. January 2013
Revision 1.3

The work described in this report has in part been supported by the Commission of the European
Communities through the ICT program under contract ICT-2007-216676. The information in this doc-
ument is provided as is, and no warranty is given or implied that the information is �t for any particular
purpose. The user thereof uses the information at its sole risk and liability.





i

Contents

1 Introduction 1

2 Background and Overview 2

3 A Design Flow and Evaluation Framework for DPA-resistant Instruc-

tion Set Extensions 3

3.1 Background and Related Work . . . . . . . . . . . . . . . . . . . . . . . . 4

3.2 Security Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

3.3 The Proposed Hybrid Design Flow . . . . . . . . . . . . . . . . . . . . . . 6

3.4 Case Study and Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

3.4.1 PRESENT Algorithm and Overview of the Considered Versions . . 8

3.4.2 Experimental setup . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

3.4.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

3.5 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

4 A First Step Towards Automatic Application of Power Analysis Coun-

termeasures 14

4.1 Information Leakage Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 16

4.1.1 Metric for Sensitivity Evaluation . . . . . . . . . . . . . . . . . . . 17

4.2 Transformation Target
Identi�cation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

4.3 Code Protection . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

4.4 Experimental Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.4.1 Measurement Setup . . . . . . . . . . . . . . . . . . . . . . . . . . 20

4.4.2 Identi�cation of Sensitive Instructions . . . . . . . . . . . . . . . . 21

4.4.3 Protecting the Sensitive Instructions . . . . . . . . . . . . . . . . . 22

4.4.4 Security Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

4.4.5 Performance Analysis . . . . . . . . . . . . . . . . . . . . . . . . . 24

4.5 Related Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

5 Compiler Assisted Masking 26

5.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 27

5.2 DPA attacks and mask-based countermeasures . . . . . . . . . . . . . . . 28

5.3 Masking to prevent DPA . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28

5.3.1 Masked variables as type annotations . . . . . . . . . . . . . . . . . 29

5.3.2 Assumptions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

5.4 Algorithm . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30

5.4.1 Type inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

5.4.2 Repair heuristics . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

5.4.3 Combined process . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

5.5 Worked example . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 35



ii

5.5.1 Map Violation detected in Sbox . . . . . . . . . . . . . . . . . . . . 36
5.5.2 Store Violation detected in temp . . . . . . . . . . . . . . . . . . . 36
5.5.3 Revelation detected in second loop . . . . . . . . . . . . . . . . . . 37
5.5.4 Mask collisions detected . . . . . . . . . . . . . . . . . . . . . . . . 37

5.6 Application to practice . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
5.6.1 Prototype implementation . . . . . . . . . . . . . . . . . . . . . . . 38
5.6.2 Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

5.7 Discussion and Outlook . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40



D.VAM.4 � Report on Side-channel Aware Design Methods for Cryptographic Devices1

1 Introduction

Cryptographic devices, such as smart cards or RFID devices, are at the core of many real-
world applications. Prominent examples thereof include bank cards, RFID-enabled keys
(e.g. car keys, garage-door openers, door openers), e-passports (based on contact-less
smart cards), or cards for public transport (e.g. the London Oyster card).

Side-channel attacks are one �avour of physical or implementation attacks, and are
typically regarded as passive in the sense that the adversary only monitors the crypto-
graphic devices. The most successful attacks in this area so far have been conducted using
power consumption information (acquired contact-based or contact-less). In contrast, a
di�erent �avour of implementation attacks called fault attacks are typically classi�ed as
active attacks in the sense that the adversary actively interferes with the computations
taking place inside the device by causing faults during the computations. Unfortunately
counteracting, e.g. power analysis attacks, can increase the susceptibility of a device
with regards to fault attacks and vice versa. Trade-o�s in terms of security with regards
to di�erent types of attacks and cost of countermeasures are hence of great interest. In
particular the cheap and if possible semi-automated application of some basic counter-
measure techniques is an interesting research challenge: tools that properly apply some
base line countermeasures will free up designers' time to concentrate on the more in-
tricate challenges during the design process, which will hopefully lead to more secure
implementations.

In this deliverable we succinctly review some of the e�orts made in creating side
channel aware, semi-automated design methods. The structure of this deliverable is as
follows. In the second section, we review some basic ideas and principles with regards
to the design of cryptographic devices and the implementation of countermeasures. In
the sections thereafter we focus on three speci�c contributions made by members of
the Vampire WG-2 members. The �rst of these three contributions appeared in 2009
and focused on a design �ow and evaluation framework with regards to DPA resistant
instruction set extensions. This distinguished it from the previous work in that it moved
away from the focus on pure hardware implementations of cryptographic algorithms,
and towards a more modern and modular view of cryptographic devices. The second
of the three contributions then turns its attention towards software implementations on
small processors. The focus of interest here is the identi�cation of leaky instructions
and the mitigation of the implied security risks. The third contribution then focuses on
arbitrary software and aims to automatically apply masking to an arbitrary cryptographic
algorithm.

As can be observed by the discussed research, the overall trend in research has been
to move away from concentrating on low level hardware-only considerations that were
predominant in past research. Instead the focus goes towards writing software providing
certain guarantees w.r.t. to security/resilience with regards to side channel attacks. This
research however is in its early stages and opens up new avenues with regards to language
and compiler design.
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2 Background and Overview

Security against side channel attacks can be improved by implementing countermeasures
on principally three distinct levels: directly in hardware, in software, or on the protocol
level. In practice often a combination of a subset of the three possibilities is used. This is
typically because of various practical constraints: e.g. not always is it possible to design
hardware from scratch hence one must make due with writing software in such a way that
information leakage from the insecure hardware is mitigated. Often this will not allow to
achieve perfect security, but merely make attacks more time consuming. Consequently,
in addition modi�cations on the protocol level might be necessary (to frequently change
keys).

A special focus has been nevertheless on the design �ow with regards to hardware
implementations over the last years. This has come because of the interest in leakage
resilient logic styles. Sense Ampli�ed Base Logic (SABL) [27], for example, combines
dual-rail and pre-charged logic [17]. SABL cells consume constant power, provided that
they are designed and implemented in a carefully balanced way. Other proposed DPA-
resistant logic styles include: Wave Dynamic Di�erential Logic (WDDL) [28], which
balances circuit activity with complementary logic gates; Dynamic Current Mode Logic

(DyCML) [2, 15], a dual-rail pre-charge logic, similar to SABL, but with a reduced power-
delay product; Low-swing current mode logic (LSCML) [9], which is similar to DyCML,
but is independent of transistor sizes and load capacitances; Masked Dual-Rail Pre-charge

Logic (MDPL) [21], which attempts to eliminate routing constraints that plague other
dual-rail style gates; Gammel-Fischer Logic (GF) [8], a form of masked logic that protects
against information leakage in the presence of glitches; �nally, MCML that will be our
running example [22], a MOS transistor-based current mode logic.

As we will argue in Section 3 there is a considerable interest, because of the cost of
these logic styles, to use them sparingly. This is then the motivation to look at instruction
set extensions for traditional processors: rather than implementing the entire processor
in a special logic style, only those parts realising the special instructions need to be
implemented in a secure logic style. This appears to be an attractive cost saving option
and we explore the potential of this in Section 3. What is described in section Section 3
was accepted at CHES 2009.

In many real life applications though any modi�cation to the underlying hardware is
too expensive to be an attractive option. For this reason there is a considerable interest in
trying to write software to overcome the limitations of otherwise unprotected processors.
The current approach in writing such software is to employ an expert programmer who
is well versed not only in e�cient programming but also side channel attacks, who then
hand crafts code for a speci�c processor. The code is written and then side channel
attacks are used to check the security of the implementation. If problems are found the
code needs to be rewritten and the testing repeated.

In Section 4 we report on an attempt to automate the protection of an otherwise un-
protected software implementation by automatically inserting so-called random precharg-
ing. The idea is, in simple terms, to take an insecure program and to �rst determine
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the insecure instructions by some power attacks. Then, one modi�es the code such that
before each of those insecure instructions a random value is processed. Because of the
particular structure of the type of processor assumed in this work, this random value will
e�ectively disguise the sensitive value that follows. Consequently the leakage is mitigated
and the implementation is secure. The approach described in Section 4 was published at
DAC 2011.

Finally in Section 5 we report on another related technique. Like before we start
from an insecure implementation and transform it. Di�erently to the previous approach
however, we start from a high level description, which is then transformed into a low level
assembly description that employs a technique called �rst order masking. The resulting
code is then shown to satisfy the necessary conditions for �rst order masking. This
approach was published at CHES 2012 and received the best paper award.

3 A Design Flow and Evaluation Framework for DPA-resistant

Instruction Set Extensions

Security is a fundamental requirement for modern embedded systems. Mathematically
strong cryptographic algorithms are insu�cient due to the advent of side channel attacks,
which exploit weaknesses in the underlying hardware platform rather than directly at-
tacking the algorithm itself. At present, there is no perfect protection against side channel
attacks. Hence, combining countermeasures implemented at di�erent abstraction levels
is necessary to reach a su�cient security level. In this context, solutions exploiting a
dedicated technology such as protected logic styles are interesting because they directly
tackle the problem of information leakage at their source. These logic styles can also
be combined with software countermeasures to increase the di�culty of performing an
attack. Their main drawback is that their area and power consumption are signi�cantly
greater than that of traditional CMOS. They can also signi�cantly increase the design
time compared to circuits built from standard cells. Hence, complete processors and
ASICs implemented in protected logic styles are generally too costly for practical appli-
cations, and would likely have low production volumes.

To overcome this issue without compromising security, protected logic styles must
be used sparingly. With this respect, an interesting alternative is to build processors
and ASICs that are realized primarily in CMOS logic, with a small and security-critical
portion of the design realized in a protected logic. This creates a new and challenging
partitioning problem that designers must be able to solve. But doing so will be quite
di�cult unless there is a suitable metric to evaluate and compare the security of a com-
putation performed in either CMOS or a protected logic. Additionally, CAD tools must
be able to support complex design �ows that mix di�erent logic styles. Finally, there
is a distinct need for a comprehensive evaluation framework that combines a simulation
environment with suitable metrics and provides a fair and accurate comparison of designs
in respect to di�erent criteria (e.g., power consumption, area, throughput, security).

To this end, this section discusses a complete design �ow for implementing and ver-
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ifying circuits realized combining protected and non protected logic styles. Our design
�ow is built from standard CAD tools and is integrated with a methodology to evaluate
the security of the implementations that have been partitioned, following a theoreti-
cal framework for analyzing the information leakage provided by side-channel attacks.
Focusing on a processors augmented with custom Instruction Set Extensions (ISEs) re-
alized in protected logic styles, we explore the tradeo�s between the type and amount
of application-level functionality implemented in protected logic and the level of secu-
rity that can be achieved. In other words, our experiments vary the portions of the
cryptographic algorithm that are realized in protected logic and CMOS.

Starting from an RTL description of the target processor and a software implementa-
tion of a cryptographic algorithm, our tool allows the user to manually select the sensitive
parts of the algorithm to be protected. Our design �ow then automatically generates the
new software, the ISEs and their interface to the processor, synthesizing a complete sys-
tem as described above. The power consumption of the full system is simulated at the
SPICE level while running the application. These power traces are then used to compute
an information theoretic metric in order to evaluate the information leakage of the pro-
tected core. We have selected MOS Current Mode Logic (MCML) as the protected logic
for use in this study. However, the ideas presented in this paper are generally amenable
to any type of protected logic that is compatible with a CMOS process.

The remainder of this section is organized as follows. Section 3.1 summarizes previous
works in the area of side channel attacks. Section 3.2 recalls the metric used to evaluate
the side-channel leakage and presents several extensions that were necessary to make
it usable in the context of our design �ow. Section 3.3 describes our hybrid design
and evaluation methodology. Section 3.4 presents the results we obtained applying our
methodology to the PRESENT block cipher and discusses the security vs. cost tradeo�s.
Section 3.5 concludes this part of the deliverable.

3.1 Background and Related Work

Side channel attacks are a powerful and easy to perform class of physical attacks. Con-
sequently they have received much attention from the scienti�c community. The most
frequently considered sources of side-channel information are power consumption and
timing characteristics [12, 13]. To perform Di�erential Power Analysis (DPA), the at-
tacker executes the cryptographic algorithm on a target device multiple times, and then
uses statistical methods to exploit the information observed from the executions. Coun-
termeasures, such as algorithmic techniques [7, 23], architectural approaches [11, 18, 19],
and hardware-related methods [20, 27] can help to protect against DPA. Even if none of
them are perfect, these countermeasures increase the e�orts required to mount a success-
ful attack. In this paper, we are mainly concerned with technological solutions, usually
denoted as DPA-resistant logic styles in the literature.

Many DPA-resistant logic styles have been proposed in the past.
One of the key challenges when implementing protected logic styles is to analyze

the DPA-resistance of the di�erent operators in an application. This task is even more
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critical when partitioning a design between CMOS and a protected logic. To address
possible shortcomings, Standaert et al. [24] introduced a combination of metrics that
can be used to describe the amount of information leaked by a cryptographic device and
the e�ectiveness of a side-channel adversary to exploit this information. When analyzing
new countermeasures, it is primarily the information theoretic metric that is most useful,
since it quanti�es the reduction in information leakage resulting from the countermeasure
using a sound criteria. In theory, this metric yields an adversary-independent image of
the asymptotic security of the device. This metric was �rst applied to DPA-resistant
logic styles by Mace et al. [16], who describe in detail how to compute the entropy of
a secret key conditionally with respect to the physical leakage in di�erent scenarios. In
this paper, we follow and extend this application of the metric.

Various studies on partitioning designs between CMOS and protected logic have been
published in the literature. The most relevant work related to our concerns is probably
the one of Tillich and Groÿschädl [26]. These authors analyze the resistance against side
channel attacks of a processor extended with custom ISE for AES. They consider the
possibility of implementing the most security-critical portions of the processor datapath
in a DPA-resistant logic style. Our paper extends these initial ideas, providing di�erent
novel contributions. We present a fully automated design �ow that allows realizing and
simulating a complete environment (core + protected ISE). This proves the feasibility of
combining CMOS and protected logic styles on the same chip and provides realistic mea-
surements for area and power consumption. We also provide a more precise evaluation of
the resistance against power analysis attacks for each design, due to the integration of an
objective metric that quanti�es the information leaked by di�erent protected implemen-
tation. Lastly, our quantitative analysis applies jointly to security and performance issues
and drives the process of ISE identi�cation and synthesis; to the best of our knowledge,
prior ISE identi�cation methods have been driven primarily by performance [4, 10, 25].

3.2 Security Evaluation

The evaluation of the power consumption leakage provided by our simulation environment
follows the principles of [24]. The goal of this methodology (that we don't detail here) is to
provide fair evaluation metrics for side-channel leakage and attacks. In particular and as
far as evaluating countermeasures or protected logic styles is concerned, the information
theoretic metric that we now summarize allows being independent of a particular DPA
attack scenario. It intuitively measures the resistance against the strongest possible type
of side-channel attacks. In summary, let K be a random variable representing the key
that is to be recovered in the side-channel attack; letX be a random variable representing
the known plaintexts entering the target (leaking) operations; and let L be a random
variable representing the power consumption traces generated by a computation with
input x and key k. In our design environment, L is the output of a SPICE simulation
trace T to which we add a certain amount of normally distributed random noise R, i.e.
L = T + R. We compute the conditional entropy (or mutual information) between the
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key K and its corresponding leakage L:

H[K|L] = −
∑
k

Pr[k] ·
∑
x

Pr[x]

∫
Pr[l|k, x] · log2 Pr[k|l, x] dl.

There are di�erent factors that in�uence this conditional entropy. The �rst is the shape
of the simulated traces T . The second is the standard deviation of the noise in the leakage
L. The number of dimensions in the traces is also important. Simulated traces contain
several thousands of samples. Hence, directly applying multivariate statistics on these
large dimensionality variables is hardly tractable. Mace et al. [16] reduce the dimen-
sionality using Principal Component Analysis (PCA), and then evaluate the conditional
entropy. Thus, the number of dimensions remaining after PCA is a third parameter that
we consider. Our usage of the metric builds on Mace et al.'s in two respects. First,
we move from a 1-dimensional analysis to a multi-dimensional analysis, and we discuss
the extent to which more samples increase the estimated value of H[K|L]. Additionally,
we analyze complete designs, rather than 2-input logic gates, thereby establishing the
scalability of the aforementioned metric and evaluation tools.

3.3 The Proposed Hybrid Design Flow

This section describes the entire design �ow, from RTL to the integration with the
information theoretic metric discussed in the preceding section. For any application,
there exists a range of possible architectural and electrical implementations, such as
ASIC vs. processor, or standard cell vs. full custom design. The choice of the platform
has historically been dictated by performance, area, and/or power consumption, each
of which can be measured accurately. Once the initial design point is �xed, designers
consider a �ne-grained space of possible solutions, and only at this point is security
typically considered, often based mainly on empirical evaluation. The aim of this work is
to bring security to the forefront of design variables for embedded systems by associating
it with a clear quantitative metric. To achieve our goal, we propose a �exible and fully
automated design �ow based on standard CAD tools. The �ow supports the partitioning
of a design between CMOS and protected logic, and includes a sound metric to measure
resistance against side-channel attacks.

Figure 1 depicts the design �ow, which is an extension of prior simulation-based
methodologies to evaluate resistance to power analysis attacks [6, 22]. The key idea is to
use commodity from EDA tools and to leverage on transistor level simulation to provide
a high degree of accuracy. The design �ow that is used in this study targets an embedded
processor that is augmented with instruction set extensions. The ISE are designed using
information leakage as part of the objectives to optimize, and are implemented in a
protected logic style. This point represents a major innovation, since in recent years,
ISEs have been used primarily to improve performance, rather than to enhance security.

The �ow has two inputs: the RTL description of an embedded processor that supports
ISEs, and a software implementation of a cryptographic algorithm. The software code
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is passed to a tool that automatically extracts its data �ow graph. The user manually
select from the aforementioned graph the portion of the algorithm to be implemented in
protected ISEs. Once this selection is done, the remainder of the �ow is fully automated:
the rewritten software, including an explicit call to the ISE is generated, along with an
RTL description of the ISE and its interface to the processor. The output of the �ow is a
place-and-routed hardware design that is evaluated using a sound metric that measures
information leakage. By iterating through di�erent ISE implementations, an architect
could generate a set of a design among which select the most suitable one.
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Figure 1: Full view of the design �ow.

In the newly generated software, calls to the ISE are automatically generated using
the correct syntax, consistent with the RTL code, and thus supported by the compiler.
The corresponding binary �le is generated and simulated using an interpreter that mimics
full system behavior, including the boot loader, and generates the corresponding values
of the processor pins for each cycle of software execution. The pin values are then used
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in every validation step, including the generation of test vectors for use in SPICE level
simulation. The SPICE level simulation of the full core (core + protected ISE) generates
power traces which are used to measure the leakage of the processor.

To generate the customized processor, we begin with an HDL description of the
processor core and a software implementation of a cryptographic algorithm. The �rst step
is to select from an automatically generated data �ow graph one or more ISEs to realize
in protected logic; at present, this selection is the only step still performed manually,
although we intend to automate it in the future. Once the HDL description of the ISE(s)
has been generated, the circuit is synthesized using protected logic based on a standard
cell library using Synopsys Design Compiler. The circuit is then placed and routed with
Cadence Design Systems SoC Encounter. A parasitics �le (in spef format) is produced,
along with the Verilog netlist of the circuit and an sdf �le for back annotation of the
delays. The library �le describing the ISE (i.e., timing information, power and dimension)
and the layout exchange format �le (the abstract view for placement and routing) are
generated to integrate the ISE as a black box during synthesis and placement and routing
of the complete design. Next, the complete design (i.e., the processor augmented with
ISEs as a black-box) is synthesized and placed and routed using a standard CMOS �ow.
For the front end, the ISE library �le is loaded by Design Compiler; the unit is recognized
by the synthesis engine and the ISE's timing information is used during the synthesis
process. During the physical design, the ISE is treated as a macro just like IP blocks
and pre-placed into the core. The �ow produces the spef and sdf �les and the Verilog
netlists of the whole design.

Post-place-and-route simulation is now performed using ModelSim, with the previ-
ously generated sdf �les (CMOS and protected logic) under the considered cryptographic
benchmark. This simulation veri�es the functionality of the processor and generates the
test vectors for transistor-level simulation that will be used to generate power traces that
will be input to the security evaluation. Synposys Nanosim performs transistor-level
simulation, using the spef �les for the protected ISE and CMOS core, with the relative
Verilog netlists, SPICE models of the technology cells and the transistor models. This
simulation generates vector-based time-varying power pro�les which are stored in a sim-
ple text format. This data typically corresponds to the simulated traces represented by
the variable T in Section 3.2 which concludes the treatment of the �ow.

3.4 Case Study and Results

In this section we present the results of the evaluation of our design �ow evaluated with
di�erent metrics of performances and security.

3.4.1 PRESENT Algorithm and Overview of the Considered Versions

PRESENT [5] is a block cipher based on an SP-network that consists of 31 rounds. The
block length is 64 bits and two key lengths of 80 and 128 bits are supported. During
the encryption process, three di�erent transformations are iterated 31 times. The three
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basic transformations are: addRoundKey, sBoxLayer, and pLayer : the �rst is function
of the state and the secret key, while the �nal two are only functions of the state. At
the completion of the last round an extra addRoundKey transformation is performed.
The added key is di�erent in each round and these round keys are generated by a key
schedule routine that takes the secret key and executes an expansion as speci�ed in
algorithm description. The evaluation performed in this work, is done on a reduced
version of the PRESENT algorithm, composed of just addRoundKey and sBoxLayer of
4 by 4 bit. We selected PRESENT as case of study for this work because the size of
its S-box permits an exhaustive search of the design space without compromising the
generality of the proposed methodology and results. Extensions towards more complex
algorithms such as the AES Rijndael are a scope for further work.
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Figure 2: Considered implementations for the algorithm.

For our experiments, we considered the �ve possible implementations of the algorithm,
that are depicted in Figure 2. Each implementation has a di�erent section realized in
protected logic. The �rst version, Full CMOS, is the reference version, in which the core
is completely implemented in CMOS and the software does not leverage on any kind of
ISE. In the second, XOR ISE, the full program is executed on the CMOS core, except
for the secret key, that is stored into a protected register and the keyAddition, that is
implemented using protected ISE. The third version, S-box ISE, implements only the
sBoxLayer in a protected ISE, while the rest of the algorithm executes on the CMOS
core. The fourth, XOR + S-box ISE, stores the secret key in a protected register and
executes both addRoundKey and sBoxLayer using a protected ISE, but writes the result
back to the processor register �le, which is unprotected. Lastly, full ISE implements
addRoundKey and sBoxLayer in protected logic, and stores the secret key and the result
in a protected register that is part of the ISE as well.
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3.4.2 Experimental setup

The processor used in this work is an OpenRISC 1000 [14], a �ve stage pipelined in-order
embedded processor. The processor provides a 32-bit datapath and a 32-entry single
write-port, dual read port register �le. The processor includes extra opcode space to
support ISEs and is provided with a gcc cross-compiler.

We have selected MOS Current-Mode Logic (MCML) as secure logic style to imple-
ment the protected ISEs. MCML cells are low-swing, fully-di�erential circuits built with
networks of di�erential pairs biased with a constant current source [1]. The constant DC
current and the di�erential nature of the cells provide an almost constant current con-
sumption pro�le, which is independent of the switching activity. In theory, this results
in a dramatic decrease of side-channel leakage and thus increased resistance against DPA
attacks [22, 29]. The increased DPA-resistance in di�erential logic circuits is obtained by
the simultaneous and opposite switching of di�erential signal pairs resulting in almost
perfect cancellation of current transients. In order to obtain consistently robust circuits,
it is therefore critical to match the time constants in the two wires of each pair. This
implies that each pair of wires must be physically routed along the exact same path,
in order to equalize the length and parasitics of individual routes. To achieve this, the
design �ow proposed in [3] is used in this work.

This entirely automated methodology enables the implementation of standard cell
based-di�erential circuits from RTL with true di�erential routing, using a classical timing-
driven design �ow without human intervention. With this approach, the sensitive parts
of the processor are implemented with secure logic and converter circuits are inserted
at the boundary to interface between the two di�erent logic styles. This increases the
security in a transparent way, without additional e�ort from the designers.

SBOX
(std-cell)

M
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M
L-C

M
O

S
 converter

key-reg

C
M

O
S

 -M
C

M
L converter

4

4 4 4

XOR+S-box ISE 

// Calculate S-box (plaintext XOR key)

int PRESENT_XOR+S-box-ISE(int plaintex) {

1 int result = 0; // initialize the result

// call the new instruction to calculate s-box(pt

^key)

2 Instr_1(plaintex, result);

3 return result; }; // return the result

Figure 3: Example of an ISE and its source in C: the XOR + S-box .

One example of an automatically generated ISE, reported in Figure 3, depicts the
hardware view corresponding to the XOR + S-box ISE. The �gure includes the converters
between CMOS and MCML, which are necessary to interface the protected logic with the
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Table 1: Area occupation and average power consumption of each implementation.
Power Full Die ISE Gate

Version Consumption Size Size Count

(mW) (mm2) (mm2) (GE)

full CMOS 87.77 1.8603 - 139071

XOR ISE 129.24 1.9810 0.1207 140787

S-box ISE 129.42 1.9838 0.1235 140843

XOR + S-box ISE 129.81 1.9844 0.1241 140853

full ISE 129.83 1.9849 0.1246 140865

processor. These conversion circuits are automatically added at the inputs and outputs
of the ISE.

Finally, we performed our experiments using the following versions of the design tools:
Mentor Graphics Modelsim 6.2d for logic simulation, Synopsys Design Compiler 2007.12
for synthesis, and Cadence Design System SoC Encounter 7.1, for placementing and
routing. Our CMOS target library was a 0.18µm commercial standard cell library. SPICE
level simulation was carried on using Synopsys Nanosim 2007.03, and the transistor model
is BSIM 3.3.

3.4.3 Results

Each of the �ve implementations presented in this paper has been synthesized to run
at a clock frequency of 100 MHz, under worst-case process conditions. The same clock
frequency is used for each of the ISEs. Table 1 reports the area and average power con-
sumption of the base OpenRISC1000 processor, as well as all the four versions augmented
with protected ISEs. The average power consumption is calculated for each core during
the execution of the PRESENT algorithm, including calls to the ISEs. We report the
silicon area occupation and the gate count. The absolute silicon area provides a clear
measure for the physical cost of each implementation, while the number of equivalent
gates highlights the complexity of the circuit. We calculated the number of equivalent
gates for each implementation, with appropriate weights to account for the disparity in
sizes between reference gates for CMOS and MCML. In our experiments, the di�erence
in area penalty between the largest and smallest ISE is 0.2%. This is primarily due to
the small size of the PRESENT algorithm, which tends to be overshadowed by the size
of the conversion circuitry at the CMOS-MCML boundary.

The full ISE implementation, which is the most resistant to DPA, increases the power
consumption by 47.9% with respect to the full CMOS design, while the area overhead is
to 6.7%. A similar level of leakage using the same protected logic would be possible by
implementing a full processor in MCML. Our results show that this would increase the
power consumption by a factor of approximately 40 time higher compared to a CMOS
implementation, while increasing the total area 2.65 times. The large power di�erence
is due to the static current consumption of MCML gates, whose power consumption



12 ECRYPT II � European NoE in Cryptology II

becomes close to CMOS gates for high switching activity and operating frequancy. The
MCML library, which has been developed internally, has not been tuned for battery
operated devices; an MCML library tagetting these devices would signi�cantly improve
the results.

Preliminary results of our security evaluations using the information theoretic metric
of Section 3.2 are plotted in Figure 4 for di�erent implementations. They show that in-
creasing the number of dimensions to evaluate the mutual information I(K,L) improves
the quality of the evaluations up to a certain extent, where the noise variance is insuf-
�ciently large for hiding the small information leakage in the higher dimensions of the
transformed traces.

Figures 5 and 6 compare the results for the �ve di�erent processor and ISE combi-
nations. Figure 5 plots the mutual information leaked by the di�erent implementations.
Figure 6 takes the opposite point of view, and illustrates the amount of noise that is
required to reduce the leakage up to a threshold. The goal of a robust countermeasure is
to reduce the information leakage. These two �gures concisely illustrate and con�rm our
intuition, namely, that protecting a part of the algorithm reduces the leakage; however,
the overall security of a system depends on its weakest point. Consequently, there is
a signi�cant improvement when considering a fully protected ISE. The analysis shows
that the fully protected ISE has no obvious logical weaknesses; however, it remains to
be determined the extent to which a fabricated piece of silicon can be built to con�rm
the results of the simulations. Anyway, these results con�rm the applicability of our
proposed design �ow up to the analysis of the side channel leakage. The computation
of the evaluation metrics, including the selection of the points of interest in the leakage
traces with a PCA, is fully automated.

3.5 Conclusions

With the increased use of embedded systems in security applications, protection against
side channel attacks has become increasingly important. This paper summarizes the �rst
attempt to integrate a meaningful information leakage metric into an industrial design
�ow for secure systems. Our results establish the feasibility of the proposed �ow, and
show that the use of ISEs in protected logic styles is a reasonable and low-cost method to
provide the desired security. Future work will focus on manufacturing the most promising
implementations. It is in fact well known that the decisive proof of robustness is obtained
only when the actual fabricated microchip is attacked using high frequency probes and an
oscilloscope. In other words, certain physical weaknesses may not appear at simulation
level. Yet, it remains that our design �ow is fundamental to perform a deeper design
space exploration before the fabrication and that the methodology that we introduce
could be used identically with real measurements.

Acknowledgments The work in this section was done in collaboration with Alessan-
dro. Cevrero, Stephane Badel, Theo Kluter, Philip Brisk, Yusuf Leblebici, and Paolo
Ienne, all from EPFL.
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Figure 4: Mutual information leaked by di�erent implementations in function of a noise
standard deviation, for di�erent dimensions kept after application of the PCA.



14 ECRYPT II � European NoE in Cryptology II

10
−6

10
−5

10
−4

10
−3

10
−2

10
−1

10
0

10
1

0

0.5

1

1.5

2

2.5

3

3.5

4

noise standard deviation

m
u
tu

a
l 
in

fo
rm

a
ti
o
n
 [
b
it
]

 

 

full CMOS

XOR ISE

S−box ISE

XOR + S−box ISE

full ISE

Figure 5: Mutual information leaked by di�erent implementations in function of a noise
standard deviation, with 5 dimensions kept after application of the PCA.

4 A First Step Towards Automatic Application of Power

Analysis Countermeasures

Historically, attacks on cryptosystems have focused on exploiting mathematical weak-
nesses in cryptographic algorithms; side channel attacks, in contrast, attack the physical
implementation of the system. Information such as power consumption [38], timing [37],
or electromagnetic radiation [34] can reveal information that is otherwise secret. Both
hardware and software countermeasures to these attacks have been introduced in prior
literature; however, these countermeasures are generally inserted manually by Ph.D.-level
experts who have a strong personal understanding of the cryptographic algorithm that
they are protecting, along with its implementation. Even so, it is di�cult to determine
precisely which operations within a cryptographic implementation will actually leak side
channel information.

This work makes a �rst attempt to automate the process of applying a given counter-
measure to some implementation of a cryptographic algorithm. It does so by a sequence
of steps indicated in Fig. 4: Firstly, our method takes the unprotected software imple-
mentation of a cryptographic algorithm and determines the instructions that leak the
most information through a speci�c side channel (e.g., power consumption), irrespective
of any speci�c attack which could be conceived (Information Leakage Analysis). Then, it
identi�es the exact targets of the code transformation which will make the code more ro-
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Figure 6: Noise standard deviation required to reach a certain level of information leak-
age, with 5 dimensions kept after application of the PCA.

bust to attacks (Transformation Target Identi�cation). Such analysis is somehow related
to the complexity of the countermeasures; in simple cases, as the one we have selected for
our �rst experiment in this direction, each sensitive instruction or cluster of instructions
is selected to apply code transformations to it; in more articulated case, a more rich data-
and control-�ow analysis may be necessary. Lastly, the code transformations implement-
ing the countermeasure are applied to the identi�ed targets (Code Transformation) and
the result is protected code. How these steps are performed is explained in detail in the
rest of the paper.

Our method successfully identi�es sensitive instructions in a software implementation
of AES running on an 8-bit AVR microcontroller. We automatically protect this soft-
ware implementation using an application of random precharging [48]. In order to verify
the e�ectiveness of this technique, we show its impact on information leakage analysis.
Additionally, we performed a preliminary security analysis using a correlation-based dif-

ferential power analysis (DPA). We collected 20,000 power traces from the unprotected
and from the automatically protected implementations of the AES software for this pur-
pose.
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Transformation 
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Code
Transformation

sbci r21,0xfd

ld r25,Y

movw r18,r26

subi r18,0x4f

Input Software

Implementation
Sensitive Parts

sbci r21,0xfd

lds r23,705

mov r25,r23

ld r25,Y

lds r23,705

mov r18,r23

mov r19,r23

movw r18,r26

subi r18,0x4f
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Example (A)

Protected  Implementation
Example (A)

Targets for Protection 
Example (B) Protected  Implementation

Example (B)

sbci r21,0xfd

ld r25,Y

movw r18,r26

subi r18,0x4f

sbci r21,0xfd

ld r25,Y

movw r18,r26

subi r18,0x4f

Information 
Leakage 
Analysis

Figure 7: Given a software, the target hardware platform, and a countermeasure, the
sensitive parts of the program are identi�ed and protected automatically using the given
countermeasure.

4.1 Information Leakage Analysis

The purpose of the analysis of the information leakage is to identify the instructions which
correspond to sensitive operations. The inputs of this process are the unprotected code
and the hardware platform on which the protected code will run, and the output is a set
of annotations of the original code which indicate how much critical information is leaked
by the hardware system during the execution of each instruction. Fig. 8 illustrates this:
each execution cycle of each instruction is annotated with an average value representing
the relative information leakage. Instructions with high information leakage during their
execution (above 0.4 in the example) are marked as sensitive operations and will be
processed in the next step to identify the targets sections of the code to transform and
protect.

This analysis consists of three main steps: (i) We start by compiling the given soft-
ware implementation of a cryptographic algorithm for the target processor. Then, the
executable is run on the processor with di�erent (plaintext, key) pairs; power traces
during the encryption process of each pair are recorded. During the measurement, we
sample the power traces at high frequency (4GSa/s in our setup), and then compress the
samples to get single power value for each clock cycle. For the compression, there are
three popular methods which are shown to be very e�ective: maximum extraction [39],
integration [39] and principal component analysis [30]. We used the �rst method. (ii) The
second step is to analyze the traces using the metric that we introduce in Section 4.1.1;
this determines the sensitivity of each clock cycle; sensitivity correlates strongly with in-
formation leakage, so a high sensitivity reading for a given clock cycle suggests that the
instruction that executes during that cycle requires some protection. (iii) The last step
is to associate each clock cycle with an assembly instruction from the dynamic execution
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Figure 8: The Information leakage analysis associates an indicator of information leakage
to each execution cycle, which in turn corresponds to a speci�c instruction being executed.
The result is a set of sensitive instructions which will be object of the countermeasure in
the subsequent stages of the automated protection process.

trace. For multi-cycle instructions, we chose the most sensitive cycle as the instruction's
sensitivity.

4.1.1 Metric for Sensitivity Evaluation

Our metric for sensitivity evaluation is based on an information theoretic metric origi-
nally proposed by Standaert et al. [47], which evaluates the resistance of a cryptographic
implementation against the strongest possible power analysis attack. The metric estab-
lishes a relationship�i.e., mutual information�between the secret key that is used for
encryption and the power traces. We limit the number of dimensions considered by the
metric to 1, which makes it possible to simplify the formula. Since we are interested in
observing the e�ects of single instructions, a 1-dimensional application of the metric is
appropriate; higher dimensionality would be required in order to analyze second order
e�ects.

Let K, X, and L respectively be random variables representing the secret key, plain-
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text, and information leakage from the physical device which is obtained via power trace
analysis; and k, x and l be realizations of K, X, and L from an execution of the algo-
rithm. Leakage L is normally distributed with mean µ and standard deviation σ�i.e.,
N (µk,x, σ

2). The probability density function of L is

Nl(µk,x, σ
2) =

1√
2πσ2

· e−
(l−µk,x)

2

2σ2 , (1)

where µk,x represents the noiseless leakage value when (k, x) pair is executed and σ repre-
sents the constant noise standard deviation caused by the measurement. The conditional
entropy of K given L is

H[K|L] = −
∑
k

p(k) ·
∑
x

p(x) ·
∫
p(l|k, x) · log2p(k|l, x)dl, (2)

which can be rewritten as

H[K|L] = −
∑
k

{
p(k) ·

∑
x

{
p(x)· ∫ ∞

−∞
Nl(µk,x, σ

2) · log2
Nl(µk,x, σ

2)∑
k∗ Nl(µk∗,x, σ2)

dl
}}

. (3)

The mutual information, which quanti�es the sensitivity, is I[K;L] = H[K]−H[K|L].
If the length of the plaintext and key are short, then it is possible to exhaustively

enumerate all possible (X,K) pairs to compute the metric exactly; however, this is not
generally the case: for example, AES-128 has 128-bit keys and plaintexts, which would
require 2256 executions. To reduce the number of traces, we can exploit some properties
of large deviation theory [51]: the result obtained from a randomly chosen subset of keys
and plaintexts will be close to the result obtained from exhaustive enumeration with high
probability, as long as the cardinality of the subset is su�ciently large. Our experiments
demonstrate that the result converges for AES-128 when we consider 16 plaintexts in
conjunction with 16 keys. We tried with di�erent numbers of pairs and we observed that
the instructions that can be classi�ed as sensitive do not change after 8x8 pairs; so we
used 16x16 pairs to ensure the �delity of the results.

Note that the traditional approach for information theoretic evaluation is to apply
a divide-and-conquer strategy, so that the key bytes can be exhaustively enumerated in
order to obtain a precise estimation of the metric. In our present setting, we apply a
slightly di�erent approach as we do not aim to compare di�erent countermeasures, nor
to evaluate them precisely, but only to detect all the sensitive operations in an e�cient
manner. This approach could easily be combined with a divide-and-conquer one, where
one would carefully estimate the amount of information leaked for various intermediate
computations in the implementation.



D.VAM.4 � Report on Side-channel Aware Design Methods for Cryptographic Devices19

4.2 Transformation Target

Identi�cation

Depending on the chosen countermeasure, one needs to identify precisely where to insert
a countermeasure in the vicinity of an instruction that has been identi�ed as sensitive.
For instance, if one were to use masking, it is necessary to de�ne at what point in the
code a variable should be masked (reasonably, before the �rst sensitive instruction) and
at what point unmasked (after the last sensitive one). Additionally, semantic equivalence
has to be preserved along every possible execution path between these two points, and
this requires, for example, the identi�cation of nonlinearities in the computations (such
as S-box). The purpose of the transformation target identi�cation process is to inform
the compiler of where to insert the countermeasure.

For use in this study, we have selected a simple protection which, although e�ective,
requires the simplest form of code transformation (the replacement of one or few instruc-
tions with one or few others�a peephole optimization). This implies that the target
identi�cation is practically trivial in our case: we will simply pass to the code protection
engine the instructions whose sensitivity is above a chosen threshold (as in the example
A of Fig. 4). We believe that target identi�cation for more complex countermeasures
is going to be de�nitely possible, as it is based on well known concepts of data- and
control-�ow analysis. This is graphically suggested for example B in Fig. 4 and we leave
an investigation of this possibility open for future work.

4.3 Code Protection

The last step is to modify the code in the places identi�ed previously. In this work,
we have used random precharging method for protection, which requires only local code
modi�cations. This mechanism randomly precharges the datapath before and after a
critical instruction using random operand values. The software realization of the idea
has been discussed by Tillich et al. [48]. Unlike Tillich et al., we do not need to use random
charging after the critical instructions, since the critical instructions have already been
identi�ed.

In most of today's embedded systems, power consumption is dynamic and propor-
tional to the Hamming distance between two consecutive cycles' data �owing through a
wire, gate, or functional unit. If we randomize the values on the critical components, such
as memory, register or data bus, the power consumption will also be randomized, since
the Hamming distance between a uniformly distributed random variable and a �xed value
has uniformly random behavior. Although the overall idea is the same, the operations
performed for randomly charging the components might di�er for each device, depending
on the power consumption characteristics. Random precharging will not work for devices
where the power consumption is proportional to the Hamming weight of the processed
data, such as devices that use a precharged bus. Obviously, the countermeasure selected
must be appropriate for the target device.

To apply random precharging properly, we ran some initial experiments to discern an
appropriate way to implement the countermeasure on the given device�an 8-bit AVR
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microcontroller in our case. This needs to be done only once to understand the kind
of transformations required, and is independent from the cryptographic algorithm. For
instance, if the instruction lds r24, 0xfae is critical and needs to be protected, we
replace it with the following three instructions:

lds r23, rnd ;rnd holds a random value

mov r24, r23 ;r23 is assumed to be unused

lds r24, 0xfae

The exact implementation of this peephole transformation is beyond the scope of this
paper and is characteristic of the chosen countermeasure. As discussed by Tillich et al.,
random precharging does not guarantee perfect protection, and this limit is common
for software countermeasures; however, it does increase the e�ort required to mount a
successful attack. In the experimental section, we have provided the security analysis of
the method.

4.4 Experimental Results

We applied our automatic protection mechanism to an AES software implementation run-
ning on an 8-bit AVR microcontroller. The AES algorithm was implemented in C using
AVR libraries and compiled with a gcc cross compiler using the optimization parameter
-Os to get the unprotected assembly code. We used a straightforward implementation of
AES without optimizations or security improvements, in order to see the e�ectiveness of
our methodology on a naive implementation; however, the same method could be used
to protect any other implementation as well. The code was assembled and loaded into
the microcontroller and run with di�erent randomly generated (plaintext,key) pairs to
obtain power traces, which were then used to identify the sensitive instructions, as de-
scribed in Section 4.1. Then, the necessary modi�cations on the unprotected assembly
code are performed as described in Section 4.3, in order to increase the security. Finally,
the security of both versions of the code is evaluated using di�erent metrics.

In order to determine the noise standard deviation, σ, which is needed by the metric
described in Section 4.1.1, we ran a small portion of the code that is independent of the
key and plaintext to obtain power traces; the standard deviation was computed for each
cycle, and we set σ to the maximum among all cycles.

4.4.1 Measurement Setup

Our setup is comprised of a PC, microcontroller board, oscilloscope, and di�erential
probe. We designed the microcontroller board, which includes an 8-bit AVR ATMEGA-
8 microcontroller along with necessary supplementary components to facilitate power
measurements. The internal RC oscillator of the microcontroller provides a 1 MHz clock.
The microcontroller sets the trigger signal at the beginning of each run to align the
traces. Voltage is measured across a 10Ω resistor that is connected in series to the
microcontroller Vcc pin by the di�erential probe connected to the oscilloscope. The PC
communicates with the microcontroller to execute code and to analyze the data collected
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Figure 9: Sensitivity values of each clock cycle during the execution of one round of
unprotected AES implementation. Higher sensitivity means less resistivity against power
analysis attacks and needs protection. Fig. 8 is a detail of this same graph annotated
with the instructions being executed.

by the oscilloscope. The components are calibrated to decrease electronic noise as much
as possible; to eliminate random e�ects of noise, all measurements are repeated 25 times
and averaged.

4.4.2 Identi�cation of Sensitive Instructions

Fig. 9 shows the sensitivity values obtained for each clock cycle for the given implemen-
tation. The horizontal axis (time) is decomposed into the four main operations of the AES
algorithm: AddRoundKey (ARK), SubBytes (SB),
ShiftRows (SR), and MixColumns (MC). All four operations contain repeated patterns
corresponding to information leaked from processing of di�erent bytes of the state, which
is a 4× 4 array of bytes internal to the AES algorithm.

A non linear transformation, such as an SB, is a suitable attack point because an
adversary can easily make a hypothesis on its output bits. Furthermore, the non-linear
structure of the S-boxes highlights the di�erences between the correct and the wrong
guesses and increases the possibility of a successful attack [43]. For microcontrollers,
data transfers such as loads and stores are known to leak the most information, compared
to, say, arithmetic and logical instructions. [39]. In Fig. 9, we can see that SR has the
highest sensitivity peaks because it permutes the bytes of the state derived from the SB
operation via load and store instructions, but does not modify the values of the bytes
with any arithmetic or logical operations. Similarly, we can see high peaks during MC
operation, at the clock cycles where the results derived from SB operation are loaded.
In general, we observe that load operations tend to be more sensitive when compared
to store operations, in our particular hardware. This does not explain the underlying
mechanisms of the leakage, simply that it occurs. This would be a concern if our focus
was hardware protection, but not for software.
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Figure 10: Sensitivity values of each clock cycle during the execution of one round of pro-
tected AES implementation. Sensitivity values decreased compared to the unprotected
implementation, which means an increased security.

We used simulavr tool together with avr-gdb, in order to simulate an execution
of our code. After establishing a correspondence between sensitive clock cycles and the
assembly instructions, we are ready to protect the sensitive instructions. We observed
that after protection, the sensitivity of a critical instruction falls to just beneath 0.4, so
we chose this value as our sensitivity threshold; in fact, 0.4 is the lower limit of protection
that can be achieved using this particular software countermeasure. Instructions having
greater sensitivity values are thus considered to be sensitive and are protected in the next
step. Fig. 8 shows a detail of the data of Fig. 9 annotated with the instruction being
executed; those in red bold typeface are sensitive.

4.4.3 Protecting the Sensitive Instructions

Assembly instructions that have been identi�ed as sensitive are protected with random
precharging, as described in Section 4.1. As we can see from Fig. 10, the sensitivity
values decrease below the sensitivity threshold, most notably in SR and MC operations.
Fig. 11 shows a detail of the data as in Fig. 8. As discussed before, random precharging
does not completely prevent power analysis attacks; instead, it increases considerably the
e�ort required to mount a successful attack. Again, this decrease in the sensitivity values
is not equivalent to the information theoretic analysis proposed by Standaert et al. [47],
hence does not provide any indication about the exact security of the countermeasures
implemented. It is only used to con�rm that the automated tools that we exploited are
indeed able to reduce the leakage for all the sensitive operations.

4.4.4 Security Analysis

In order to evaluate the impact of our automatic application of countermeasures, the
next step is to consider speci�c operations in our target implementation and to try
taking advantage of their leakage with a standard divide-and-conquer approach. As
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Figure 11: The same part of the program of Fig. 8 after automatic modi�cation. The
sensitivity has been reduced signi�cantly and the e�ect of such reduction is assessed
quantitatively in Section 4.4.4
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Figure 12: Correlation coe�cient for unprotected and protected implementations. Higher
correlation means decreased security. The number of needed power traces for a successful
attack increases over 76 times for the protected implementation.

an illustration, we used the output of the SB operations for this purpose. A complete
evaluation would now require to analyze both the mutual information between the secret
key byte involved in this S-box computation and the actual leakage, and the security
against (i.e. success rates of) di�erent actual distinguishers. Because of space constraints,
we defer the complete application of this framework for an extended version of this
work. Note that this part of the security evaluation tightly depends on the choice of a
countermeasure that is not central in this work anyway (any countermeasure could be
selected, with di�erent tradeo�s between security and performance). Still, and as a �rst
step, we applied a simple correlation power analysis using the Hamming weight leakage
model, as done by Mangard et al. [39]. That is, was used 20,000 di�erent power traces
and computed Pearson's correlation coe�cient, for each of the implementations. Figure
6 provides another heuristic con�rmation that the proposed methodology is sound. A
manual application of random pre-charging would lead to essentially the same results.

4.4.5 Performance Analysis

Table 2 shows the number of clock cycles during the execution of three di�erent imple-
mentations: the baseline (unprotected) implementation, the implementation generated
by our framework, and a third implementation in which all instructions are protected re-
gardless of their sensitivities. Protecting an instruction entails the insertion of additional
instructions, so the third implementation is an upper bound on the runtime overhead that
could result from an overzealous application of the countermeasure used in this study.
Protecting only sensitive instructions yields a 36% runtime improvement compared to
protecting all instructions.
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Table 2: Number of clock cycles during the execution of three di�erent implementations.
Implementation # of clock cycles

Unprotected 1190

Protect sensitive 2700

Protect everything 4212

4.5 Related Work

Side channel attacks, particularly Di�erential Power Analysis (DPA), represent a serious
threat, since they do not require speci�c knowledge of the inner workings of the target
device in order to be successful. The research community has aggressively developed
countermeasures that protect against DPA. The countermeasures that have been pro-
posed thus far, which are helpful, yet imperfect, include algorithmic techniques [33, 46],
architectural enhancements [36, 40, 41], and hardware-related methods [42, 49, 45]; they
all help to increase the e�orts required to mount a successful attack.

At present, it is generally considered the designer's responsibility to ensure resistance
of a system against DPA. The vast majority of prior work has addressed the problem
from the perspective of hardware design and VLSI/CAD. For example, Tiri et al. [50]
proposed a complete design �ow for synthesis and place-and-route of the WDDL logic
style, which is believed to be more resistant to DPA than traditional CMOS. Guilley
et al. [35] introduced a back-end duplication to automate the place-and-route of DPA-
resistant logic style. Regazzoni et al. [44], presented a fully automated design �ow for
realizing and simulating an embedded processor with instruction set extensions realized
in MCML. A handful of projects have looked at DPA from perspectives other than
hardware design, including the ongoing European project CACE [32]. Barbosa et al. [31]
have analyzed the e�ects of a compiler on elliptic curve cryptography. Our work is similar
to these papers, as we study a commercially available o�-the-shelf processor without the
possibility of inserting our own hardware-based countermeasures.

Most of the papers above try to identify the parts of a cryptographic algorithm that
are most sensitive to power analysis attacks and protect these parts. Although this
information is crucial to ensure correct implementation of countermeasures, the designer
must perform these analyses manually and then decline a speci�c countermeasure for
the program at hand. We believe to be the �rst ones in implementing the whole process
automatically, albeit for a simple, well-behaved countermeasure.

4.6 Conclusions

This work has described an approach to automatically protect software implementations
of cryptographic algorithm from power analysis attacks. The �rst step identi�es the
critical instructions of a cryptographic algorithm, in terms of how much side channel
information they leak via power traces. The second step is to apply a software coun-
termeasure to the critical instructions; our experiments used random precharging, but
in principle, any �ne-granularity software countermeasure could have been used. Lastly,
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we applied di�erent tools for security analysis and provided precise performance esti-
mates, for an implementation on an 8-bit AVR microcontroller. As a scope for further
research, we aim to better investigate this tradeo� between security and performance.
That is, we could analyze the impact of various types of countermeasures in function
of these two criteria. For this purpose, it would be necessary to extend our correlation
coe�cient-based security analysis towards a more comprehensive one, considering both
worst-case template attacks (i.e. an information theoretic analysis) and di�erent heuristic
distinguishers.

Acknowledgements The work in this section has been done in collaboration with Ali
Galip Bayrak (EPFL), Philip Brisk (UC California Riverside), and Paolo Ienne (EPFL).

5 Compiler Assisted Masking

Cryptographic software provides a challenging target for software engineering. High-
level languages improve programmer productivity by abstracting unnecessary details of
the program execution and freeing the programmer to concentrate on the correctness of
their implementation. Unfortunately, the details that are generally abstracted away are
the behavioural properties of programs, in order to focus on their functional results. In
cryptography, the way in which a value is computed may lead to observational di�erences
that an attacker could use to compromise security. If values within the computation that
must remain secret, such as cryptographic keys, in�uence the observational behaviour
then information will leak and may render the system insecure. If a compiler is allowed
to handle the low-level decisions for a given implementation then it must also take how
information may leak into account.

State-of-the-art compilers can rival the e�orts of a human in producing high perfor-
mance code. For example, e�ective methods of register allocation, instruction selection
and scheduling often depend on knowledge of the operational details of memory latency
and pipeline behaviour. Extensions to the execution models targeted by C compilers such
as GCC and VisualStudio allow countermeasures to be automatically applied against
bu�er over�ow attacks [52]. A more detailed execution model (e.g. stack frame layout)
allows the compiler back-end to perform program transformation that is aware of security
constraints.

The increasingly complex threat of physical (e.g. fault and side-channel) attacks on
cryptographic implementations o�ers an interesting extension of the above security case.
Automatic resolution of said threat is now an emerging research theme and, alongside
more theoretical results in this area (e.g. [53]), a range of concrete compilation systems ex-
ist. For example, Molnar et al. [54] construct a binary translation (i.e., compilation) tool
that resolves control-�ow based leakage using the Program Counter Model (PCM) for-
malism; Lux and Starostin [55] describe a tool which detects and eliminates timing side-
channels in Java programs (demonstrating the tool by highlighting an attack against the
FlexiProvier implementation of IDEA). Likewise, suitable EDA tool-chains [56] can, given
some HDL model, automatically implement countermeasures against power-analysis at-
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tacks: a back-end which processes some logical netlist can replace standard cells with a
secure logic style equivalent (e.g. WDDL [57]) before producing a physical netlist.

Set within this general context, we focus on a speci�c challenge: given a source
program, the goal is to automatically apply Boolean masking. We therefore introduce a
simple type system and make use of static analysis to determine whether statements (and
associated variables) leak in a source program, with the aim to automatically transform
an insecure program into one that is secure against (�rst-order) DPA. Our approach
currently supports Boolean masking and hence can be used to secure any program (e.g.
AES, DES, Present, etc.) that can be masked in this way.

5.1 Background

At execution time, a value in a program is a particular bit-pattern. The meaning ascribed
to that pattern is dependent upon the context around the code. This basic property of
computers makes them �exible, as one pattern of bits can represent many di�erent values
depending on the program being executed. However, it can also be a source of error as
the meaning of the value is not denoted in the executable code, but rather in the source-
level description. Type systems are a method of reducing potential errors by denoting
the kind (or type) of value that a particular variable represents. Compilers can then
use this type information statically (when compiling the program) to rule out erroneous
behaviour. In this way types can be seen as a static guarantee of safety.

Although type theory is a long establish �eld within the languages and compilers
community, the authors believe there is no previous work on using types to describe
masking countermeasures.

Conventionally lattices are used within static analysis of programs to produce con-
servative results. A lattice is a partially ordered set of values in which every pair of
values has a well-de�ned supremum and in�mum. The analysis is guaranteed to be
sound (if inexact) as a conservative approximation may use a bound to over-approximate
unknown values during analysis. Information Flow analysis annotates program values
as high, or low, security and prevents data-�ow between high-security and low-security
values. Non-interference was introduced [58] as a property that can be proven from the
program semantics by allowing the erasure of a high-security region without producing
any observable di�erence in the low-security region (under the assumption that erasing
a secret value does not leak).

Our work shares some similarities to Information Flow; secret values are annotated by
the programmer and their secrecy is treated as a value in a lattice allowing the compiler
to propagate secrecy information through the program. The main di�erence is the role of
the adversary in the system. In Information Flow the adversary is considered to be on the
�edge� of the computation, while execution of code within the high-security region is not
observable. In Power Analysis there is possible observation at every point in the program;
all secure information must be hidden by masking, but the adversary has the chance to
observe all masked operations. While previous work is analytical, a decision is made if
a program is secure, this work takes a (potentially) broken program and converts it to a
functionally equivalent program that meets the behavioural de�nition in the model.
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Compilers typically operate on an Intermediate Representation (IR) of a program.
Input text is parsed into an Abstract Syntax Tree (AST) that represents the structure
of program. The AST is then converted to an IR that more closely resembles the execu-
tion of instructions on the target machine. During this process temporary variables are
introduced to store the intermediate results in computing expressions. A 3-address form
represents each instruction in the program as two input operands, an opcode and a out-
put operand, e.g. r ← a xor b. When the output operand is unique for each instruction
this form is called Static Single Assignment (SSA). Multiple write operations to the same
variable are renamed to separate instances to ensure this property so that a sequence of
the form x← a xor b;x← x xor y becomes the sequence x1 ← a xor b;x2 ← x1 xor y.

The uniqueness of each target operand implies that loop-free programs form a directed
acyclic graph with instructions and variables as vertices, and denoting usage by edges
between those vertices. This graph is conventionally termed a data�ow representation of
the program. In such a graph each vertex v has a set of ancestors de�ned as every vertex
where a path exists that reaches v.

5.2 DPA attacks and mask-based countermeasures

In a DPA attack an attacker tries to recover information about a secret (typically a
cryptographic key) by using information about the power consumption of a cryptographic
device while it is manipulating the secret in cryptographic operations. To perform such
a DPA attack, an attacker selects a so-called intermediate value: e.g. in the speci�c
example that we use to illustrate our work later in this article, the attacker might select
the input or output of the AES SubBytes operation when applied to the �rst byte of the
AES state.

This intermediate value only depends on a small part of the secret key (in our exam-
ple only eight bits), which allows an attacker to predict this intermediate value (using
knowledge of the input data) for all possible values of that small part of the key. Next an
attacker uses a leakage model for the device under attack to map these predicted inter-
mediate values to hypothetical power consumption values: assuming the leakage model
is reasonably correct, only the set of hypothetical power consumption values that are
related to the correct key guess will match those power consumption values that an at-
tacker can observe from the device itself. Several statistical tools can be used to `match'
hypothetical and real data, e.g. Pearson's correlation coe�cient, distance-of-means test,
etc.

5.3 Masking to prevent DPA

As can be inferred from the previous description, DPA attacks can only be successful if
an attacker can de�ne an intermediate value (based on a suitably small part of the secret
key) that is somehow related to the instantaneous power consumption of the device.
Thus, DPA attacks can be prevented by making it impossible for an attacker to predict
the intermediate values used on the device.
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A popular method to this purpose is referred to as `masking'. Using AES to illustrate
the central principle: instead of holding the AES state and AES key `as they are' one
applies a random value to them. For example, the �rst byte a of the AES state is then
represented as pair (am,m), with m being the so-called mask which is a number chosen
at random from a suitable uniform distribution, such that a = am⊕m. Equivalently, the
�rst byte of the �rst AES round key is then represented as pair (kn, n), with k = kn⊕n,
and n is chosen at random from a suitable uniform distribution.

In the encryption process itself these masked values need to be processed correctly
and securely. For example, if two masked bytes are exclusively-ored, we need to ensure
that the result is masked again: am ⊕ bn may be carried out but am ⊕ bm would result
in a ⊕ b being vulnerable to DPA and must not happen. Similarly, table look-ups must
be executed such that both inputs and outputs are masked.

Previous work on masking schemes has explored various options for the e�cient
computation of various cryptographic functions, e.g. the e�cient and secure masking of
the AES SubBytes operation has been extensively discussed. We make use of the work
in [59] and [60] by extracting some necessary properties of secure masking schemes. A
useful observation made in these previous works was that `secure against' DPA attacks
is synonymous to the concept of statistical independence between variables, i.e. two
variables am = a ⊕ m and a are statistically independent, if the distribution of am is
independent of the choice of a (for independently chosen uniformly distributed m).

This can be related to some elementary operations involving Boolean variables. Clearly,
if a is arbitrary and m is chosen uniformly at random then am = a ⊕ m is uniformly
distributed (and hence its distribution is the same irrespective of the choice of a). Fur-
thermore, ama × bmb

, ama ×mb, (ama)2, p× ama (p a constant), and
∑
ai ⊕m can also

be shown to be independent of the unmasked values a and b (see [60]). It follows directly
that we can guarantee the independence of the output of any operation involving two
masked input operands as long as the inputs are independently masked.

We note that we have the implicit assumption that only computation leaks, i.e. masks
do not contribute to the leakage of the device when only stored in memory).

5.3.1 Masked variables as type annotations

In order to allow static checking of secrecy we annotate each type with information to
record if it may be revealed publically, or if it should be hidden, and if so which mask
will be used. Rather than a variable a : int, this produces two alternatives, namely a :
public int, and a : secret<m> int. The programmer's choice indicates to the compiler
which state must remain hidden and which set of masks will be used to do so.

Hence, this additional type annotations allow a compiler to keep track of the `�ow'
of masks and intermediate values, to check whether our basic masking rule holds, and if
necessary to `backtrack' variables if there is a problem and add masks to intermediate
variables such that the basic masking rule applies. In other words, if a programmer
implements a description of an algorithm without any masking, but declares variables
related to key and/or state as secret, we can provide the rest of the masking automatically
and hence relieve the programmer of that burden.
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5.3.2 Assumptions

We make the following assumptions about the attacker, the programmer, and the device
in the remainder of this article. The attacker has the ability to execute the program
repeatedly, and on each execution run an observation (in form of the power consumption)
is made on the values computed within the program. The attacker also has access to the
inputs and output data of the encryption algorithm, only the masks and keys are hidden
from the attacker. The programmer must mark every value as either secret or public: a
valid compilation requires that all secret values have at least one mask. Both programmer
declared variables and temporary variables inserted during compilation must meet this
requirement.

public values are already known to the attacker. At no stage can a public value (statis-
tically) depend upon a secret value in a computation. This is partially analogous
to Information Flow (in the dependence constraint, also called non-interference).

secret values must be masked with random values which are chosen randomly from a
suitable uniform distribution.

The device on which the cryptographic algorithm is implemented supplies (pseudo)random
numbers which are uniformly distributed. In each execution run a new set of random
numbers is selected and used as masks.

The goal of formalizing a model of countermeasures into a mechanically checkable
procedure is not to prove that programs are leakage-free. Although such a goal is de-
sirable with the current state of modelling the complexity of the power consumption
characteristics of modern cryptographic devices (e.g. cross-talk in modern technologies
which might leak information) it is not tractable. Rather we seek to automate the check-
ing of necessary conditions that must be ful�lled in order for a program to be leakage-free.
Although the speci�c characteristics of a particular device may still cause the program
to leak information, the automation of the process enables further study of the speci�c
issues.

5.4 Algorithm

The algorithm operates directly on an intermediate representation of the program. Our
system initially parses the source into an Abstract Syntax Tree (AST), and then con-
verts the AST into a list of instructions in 3-operand form. During conversion all constant
bounded loops are statically unrolled and function calls are inlined. The programs that
interest an attacker are ciphers with simple control-�ow that are converted to straight-
line code by this process. The result is a list of instructions and a set of initial variable
declarations. Some of the declarations made by the programmer will have security an-
notations, none of the temporary variables introduced when converting expressions will
be annotated.

The algorithm is designed to imitate the process used by a human engineer. The �rst
step is inferring what is known about the security of each value in the program. Our
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system represents the security annotation as part of the type signature of each variable in
the system; the secrecy of a value can be inferred from the secrecy of the operands and the
kind of instruction used to create it analogously to the propagation of type information.
We refer to this propagation phase as type inference, described in Section 5.4.1. After a
single type inference pass two outcomes are possible:

1. Inference successfully checked the security of every value in the program and de-
tected no leakages.

2. Inference operated to a point where it detected an error; a type was inferred that
showed a leakage of information.

The �rst case is a successful conclusion and the algorithm terminates by outputing
the program in the target assembly syntax. In the second case the algorithm has a
record of the particular control point at which leakage occurred. The second phase of
the algorithm attempts to prevent leakage using a set of program transformations that
model the techniques an engineer currently uses in the same situation. The repair phase
is described in Section 5.4.2.

5.4.1 Type inference

Our prototype used in the experiments operates on a simpli�ed version of the CAO type
system [61]. In principle there should be no barriers to implementing the algorithm over
the full set of CAO types. The algorithm maintains a security annotation for each type
in the system, expressed as algebraic data-types these annotations are:

mask := Wildcard id | Named n

ann := public | secret [mask]

Every type is either public or secured by a list of masks. Each mask is either named
by the programmer or inserted by the compiler. Masks that have been named are used to
specify contracts with external pieces of software (i.e. the caller of the routine). Wildcard
masks are removed when possible by the compiler. The removal is via substitution of
another mask and the process is guarded by the condition that no value can be reduced
from more than zero masks to zero masks. In the example these annotations are attached
to the follow types:

type := byte ann | vector n ann | map ann ann

Individual byte variables have their own annotation (and hence set of masks), while
vectors are assumed to be masked by the same set. Maps describe functions in which the
input and output can be masked separately and are used to denote lookup tables such
as S-boxes. We only demonstrate types related to byte-values as our target architecture
is only 8-bit, although this formulation could be applied to values of any �xed size. Our
conversion from AST to 3-address form unrolls loops statically, inlines function calls and
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convert to an SSA form. As each variable has only a single de�nition, the program type
inference operates in a single forward pass in which the annotation of each variable is
inferred from the operation in the instruction and the previously computed annotations
of the source operands. The cases for type inference can thus be de�ned as rules that
produce the type on the left when the pattern on the right matches:

public ← public xor public

secretx ← secretx xor public

secrety ← public xor secrety
secret(x ∪ y) \ (x ∩ y)← secretx xor secrety

These rules can be veri�ed from the de�nition that a value k with an annotation of
secretx = {x1, . . . , xn} is de�ned as k ⊕ x1 ⊕ . . . xn, and the same mask in both source
operands will cancel under two applications of xor. If any annotation is computed to be
secret ∅ then the inference stops and an error is generated at that control point.

The rules for load and store operations are simpler as we only need to ensure that
secret types retain their masks (we give the rules for load and note that the rules for
store are exactly the same):

secretx← load secretx public

The second operand is the index (o�set) in memory. After the loop unfolding during
conversion these values are constant and thus known to the attacker. The case for a map
is slightly more general:

secrety← load (secretx→ y) public
This assumes that the map has type secretx → y. A consequence of these minimal
de�nitions is that any case not included as a valid rule will cause the inference to fail
with an error. This is commonly referred to as a `closed world assumption'.

5.4.2 Repair heuristics

Each of our repair rules is designed to function generally on any supplied input program.
However, the set of rules is certainly not complete and requires expansion based on the
study of other test cases. As a result of this incompleteness, we will refer to these rules
as heuristics, although we emphasize that each rule is sound and guaranteed to preserve
the security of the program being rewritten. While the compiler ensures the secrecy of
variables that are annotated, and infers any necessary conditions on dependent variables
(over-approximating where necessary) it cannot diagnose problems in the speci�cation of
secrecy that it is given. For example, if the programmer incorrectly labels a secret part
of the state as publicthen the program will remain insecure upon compilation.

The repair phase operates after an inference pass and transforms a �xed set of leakages
into secure operations. The inference pass handles all forward propagation of information
through the acyclic data-�ow graph. The type of each temporary value is infered by
applying the inference rules to the instruction (and its operands) that produced it. As
the program is in SSA form this propagation pushes information through the use-def
chains in the program; the SSA form is de�ned implicitly in terms of the de�nition and
uses of values. The repair phase looks for inconsistent triples of operand types, given the
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inference rule associated with the instruction:

Store violations occur when a secret value is stored in a public vector. The algorithm
forms the repair by introducing a new copy of the vector protected by a fresh
wildcard mask.

Map violations occur when a secret value is used as an index in a public map (e.g. if
a key derived value indexes an S-box).

Mask collisions occur during a store operation when the mask set for the source
operand does not equal the mask set for the target vector (maps are read-only).

Revelations occur when an instruction with secret operands produces a public value,
e.g. the mask sets cancel out.

Both of the �rst two cases occur because the annotation of the structure in memory
is less secure than the indexing value. In the case of the vector, a new copy is synthesized
in which the elements are covered under a fresh wildcard mask. In the case where the
map is a random shu�e applied to create a secure copy. The shu�e is de�ned by an
input and an output mask: Sm→n[i] = S[i xor m] xor n. In both cases substitution is
used to convert the program to the secure form: for every following instruction both read
and write accesses to the insecure structure are rewritten to use the secure version. A
shu�ing operation is synthesized to copy the public version into the secret version and
inserted directly before the instruction causing the error. This operation is expensive as
it requires remasking of the entire table. Positioning this operation before the �rst use
places it before the beginning of the unrolled loop, a�ecting loop-hoisting of the expensive
code.

Both of the second two cases occur because the propagation of the mask sets according
to the rules de�ned in the preceding section have yielded a value that is insecure. In these
cases the problem cannot be �xed where it is observed and the algorithm must �nd a
source for the error that can be �xed. For each operand in the error-causing instruction
the algorithm considers the set of ancestor values. For each ancestor the algorithm
examines the e�ects of �ipping (i.e. adding / removing) a single mask at a time in the
mask-set of the ancestor. These single mask �ips correspond to the e�ect of inserting
one xor instruction on the ancestor value and rewriting the subsequent parts of the chain
to use the altered value. In each case the algorithm checks if the problematic value is
�xed, and whether any other values are revealed. If no successful repairs are found, the
algorithm then considers pairs of �ips amongst the ancestor values, triples etc. When
the set of successful �ips is non-empty the algorithm uses the number of inserted �ips as
a simple metric to choose the least-cost solution.

5.4.3 Combined process

The two phases described are executed in alternating order.

1. Infer the types of all values starting from programmer declarations.
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Algorithm 1 The Automatic Masking Algorithm

procedure repairMapViolation(pos,inst)
m = new Wildcard
nT = secret {m} → oT where origMap = iT → oT
substitute every use of original map with mapM from pos onwards
insert instructions at pos to compute mapM [i] := orig[i xor oT ] xor m

procedure repairStoreViolation
m = new Wildcard
rewrite vector type in declarations to secret {m}

procedure repairAncs
ancs := {anc | anc ∈ UDC(operand), operand ∈ inst}
worklist := 2ancs (sorted in increasing size and computed lazily)
for each ancset in worklist do
Choose one mask in each ancestor in ancset
Flip the mask in each maskset and rerun the inference
if no new values are made insecure and the problem value is made secure then
Append (mask, ancset) to results

end if

end for

Sort results by size of ancset
if length results > 0 then
Insert �ip operations into program

else

Abort with an error
end if

procedure topLevel
while not �nished do
bindings := declarations
for each inst, pos in prog do
extract r, a, b, operation from inst
aT , bT := lookup a, b in bindings
rT := infer from operation, aT , bT
if not r in bindings then
store r → rT in bindings

else if operation = store and rT ∈ vectors and aT < rT then

try repairStoreViolation
else if operation = load and rT ∈ maps and bT < in(rT ) then
try repairMapViolation

else if rT 6= lookup r in bindings then
try rewriting wildcard masks with declared masks to unify masksets
if rewrite not possible then
Abort with an error

end if

end if

if rT < max aT , bT then

try repairAncs
end if

end for

end while
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2. If an error occurred then perform a repair action on the program.

3. Repeat until no errors are found or a repair cannot be performed.

5.5 Worked example

Algorithm 1 is su�ciently complex to necessitate a demonstration using a suitable exam-
ple. The AES block cipher has been extensively used in previous work to demonstrate
the working principle of (Boolean) masking schemes, and we apply our algorithm to a
simpli�ed version of it: we reduce it to a single round operating on a single column of
the state.

The input language for our prototype compiler is derived from CAO. The rich type
system of CAO is especially suitable for analysis [61] and previous work has shown that
the collection types are of bene�t in compiling block ciphers [62]. For the MixColumns

stage our prototype requires a small number of data-types and so the input language is
a subset of CAO.

Sbox, xtime : Byte -> Byte

key : secret<a> vector of Byte(4)

def mixcols( in:public vector of Byte(4) ) : secret<X> vector of Byte(4)

{

out : secret<X> vector of Byte(4) )

temp : vector of Byte(4)

for i in range(4)

temp[i] := Sbox[ in[i]^key[i] ]

for i in range(4)

out[i] := xtime[temp[i]] + temp[(i+1)%4] + xtime[temp[(i+1)%4]] +

temp[(i+2)%4] + temp[(i+3)%4]

return out

}

The type Byte is used to represent concrete data, while the higher-order type vector
is used to indicate logical grouping. In contrast to C the use of an aggregate type does
not imply anything about the representation in memory, and is simply a convenience for
the programmer [62]. Each type is annotated by a security level. If the variable is already
known to the attacker and can be freely revealed the annotation is public. When the
variable must remain hidden a set of masks is speci�ed with the secret annotation. In
the example each declared set is a singleton although larger sets are inferred for temporary
variables during compilation. The programmer has speci�ed the existence of two masks
in the source-code:

1. The key is covered by a mask a, as this masking operation must have occurred
prior to the execution of the mixcols procedure this named mask forms part of an
interface with the calling code.
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2. The return value is covered by a mask X, again this forms part of an interface with
the calling code.

Any variable without a security annotation is initially assumed to be public. If this
assumption causes an error during the inference stage then it will be rewritten with a
more secure annotation.

Both the Sbox and xtime functions are declared as public mappings from Byte to
Byte. This leaves some �exibility in their de�nition, previous work [62] shows how
declarative de�nitions can be provided and memorized into lookup-tables by a compiler,
or the program can supply a constant array of bytes to encode the mapping.

The algorithm operates according to the process in Algorithm 1. We now illustrate
some of the steps involved in iterating the inference and repair processes. Although the
algorithm operates on the low-level 3-op form of the code this description will proceed
at a source-level for reasons of space and clarity (including presenting the unrolled loops
in a rolled form).

5.5.1 Map Violation detected in Sbox

Type inference �lls in intermediate types until it encounters the expression Sbox[ in[i]^key[i]

]. The type of in[i]^key[i] is inferred to be secret<a>, while the declaration of Sbox
is of type Byte -> Byte. The compiler can �repair� this type error by synthesizing a new
copy of Sbox, which we will call Sboxm. As this expression includes a part with a secret
tag the minimum type annotation for Sboxm is given by secret<x> Byte -> secret<y>

Byte for some secure x and y such that x 6= y. As the index expression is masked under
a we can insert a new mask to produce an annotation of secret<a> -> secret<b> for
some fresh mask b. This mask is called a wildcard as we may merge it with other masks
later to reduce the number of random values required.

The new table Sboxm must be generated at runtime from the original Sbox table and
the masks. The compiler inserts the following code:

Sboxm : secret<a> Byte -> secret<b> Byte

b : fresh Byte;

for i in range(256) :

Sboxm[i] := Sbox[i^a] ^ b

5.5.2 Store Violation detected in temp

As the programmer did not specify a security annotation for temp it defaulted to public.
The output of the Sbox map is annotated by secret<b>. This causes an error in the
inference as a secret value cannot be stored in a public variable. The compiler �xes
this error by altering the declared type of temp to be secret<b>. This step is valid
as it is always sound to increase the security of a variable. The compiler now expands
temporaries in the expression evaluation and converts the access to use the masked table:

temp : secret<b> vector of Byte(4)
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t : secret<a> Byte

t2 : secret<b> Byte

for i in range(4) :

t := in[i] ^ key[i]

t2 := Sboxm[t]

temp[i] := t2

5.5.3 Revelation detected in second loop

The algorithm proceeds into the second loop where it tries the following inference until
it reaches an error:

t3 : secret<c> Byte // Compiler inserted

t4 : Byte // Compiler inserted

for i in range(4)

t3 := xtime[temp[i]]

t4 := t3 ^ temp[(i+1)%4]

The error arises because the type of t3 is declared to be the same type inferred for
the expression temp[(i+1)%4]. The inference rules for an xor operation cancel out masks
that appear on both sides producing the public annotation for t4. As a variable prede-
cessor in the user de�ned code (UDC) is annotated secret this constitutes a revelation
error. The compiler uses the process described in Section 5.4.2 to decide upon a repair.
As one predecessor temp is a vector it would be more costly to �ip the masks uniformly
in each element, rather than simply �ip the masks on t3. As �ipping the existing masks
does not produce a solution the compiler inserts a new wildcard mask b.

t3,t5 : secret<c,b> Byte

t4,t6 : secret<b> Byte

out : secret<c,b> Vector of Bytes(4)

for i in range(4)

t3 := xtime[temp[i]] ^ b // Inserted flip operation

t4 := t3 ^ temp[(i+1)%4]

t5 := t4 ^ xtime[temp[(i+1)%4]]

t6 := t5 ^ temp[(i+2)%4]

out[i] := t6 ^ temp[(i+3)%4]

5.5.4 Mask collisions detected

Two subsequent iterations detect inequalities in the masking sets. These are resolved
by unifying the wildcard mask c with the declared output mask X and inserting a �ip
operation to remove the mask b from the �nal result.

t3,t5 : secret<X,b> Byte

t4,t6 : secret<b> Byte
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t7 : secret<X,b>

out : secret<X> Vector of Bytes(4)

for i in range(4)

t3 := xtime[temp[i]] ^ b

t4 := t3 ^ temp[(i+1)%4]

t5 := t4 ^ xtime[temp[(i+1)%4]]

t6 := t5 ^ temp[(i+2)%4]

t7 := t6 ^ temp[(i+3)%4]

out[i] := t7 ^ b;

5.6 Application to practice

Our discussion before demonstrated the working principle of Alg.1. We explained how
this algorithm transforms an insecure (i.e. unmasked) program (in our example this was
AES reduced to SubBytes and MixColumns for the sake of brevity) into secure code (i.e.
masked). We now brie�y discuss practical aspects such as how the prototype compiler
was implemented and the performance overhead resulting from automated masking.

5.6.1 Prototype implementation

A prototype compiler was implemented in Haskell that reads the program source, applies
Alg. 1, and then and outputs ARM assembly compatible with the Crossworks tools [63].
The use of a declarative language such as Haskell makes the implementation of a rule-
based type-checker particularly simple. Haskell in particular is suited to embedding
experimental languages due to the presence of monad transformers and their ability to
add new forms of control �ow.

An extract of this conversion, including annotation of masks as comments denoted a

and b, is given below:

PUSH {R3-R12,R14}

LDR R5, =in

LDR R6, =key

LDR R7, =Sbox_M

LDR R8, =temp

LDR R9, =xtime_M

LDR R10, =out

LDRB R0, [R5, #0] // [[]], [[]], ?

LDRB R2, [R6, #0] // [[a]], [[a]], ?

EOR R3, R0, R2 // [[a]], [[]], [[a]]

LDRB R0, [R7, R3] // [[b]], [[a],[b]], [[a]]

STRB R0, [R8, #0] // [[b]], ?, [[b]]

This code snippet shows the sequence of assembly instructions from pushing some reg-
isters onto the stack when the function is called, to loading the �rst byte of the AES
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state and key, exclusive-oring these two bytes and using them as index for the SubBytes
operation. As described before, a masked SubBytes table must be generated each time
the AES code is executed (to facilitate readability this is however not included in the
code shown here). Then the result of the SubBytes operation is stored. The code is
annotated with comments that show how each register is masked for each instruction,
where the mask is given provided between the brackets [[ ]]. As we assume that the
plaintext is public (i.e. unmasked) and the key is secret (i.e. masked), the �rst line which
refers to loading the plaintext shows an empty masking set. The second line which refers
to the loading of the key shows that the mask a is used. In the third line where input
and key are exclusive-ored, the result inherits the mask from the key. The fourth line,
which refers to the SubBytes operation, show that this operation has a masked input
(mask a is used) and maps this input to a value which is masked di�erently (mask b is
used).

5.6.2 Performance

Performance comparisons are typically highly context speci�c, in our case it is useful
to bear in mind that di�erent strategies such as loop unrolling lead to very di�erent
code sizes and execution times. Consequently, we provide two more code snippets, the
left-hand one showing an implementation which was hand-coded and uses loops, the right-
hand one showing an implementation which was hand-coded and unrolls these loops:

PUSH {R3-R12,R14}

BL SubBytes

// ----------------------------

// SubBytes

// Input : R1 - pointer to data

// Output : @R1

// ----------------------------

SubBytes:

MOV R5, #4

LDR R6, =acAESsbox

SubBytes:

SUB R5, R5, #1

LDRB R7, [R1, R5]

LDRB R8, [R6, R7]

STRB R8, [R1, R5]

CMP R5, #0

BNE SubBytes

BX LR

// ------------------

// Macros

// ------------------

.macro Msub i=0

LDRB R5, [R0, \i]

LDRB R5, [R4, R5]

STRB R5, [R0, \i]

.endm

PUSH {R3-R12,R14}

LDR R4, =acAESsbox

Ssub_s0: Msub #0

The clear di�erence in coding styles leads to di�erent performance �gures. The hand-
coded assembly version with loops requires 147 clock cycles to compute the SubBytes

and MixColumns function (for one column of the state only), whereas an unrolled ver-
sion (hand-coded) requires 52 clock cycles. Our algorithm that automatically adds the
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masking to an unmasked implementation produces code that requires 76 clock cycles.
Another aspect to consider is that of how many masks are introduced. This choice

also depends on performance considerations: MixColumns can be securely masked using
four masks but fewer masks are possible if the performance overhead for remasking is ac-
ceptable. Our algorithm in general �rst draws from the set of already existing masks and
only adds a new mask if the resulting errors cannot be resolved otherwise. Consequently,
our algorithm will lead to an implementation that requires the least possible amount of
randomness.

5.7 Discussion and Outlook

In this paper we detail an algorithm for the automated generation of code that is resistant
to �rst-order DPA, and illustrated the working principle on a concrete and relevant
example. While the source code needs to be written in a particular format in which
a developer can indicate what needs to be protected against leakage (i.e. for example
the cryptographic key), a developer does not need to have any further knowledge about
Boolean masking or even the assembly language of a given microprocessor. Indeed,
given that our compiler produces code that is comparable to assembly code written by
a human, one could use the same source for numerous platforms reducing development
cost considerably.

The current version assumes that the target microprocessor leaks information inde-
pendently for each instruction executed. Some devices may leak information in a di�erent
model, where the information leakage depends on consecutive instructions. This may im-
pose a further restriction on the compiler, i.e. that variables masked with the same mask
cannot be manipulated in adjacent instructions, and subsequent iterations of our compiler
will seek to address this issue.

Our compiler was designed to produce code that would be resistant to �rst-order DPA.
Clearly, higher-order masking schemes as recently reported in the literature ([64], [65])
necessitate a wider range of schemes and operations than what our compiler currently
supports. Implementing a wider range of operations and schemes could be achieved using
a domain speci�c language, similar to what has been recently suggested for computing on
encrypted data in ([66]). Our current approach is then interesting as our central contri-
bution, which is the static analysis of types w.r.t. information leakage, could complement
such a language de�nition and allow minimising the overall number of masks without
compromising the security of the implementation.
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