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Executive Summary

Symmetric cryptography addresses the problem of protecting the secret information using
a shared secret key. The message is transformed in such a way that it cannot be recovered
without this key. Algorithms which are used for symmetric encryption are known as symmetric
ciphers: block ciphers and stream ciphers. The security of symmetric encryption algorithms
can in general not be proved (with the exception of the one-time pad). Instead, the trust in
a symmetric cipher is based on the fact that no weaknesses have been found after a long and
thorough evaluation phase. The field which focuses on methods to defeat the secrecy of the
information, i.e. which aims at breaking the ciphers is called cryptanalysis.

In this deliverable we provide a state of the art survey of recent developments in symmetric
cryptanalysis. This is our final report and it is an update of the previous deliverables D.SYM.6
and D.SYM.9. It includes the best to our knowledge new results and techniques developed
for cryptanalysis of block ciphers, stream ciphers and hash functions.
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Chapter 1

Introduction

In this deliverable we have collected the most important recent developments in symmetric
key cryptanalysis.

We start with cube attacks - a new type of algebraic attacks for key recovery, which
has been introduced in 2008. Cube attacks are applicable to cryptographic functions that
have a public parameter and that are inherently of a low algebraic degree. A variant of cube
attacks are cube testers, based on efficient property-testing algorithms. Attacks related to
cube attacks and cube testers have been applied to the stream ciphers Trivium, Grain and
KATAN / KTANTAN, and to the SHA-3 candidate MD6. In chapter 2 we summarize the
main results.

The second type of attacks that we discuss is the distinguishing attack, where the
adversary tries to determine if a given bit stream comes from a known cipher or from a
purely random source. Although often weaker than a key-recovery attack, the existence
of a distinguisher of high probability may lead to information about unknown plaintext or
the internal state can leak through the ciphertext. Distinguishing attacks become quite
conventional in the cryptographic literature, and many examples can be found, some of which
are listed in Chapter 3.4.

Trade-offs in generic attacks on stream ciphers are discussed in Chapter 3. We briefly
describe three types of generic attacks: exhaustive attacks, time-memory-data trade-offs,
time-memory-key trade-offs.

A series of related-key attacks on AES drawn much attention in 2009. For those general
related-key attacks there is no protocol or application known where the attacks could be
considered to be practical. In Chapter 4 we summarize the results and discuss the main
ideas. We also briefly mention related-key attacks applied to other ciphers.

Linear cryptanalysis is one of the most powerful statistical cryptanalysis tools using
known plaintext/ciphertext pairs and it is based on probabilistic linear approximations. While
the idea to use probabilistic approximations has already appeared in 1992 applied to FEAL,
the theory of linear cryptanalysis was described and experimented on DES by Matsui in 1994.
More recent results will be discussed in Chapter 5.

Basic linear cryptanalysis uses one linear approximation, but can we improve the attacks
by using several approximations? Answer to this question is given in Chapter 5.6, where new
developments in multiple-linear and multidimensional linear cryptanalysis are presented.

Increasingly, cryptographic primitives use operations such as addition modulo 2n, rotation
and exclusive ORs (ARX), as well as bitwise Boolean functions. In NIST’s SHA-3 hash

3
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function competition, this applies to 6 out of the 14 second-round candidates. An overview of
recent developments in the field of ARX-based cryptography are presented in Chapter 6.

The submission of many AES-based hash function to the NIST SHA-3 competition has
initiated new developments in the analysis of AES as a building block in hash functions.
Two different directions of analyzing AES based hash functions have been recently proposed
- an attack applied to AES in hashing mode, which uses local collisions to construct high-
probability differential paths and the rebound attack, which uses the available degrees of
freedom to find pairs for the (multiple) expansive parts of a path more efficiently. Both
approaches are discussed in Chapter 7.

Meet-in-the-middle attacks on the preimage resistance of hash functions recently re-
ceived renewed attention. This is both in the context of MD2 by Knudsen et al., attacks on
round-1 SHA-3 candidates by Khovratovic et al., as well as a series of results on members of
the MD4 family of hash functions by Aoki, Sasaki and others and Tiger. In Chapter 8, we
describe them in a way to fit into the meeet-in-the-middle (MITM) framework of Aoki and
Sasaki.

In Section 9 we briefly summarize recent progress in key recovery for block ciphers due to
the new technique of biclique cryptanalysis to enhance meet-in-the-middle attacks.

In the last section we discuss two techniques based on higher order differential crypt-
analysis to show non-random properties in hash functions and/or their building blocks.
First, we describe zero-sum structures as a new distinguishing property. To construct zero-
sum structures one exploits either the fact that the permutation or its inverse after a certain
number of rounds has a low degree, or some saturation properties due to a low diffusion.
Second, we describe an application of the Boomerang attack to hash functions to construct a
4-sum for the underlying permutation or compression function.



Chapter 2

Cube Attacks and Other Higher
Order Differential Techniques

Cube attacks have been presented by Dinur and Shamir [DS09] in 2008 as a new cryptanalytic
tool applicable to a broad class of secret key primitives (stream ciphers and block ciphers).
If the primitive has inherently low degree an attacker can recover the secret key by solving a
system of linear equations. The authors of [DS09] introduced a new terminology which was
reused in [ADMS09] to describe cube testers. In contrast to the cube attacks, cube testers
typically yield distinguishing rather than key recovery attacks. Both types of attack apply
in a scenario where the attacker can make chosen queries to the cipher (chosen IV or chosen
plaintext).

Cube attacks as well as cube testers have a natural description in terms of higher or-
der derivatives of Boolean functions as defined by Lai [Lai94] in 1994. In this perspec-
tive, cube testers have been improved using the idea of conditional differential cryptanalysis
in [KMNP10,KMNP11]. A similar idea underlies the dynamic cube attack [DS11]. These im-
provements resulted in the first attack on the stream cipher Grain-128 and on the best known
attacks on reduced variants of the stream ciphers Grain v1, Trivium, and the KATAN /
KTANTAN family of lightweight block ciphers.

We first describe cube attacks and cube testers, before we describe the more recent im-
provements. We also provide a short translation of the cube terminology to the terminology
of higher order differential cryptanalysis.

2.1 Cube Attacks

Cube attacks exploit implicit low-degree equations in cryptographic algorithms. They only
require black box access to the target primitive, and were successfully applied to reduced
variants of the stream cipher Trivium [DS09]. A very similar technique has been proposed
earlier in [Vie07]. The attacker recovers a secret key through specific queries to the cipher,
followed by solving a linear system of equations in the secret key variables. A one time
preprocessing phase is required to determine which queries should be made during the online
phase of the attack.

5
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2.1.1 Terminology

Let f be a function mapping {0, 1}n to {0, 1}, n > 0. The algebraic normal form (ANF) of f
is its representation as a polynomial over GF(2) in variables x1, . . . , xn. It has the form

2n−1∑
i=0

ai · xi11 x
i2
2 · · ·x

in−1

n−1 x
in
n ,

where a0, . . . , a2n−1 are binary coefficients, and ij denotes the j-th digit of the binary encoding
of i. A key observation regarding cube attacks is that for any function f : {0, 1}n → {0, 1},
one has

a2n−1 =
∑

x∈{0,1}n
f(x).

That is, the sum of all entries in the truth table equals the coefficient of the highest degree
monomial in the ANF of f . For example, let n = 4 and f be defined as

f(x1, x2, x3, x4) = x1 + x1x2x3 + x1x2x4 + x3.

Summing f over all 16 distinct inputs yields zero, the coefficient of the monomial x1x2x3x4.
Instead, cube attacks sum over a subset of the inputs. For example, summing over the four
possible values of (x1, x2) ∈ {0, 1}2 gives

f(0, 0, x3, x4) + f(0, 1, x3, x4) + f(1, 0, x3, x4) + f(1, 1, x3, x4) = x3 + x4,

which is the polynomial that multiplies x1x2 in f :

f(x1, x2, x3, x4) = x1x2 · (x3 + x4) + x1 + x3.

Generalizing, given a function f : {0, 1}n → {0, 1} and an index set I ⊂ {1, . . . , n},
summing f over all possible values xi ∈ {0, 1} for i ∈ I results in the polynomial p such that

f(x1, . . . , xn) = tI · p(· · · ) + q(x1, . . . , xn)

where tI is the monomial containing all the xi with i ∈ I, p has no variable in common with
tI , and no monomial in the polynomial q contains tI .

Following the terminology of [DS09], p is called the superpoly of I in f , tI is called a
maxterm if p has degree 1, and f is called the master polynomial.

Preprocessing Phase

This phase must be done only once and does not require online access to the cipher. The goal
is to find sufficiently many maxterms of the master polynomial. Each maxterm gives rise to
a linear equation in the bits of the key. Hence, recovering the full key requires k maxterms,
where k is the length of the key. Testing whether tI actually is a maxterm and reconstructing
its linear representation in key bits is achieved by probabilistic linearity tests [BLR90].

Online Phase

The attacker now evaluates the superpolys of all the k maxterms by summing f over the
corresponding public variables. Each result corresponds to a linear combination of the key bits
(determined in the preprocessing phase). Assuming that the degree of the master polynomial
is d, each evaluation requires at most 2d−1 chosen queries. Once enough linear superpolys are
found, the key can be recovered by solving the system of linear equations.
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2.1.2 Cube Attacks on Trivium

The stream cipher Trivium was designed by De Cannière and Preneel [De 06] and was chosen
for the final eSTREAM portfolio of hardware oriented ciphers1. Trivium takes as input a
80-bit key and a 80-bit IV. Its initialization has 1152 rounds. Each round corresponds to
clocking three non-linear feedback shift registers.

The cube attack could be successfully applied to a reduced variant with 767 initialization
rounds [DS09].

2.2 Cube Testers

Unlike cube attacks, cube testers typically yield distinguishing rather than key recovery at-
tacks. Cube testers have been introduced in [ADMS09] based on the terminology of [DS09],
but similar ideas have been used earlier [EJT07,Fil02,KM08,KM08,Saa06].

2.2.1 Terminology and Basic Idea

Informally, a distinguisher for a master polynomial f , representing a cipher with a fixed secret
key, is a procedure that identifies a specific property of f that is unlikely to be observed for
a randomly chosen function. In the case of cube testers, the procedure is allowed to make
queries with chosen values for some public variables. The set of public variables is divided
into two complementary subsets: cube variables (CV) and superpoly variables (SV). Cube
testers evaluate the superpoly of the CV for different configurations of the SV in order to
exhibit a distinguishing property. We illustrate these notions with our previous example,

f(x1, x2, x3, x4) = x1 + x1x2x3 + x1x2x4 + x3.

For the index set I = {1, 2} the superpoly is p(x3, x4) = x3 + x4. Here, x1 and x2 are the
CV, and x3 and x4 are the SV. The superpoly is linear in the SV which can be detected by
the attacker. An even stronger property can be detected for the index set I = {3, 4}. Then,
the superpoly evaluates to 0 for every configuration of the SV x1 and x2. In comparison,
for a function chosen uniformly at random from all functions {0, 1}4 → {0, 1}, the superpoly
of x3x4 is zero with probability only 1/16. This yields a distinguisher for f that always
identifies f (no false negatives) and with probability 1/16 incorrectly identifies a random
function as f (false positives). The distinguisher makes 24 queries to f . Note that in this
case, the distinguisher requires the entire truth table of f . At the cost of a higher rate of false
positives, the number of queries can be reduced.

2.2.2 Examples of Testable Properties

Let us give some examples of properties which can be used to build cube testers. We let C
be the size of CV, and S be the size of SV.

• Imbalance. A random function is expected to contain roughly the same number of
zeroes and ones in its truth table. A strongly imbalanced truth table can be used as
a distinguishing property. Typically, not the entire truth table is queried, but only a
random sample. If the sample has size 2N , N < S, the distinguisher requires 2C+N

queries to the cipher.

1See http://www.ecrypt.eu.org/stream/
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• Constantness. This is a special case of a maximally imbalanced truth table (all zero
or all one).

• Low Degree. A superpoly of a random function has degree at least S − 1 with
high probability. Probabilistic tests for the degree of Boolean functions are given
in [AKK+03, Sam07], for example. The test in [AKK+03] for degree d queries the
superpoly at about d4d points and always accepts if the ANF of the function has degree
at most k, otherwise it rejects with some bounded error probability.

• Linear Variables. This is a special case of low degree. Probabilistic linearity tests are
also required for the cube attacks, but in a slightly different context.

• Neutral Variables. Dually to the linearity, one can test whether a SV is neutral in the
superpoly. Alternatively, this can be seen as a special case of imbalance on a restricted
part of the truth table.

In practice, imbalance and neutral variables turned out to be most effective. Note that,
in contrast to the cube attacks, these properties do not require the superpoly to have a
particularly low degree.

2.2.3 Cube Testers on Trivium

For a reduced variant of Trivium with 790 rounds, a distinguisher based on neutral variables
is given in [ADMS09]. The distinguisher requires 231 chosen IV queries.

2.3 Improving Cube Testers

Recently, cube testers have been improved in two directions. Both directions have in common
that some SV are assigned with specific values in order to amplify the non-random behavior
of the superpoly. We first explain the basic idea from [KMNP10,KMNP11] that is based on
a higher order differential view on cube testers. Then we summarize [DS11] which exploits a
particular weakness of Grain-128.

2.3.1 Higher Order Derivatives of Boolean Functions

Let us briefly review the terminology of Lai [Lai94] which gives a more general view on cube
attacks and cube testers in terms of higher order derivatives.

Let f : {0, 1}n → {0, 1} be a Boolean function and a ∈ {0, 1}n. The derivative of f with
respect to a is defined as

∆af(x) = f(x)⊕ f(x⊕ a).

Note that computing the derivative of f with respect to a gives the output difference of f for
the input difference a. Analogously, the following definition corresponds to the generalization
of higher order differential cryptanalysis [Knu94]. Let a1, . . . , ad ∈ {0, 1}n. The d-th derivative
of f with respect to a1, . . . , ad is defined as

∆(d)
a1,...,ad

f(x) =
∑

c∈L(a1,...,ad)

f(x⊕ c),

where L(a1, . . . , ad) is the set of all 2d linear combinations of a1, . . . , ad.
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Relation to Cube Attacks.

The superpoly of I ⊂ {1, . . . , n} in f is precisely the derivative of f with respect to {ei, i ∈ I},
where ei ∈ {0, 1}n has a one at position i and zeros otherwise. Hence, superpolys are a special
case of higher order derivative with respect to points of Hamming weight one.

2.3.2 Conditional Differential Cryptanalysis

In [KMNP10, KMNP11] the differential view on cube testers is combined with the idea of
conditional differential cryptanalysis from [BAB93]. The technique has been extended to
higher order cryptanalysis and applied to constructions based on non-linear feedback shift
registers (NLFSR).

Suppose a prototypical NLFSR-based cipher with an internal state of length ` which is
initialized with a key k and an initial value x. Let s0, s1, . . . be the consecutive state bits
generated by the cipher, such that (si, . . . , si+`) is the state after i rounds, and let h be the
output function of the cipher such that h(si, . . . , si+`) is the output after i rounds. Every
state bit is a function of (k, x) and the same is true for the output of h. For some fixed i, let
f = h(si, . . . , si+`).

The idea of conditional differential cryptanalysis is to derive conditions on x that control
the propagation of the difference up to some round r. This results in a system of equations

∆as1(k, x) = γ1,
∆as2(k, x) = γ2,

. . .
∆asr(k, x) = γr,

(2.1)

where the γi ∈ {0, 1} describe the differential characteristic. The goal is to find a large sample
of inputs that follow the same characteristic, such that their difference is imbalanced at the
output. The conditions may also involve variables of the key. This allows for key recovery or
classification of weak keys.

Analyzing the conditions is a crucial part of conditional differential cryptanalysis. If the
system (2.1) is represented as an ideal in a suitable ring of Boolean polynomials, automatic
tools such as Gröbner basis algorithms can be used for the analysis.

2.3.3 Application to Trivium, Grain, and KATAN / KTANTAN

Grain v1 is a stream cipher proposed by Hell, Johansson, and Meier [HJM07] and, as Trivium,
has been selected for the final eSTREAM portfolio. It accepts an 80-bit key and a 64-bit
initial value. Initialization takes 160 rounds. Grain-128 was designed by Hell, Johansson,
Maximov, and Meier [HJMM06] as a bigger version of Grain v1. It accepts a 128-bit key, a
96-bit initial value, and initialization takes 256 roudns. Table 2.1 shows the results obtained
with conditional differential cryptanalysis for reduced variants of Grain v1, Grain-128, and
Trivium [KMNP10,KMNP11].

Conditional differential cryptanalysis also has been applied to the KATAN / KTANTAN
family of lightweight block ciphers, designed by De Cannière, Dunkelman, and Knežević [DDK09].
The family consists of six ciphers in two flavors and three block sizes. All members of the
family showed a comfortable security margin with respect to conditional differential crypt-
analysis.
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Table 2.1: Conditional differential cryptanalysis of NLFSR-based stream ciphers. Indicated
is the query complexity (i.e., the number of chosen IVs). The time and memory complexities
are negligible for all attacks.

Cipher Rounds Complexity Weak keys Type of attack

Grain v1 97 231 all key recovery
104 239 all distinguisher

Grain-128 213 225 all key recovery
215 225 all distinguisher

Trivium 798 225 all distinguisher
868 225 231 distinguisher
961 225 226 distinguisher

2.3.4 Dynamic Cube Attack on Grain-128

The dynamic cube attack [DS11] is another way to improve the efficiency of cube testers
and to turn them into key recovery attacks. As for conditional differential cryptanalysis
specific values are assigned to the SV. But contrary to previous attacks, these values are
dynamically adapted during the evaluation of the superpoly. This potentially increases the
non-random behavior and eventually leaks information on the key. Finding the dependencies
of the dynamic SV from the CV and eventually from the key is the intricate part of the attack.

In [DS11] a approach specific to Grain-128 has been used. The output function of Grain-
128 has a single monomial of degree 3 (all other monomials have lower degree). This monomial
contributes most to the high degree of the master polynomial f . Hence, one can try to nullify
this monomial by nullifying one of its variables. In order to nullify this variable, one analyzes
its algebraic representation in state bits, which gives rise to other variables that have to be
nullified, and so on.

The dynamic cube attack can recover the full key of Grain-128 about 238 times faster than
exhaustive search for about 7.5% of the keys [DGP+11]. This attack is an improvement of the
first attack on full Grain-128 which only worked for a much smaller class of weak keys [DS11].

2.4 Cube attacks and cube testers on other cryptographic
schemes

Cube attacks and cube testers have been applied in [ADMS09] to reduced-round versions
of the SHA-3 candidate hash function MD6, [RAB+]. In a similar spirit as reported for
Trivium, extensive hardware assisted cube testers on the eSTREAM candidate stream ci-
pher Grain-128 2 have been carried out in [ADH+]. A statistical framework related to cube
attacks, based on probabilistic neutral bits, has been independently developed and applied
in [FKM08] for reduced complexity key recovery in Grain-128 for up to 180 of its 256 rounds
of initialization. A similar concept has successfully been applied in [KM08] to a T-function
based self-synchronizing stream cipher proposed by Klimov and Shamir, [KS05]. This is in-
teresting as the cryptanalysed cipher uses word-wise operations in the T-function approach,

2See http://www.ecrypt.eu.org/stream/
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rather than low-degree boolean functions, as is the case for most other primitives cryptanal-
ysed thus far by cube attacks. Finally, the zero-sum distinguishers as considered in [AM] are
influenced by high-order differential cryptanalysis and by cube distinguishers.

2.5 Conclusion

In the last few years, higher order differential cryptanalysis underwent a revival in stream
cipher cryptanalysis. Cube testers and their improvements can serve as a benchmark for
evaluating the algebraic strength of constructions based on low degree components, and as
a reference for choosing the number of rounds. The success of higher order differential tech-
niques on stream ciphers influenced cryptanalysis of other primitives as well. Notable ex-
amples are non-random properties of the SHA-2 compression function [LM11], and zero-sum
distinguishers [AM,BCC11].
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Chapter 3

Trade-offs in generic attacks on
stream ciphers

The literature describes several brute-force generic attacks on stream ciphers 1. From a
high-level point of view, the attacks can be described as a sequence of two phases:

Precomputation phase: The results of the computations performed in this phase can be
reused for several iterations of the attack. Typically, the results are some tables which
are used to speed up the last phase of the attack. We denote the binary logarithm of
the computational complexity of this phase by P .

Online phase: The attacker collects data, which usually consists of ciphertexts and corre-
sponding known or chosen plaintexts. We count the amount of data collected in units
of k bits, and denote the binary logarithm of this quantity by D. This data is combined
with the results of the precomputation phase to recover the key. We denote the binary
logarithm of the computational complexity of this phase by T .

We denote the binary logarithm of the sum of the memory requirements of the precomputation
phase and the online phase of the attack by M .

3.1 Exhaustive attacks

For a straightforward exhaustive key search, there is no precomputation, the attacker collects
a negligible amount of known plaintexts, and uses a negligible amount of memory (P = D =
M ≈ 0). The online computational complexity is given by T = k.

On the other hand, we can also imagine an attack scenario where the attacker precomputes
the ciphertext for a given chosen plaintext under all possible keys, and stores the result in
a table. This gives P = M = k. The online phase of the attack consists of obtaining
the ciphertext corresponding to the chosen plaintext and looking up the key in the table
(D ≈ T = 0).
Notes:

1. For an SSC a chosen-plaintext attack can always be replaced by a known-plaintext
attack with the same complexities.

1The content of this chapter was published in [Rij10]

13
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2. Some authors argue that it is not realistic to say that the time to look up data in a
table doesn’t depend on the size of the table [Ber05]. All authors agree that memory
cost and computation cost are very different things. Hence, when comparing various
trade-off curves or points on a given trade-off curve, one has to be careful. A point with
much higher T , but slightly decreased M compared to its alternatives, might well be
the best choice.

Between the two extreme cases formed by exhaustive key search and a full table based
attack, several trade-off scenarios can be defined. They are discussed next. We denote the
key length (in bits) by k. The classical time-memory trade-off described by Hellman [Hel80]
has the following complexities:

T = M = 2k/3, P = k and D = 0,

which can be generalized to

T + 2M = 2k, P = k and D = 0.

This trade-off works for any one-way function, hence also for stream ciphers. The attack
recovers the secret key.

3.2 Time-Memory-Data trade-offs

For stream ciphers with an unkeyed output transformation, it is possible to define trade-off
attacks targeting the internal state instead of the the key. We denote the size of the internal
state (in bits) by s. Babbage and Golić (BG) [Bab95, Gol97] describe time-memory-data
trade-off attacks with:

T +M = s, D = T and P = M. (3.1)

Biryukov and Shamir (BS) [BS00] describe time-memory-data trade-off attacks targeting the
internal state with:

T + 2M + 2D = 2s, T ≥ 2D and P +D = s. (3.2)

In ‘practice,’ one usually chooses T = 2D for the Biryukov-Shamir trade-off. If the state size is
at least twice the key length, then both the Babbage-Golić trade-offs and the Biryukov-Shamir
trade-offs become less efficient than the previously described attacks.

3.3 Time-Memory-Key trade-offs

In [HS05] a new type of trade-off is considered: the time-memory-key trade-off. The at-
tack works in a scenario where an attacker can obtain a large number of short key streams,
produced with different keys, but the same IV. The attack recovers one of the keys.

We denote by K the binary logarithm of the number of keys that are attacked in parallel.
The trade-offs (3.1) and (3.2) become now:

T +M = k, K = T and P = M, (3.3)

T + 2M + 2K = 2k, T ≥ 2K and P +K = k . (3.4)
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Figure 3.1: Time-Memory-Key trade-offs for the Babbage-Golić (BG) and for the Biryukov-
Shamir (BS) curves. The precomputation (P ) curve is the same for both cases, and equal to
the BG memory M curve.

The data complexity of the attacks equals 1 k-bit string per key. The trade-off (3.4) is
generalized in [BMS06] to:

T + 2M + 2K = (3− ε)k and P +K = k with 0 ≤ ε ≤ 1.

Figure 3.1 compares the Babbage-Golić trade-offs and the Biryukov-Shamir trade-offs.
For increasing K, the Biryukov-Shamir has a faster decreasing memory complexity, but a
slower decreasing computational complexity. It follows that the Biryukov-Shamir approach is
better adapted to the current state of computing technology, where computations are cheaper
than memory.

3.4 Distinguishing and Initialization-Phase Attacks

In a distinguishing attack, the adversary tries to determine if a given bit stream comes from a
known cipher or from a purely random source (a bit stream chosen according to the uniform
distribution). In this case, the distinguisher is a tool that takes a bit stream as input and
outputs either 1 (cipher) or 0 (random). Additionally, such attacks may allow an adversary to
make predictions about upcoming portions of the keystream sequence. This is a generic kind
of attack on stream ciphers. Although often weaker than a key-recovery attack, the existence
of a distinguisher of high probability may lead to information leakage, that is, information
about unknown plaintext or the internal state can leak through the ciphertext. Distinguishing
attacks become quite conventional in the cryptographic literature, and many examples can
be found, some of which are listed below.

Initialization or resynchronization mechanisms are sensitive components of synchronous
stream ciphers, and have been targeted for a long time in attacks, such as [DGV94,Mul04a].
Recovery from loss of synchronization (or resynchronization) can be performed by the receiver
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without intervention by the sender if the plaintext has enough redundancy, or can be mitigated
by inserting synchronization patterns in the ciphertext at regular intervals. The aim is to
guarantee that sender and receiver keep the same internal state during transmission, that is,
they operate in sync.

Retransmitting state information in clear will compromise security and could be too costly
or ineffective due to the same problems that caused loss of synchronization in the first place.
More effective solutions involve defining a new internal state based on information already
known by sender and receiver: a secret key and fresh IVs. This setting of new IVs (resyn-
chronization) becomes a source of potential attacks, when the adversary has control over the
selection of IVs.

In [RH02], Rose and Hawkes argue that the existence of distinguishing attacks is not a
threat to stream ciphers in practice. In particular, the data complexity of these attacks is
unrelated to the key length and is often much beyond the amount that can be obtained in
real applications.

In [EHJ], Englund et al. describe generic distinguishing attacks on block ciphers in stream
modes such as OFB and CTR, with complexity 2n/2 encryptions, with n the bit size of a text
block. This observation implied an upper bound of 2k/2 on the number of keystream bits
generated (or plaintext bits encrypted) by these modes before the key (of size k bits) is
changed [ZB05]. Englund et al. also describe a new resynchronization attack on LEX stream
cipher requiring 265.66 keystream bits from a single IV and the first 132 bits from 265.66

messages initialized with different IVs. In [DK08], Dunkelman and Keller present a key-
recovery attack on the updated (tweaked version of) LEX requiring 236.3 key stream bytes
(possibly under different IVs) and time complexity 2112 operations.

In [FM00], Fluhrer and McGrew describe an attack that distinguish RC4 from a random
stream using 230.6 output key bytes. This attack works even if a few key bytes are discarded
(blank rounds), which is a typical countermeasure against attacks that exploit biases in the
distribution of the first key bytes output by RC4.

In [Max05], Maximov propose attacks that distinguish the VMPC stream cipher [Zol04]
from random using 254 bytes of the output key stream, and the RC4A stream cipher [PP04],
an improved variant of RC4, with 258 key stream bytes. This attack on VMPC violated a
design criteria of the cipher that explicitly claimed resistance against distinguishing attacks.
An improved attack on VMPC was reported in [TSK+05] requiring 238 key stream bytes, and
on RC4A using 223 key bytes.

In [PPS06], Paul et al. presented distinguishing attacks on the Py stream cipher exploiting
a statistical bias in the distribution of its output words in the first and third rounds. More
specifically, the weakness originates from the non-uniform distribution of carry bits in the
modular addition in Py. This attack requires 284.7 random key/IV’s, plus the first 24 bytes
of the keystream. The time complexity is tini · 2

84.7, where tini is the running time of a single
key/IV setup in Py. In [IOKM06], Isobe et al. report on key-recovery attacks on Py and
Pypy, under a chosen-IV setting. Their attack recover the 128-bit key with a time complexity
of 248, under approximately 224 chosen IVs.

In [WP06a], Wu and Preneel described flaws in the IV setup of Py and Pypy stream
ciphers. For IVs with special differences, two keystreams can be identical for every 216 IVs.
In [WP06b], Wu and Preneel presented key-recovery attacks on Py and Pypy based on weak-
nesses in the IV setup algorithms of these two ciphers. More specifically, the problem is that
two keystreams generated from the chosen IVs can be identical with high probability. In their
attack, if the IV size is more than 10 bytes, IVsizeb−9 bytes of the key can be recovered with
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(IVsizeb − 4) · 219 chosen IVs, where IVsizeb is the IV size in bytes. For key and IV of 128
bits each, the effective key length is reduced to 72 bits with approximately 224 chosen IVs.

Another chosen-IV attack, this time on the VEST family of stream ciphers, was presented
by Joux and Reinhard [JR07]. Their attack exploit collisions in the counter (diffusor) used
during the IV setup phase. As a consequence, they can recover 53 bits of the internal cipher
state reducing the effort of exhaustive search by the same number of bits.

In [NP07], Naya-Plasencia reported on key-recovery/state-recovery and distinguishing at-
tacks on Achterbahn-128/80, improving on previous attacks by Hell and Johansson [HJ06].
The distinguishing part of her attack on Achterbahn-80 has complexity 274 operations and
requires 261 key stream bits. As for the (distinguishing part of the) attack on Achterbahn-128,
it requires 280.4 operations and 260 key stream bits.

In [CP07], Cho and Pieprzyk presented a linear distinguisher for the Dragon stream ci-
pher. The distinguisher exploits biases of two S-boxes and the modular addition. This attack
allows to distinguish Dragon from a random bitstream using 2150.6 keystream bytes (which
is, nonetheless, larger than the maximum amount of keystream available) and memory com-
plexity 259.

In [WP07], Wu and Preneel describe a differential-linear attack against the Phelix stream
cipher, using 234 chosen nonces and 237 chosen plaintext words. The attack complexity is 241.5

operations.
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Chapter 4

Implications of Related-Key
Attacks

4.1 Related-key attacks in theory

Let B(k, x) denote a block cipher with key input k and plaintext input x.
The most traditional definition of security for a block cipher is the Pseudo-Random Per-

mutation (PRP) model, where an adversary needs to distinguish the block cipher with a
randomly selected key from a random permutation. In this model, an adversary can query
the block cipher B output for different plaintext inputs xi and one fixed key k:

yi = B (k, xi) .

In the related-key attack model, the adversary can query the block cipher B output for
different plaintext inputs xi and different key inputs ki. However, the key inputs are not
under full control of the adversary. Instead, the adversary can choose a function fi on the
key space and obtain the ciphertexts:

yi = B (fi (k) , xi) .

As has been observed in [BK03], in order to make possible a sound definition of security in
this model, the set of admissible functions fi has to be restricted. The conditions output-
inpredictability and collision resistance are introduced in [BK03]. If these conditions are not
satisfied, then security can’t be defined.

Already in [Bih02] it was observed that if an adversary can query a block cipher under
different keys, then, even if the keys are independently uniformly distributed, the adversary
will need a lower number of queries than in a model where the key is fixed. This implies
that we have to take special precautions when defining the advantage of an adversary in a
related-key or any other multi-key model.

4.2 Related-key attacks in practice

IBM’s key control vector mechanism and certain legacy banking protocols include function-
ality that can be abused to mount related-key attacks where the functions fi are restricted
to xoring with a known value

fi(ki) = ki ⊕ ci.

19
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Hence, this type of related-key attacks can be considered to be practical. Note also that the
set of functions defined by letting the constants ci take any value satisfies also the conditions
output-inpredictability and collision resistance.

For the more general related-key attacks like the ones described in the next section, there
is no protocol or application known where the attacks could be considered to be practical.

4.3 Related-key attacks and security claims

There exist a couple of methods to prove a design secure against differential and linear
cryptanalysis, or at least basic versions of these attacks. Examples include provable secu-
rity [NK95,Mat96], the wide trail design strategy [DR02], decorrelation [Vau03]. All of these
methods assume a fixed key. Although many of the ciphers designed according to any of these
methodologies include a key schedule that will provide some resistance against related-key
attacks, the security claims and proofs are not valid in a related-key model.

4.4 Outline of recent attacks

4.4.1 Attacks on AES

A series of related-key attacks on AES [BKN09,BDK+10b,BDK+10a] drawn much attention
in 2009. The authors heavily used the following new ideas

• The local collision technique from hash function cryptanalysis in order to get better
differential trails.

• Use of non-trivial relations between the keys: difference in subkeys.

• Use of conforming pairs as a certificate of non-idealness of a cipher.

• Use of parallelism in round operations to get higher-probability boomerangs.

We describe them consecutively in the next paragraphs.

Local collision. A local collision is a short collision trail in the internal state, whose dif-
ference is controlled by the key schedule (message schedule in a hash function). The notion
comes from the cryptanalysis of SHA-0, where a local collision is produced by injecting one-bit
differences in particular positions of the six consecutive message blocks.

A local collision in AES-256 is produced as follows (Figure 4.1). The subkey has a dif-
ference in a single byte of the upper row, which is injected to a zero-difference internal state
(disturbance). Then it is converted to an unknown difference by SubBytes, but is not touched
by ShiftRows. Finally, the difference is expanded by MixColumns to a full column difference
and is corrected by the next subkey addition. The appropriate column difference in the sub-
key can be predicted with probability up to 2−6, so the local collision trail has probability up
to 2−6 .

Due to the key schedule the differences spread to other subkeys thus forming the key
schedule difference. The resulting key schedule difference can be viewed as a set of local
collisions, where the expansion of the disturbance (also called disturbance vector) and the
correction differences compensate each other. The probability of the full differential trail is
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Figure 4.1: A local collision in AES-256.

then determined by the number of active S-boxes in the key-schedule and in the internal state.
The latter is just the number of the non-zero bytes in the disturbance vector.

An optimal trail corresponds to a minimal-weight disturbance expansion, which is a low-
weight codeword of a linear code, as well as the resulting key schedule difference (Figure 4.2).

Disturbance

Correction
+

Key schedule
=

Figure 4.2: Full key schedule difference (4.5 key-schedule rounds) for AES-256.

Difference in subkeys. Due to nonlinearity of the key schedule, the difference in the
subkeys becomes partly undetermined after several key schedule rounds. The first AES-256
paper solved this issue by imposing restrictions on the key, thus attacking a weak key class in
the secret-key model. The second paper introduced boomerang attacks, which allow shorter
trails with no active S-boxes in the crucial part of a trail. In order to deal with the minimal
number of related keys — four — difference in the subkeys was introduced as a relation. As
a result, each part of a boomerang deals with an optimal trail. The authors also proved that
the resulting key quartet can be constructed for each key and does not collapse.

Insecurity in the chosen-key model. AES was regularly cited as an admissible instan-
tiation of an ideal block cipher in provably secure constructions. The authors of [BKN09]
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Figure 4.3: AES-256: Computing KB, KC , and KD from KA.

demonstrated that AES actually exhibits properties that are unlikely to find in an ideal ci-
pher with the same query complexity. This implies that an ideal cipher being instantiated
with AES may have undesirable properties and not fulfill the randomness requirements.

The property that was exploited is called a differential q-multicollision, which is a set of q
pairs of plaintexts conforming to the related-key differential trail. Such a set can be found for

an ideal cipher with as many as O(q · 2
q−2
q+2

n
) queries, while for AES-256 it can be constructed

with the complexity equivalent to q ·267 AES calls. A definition of a differential multicollision
can be weakened to a so called partial multicollision, for which the complexities to be found
in an ideal cipher and AES are 252 and 237, respectively. This leads to a practical certificate
of non-randomness. The complexity of all these attacks is significantly lower than the inverse
of the probability of the respective differential trails due to the freedom in the choice of the
key and the application of equation-solver tool in the most expensive part of a trail.

Improvements in the boomerang attack. The paper on boomerang attacks [BDK+10b]
formally introduced several tricks that are aimed to reduce the probability of a boomerang
distinguisher. The tricks deal with the switch phase of the boomerang attack, which is the
transition point between sub-ciphers E0 and E1 and also a place all the four differences of
a quartet of states are explicitly fixed. The authors noted that the differential trails for the
boomerang attack should be constructed so that

• The number of S-boxes in the switch round that are active in both trails should be as
low as possible.

• The S-boxes that are active in both trails should possess the same input or output
differences.

Summary. These ideas resulted in the following advances in the cryptanalysis of AES:

• Related-key boomerang attacks on AES-192 and AES-256 in the secret-key model.

• Practical-complexity attacks on up to 10 rounds of AES-256 in the secret-key model.

• Practical-complexity attacks on AES-256 in the chosen-key model.
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4.4.2 Attacks on other ciphers

Kasumi

Kasumi is a block cipher used in the third-generation GSM telephony. It is a modification
of a block cipher Misty and operates on a 64-bit block and a 128-bit key. The attack on
Kasumi [DKS] is a related-key boomerang attack with 232 time and 226 data complexity. The
authors managed to verify the attack on a PC and.

The attack greatly benefits from a formal treatment of the boomerang tricks, first intro-
duced in [BDK+10b] and [BCD03], and now called a sandwich attack. The idea is to separate
the switch phase of the boomerang attack into a single transformation M , so that the whole
cipher E is decomposed as E1 ◦M ◦E0. The sub-ciphers E0 and E1 have the differential trails

∆
E0−→ ∆′; ∇′ E1−→ ∇.

The authors consider the probability PM that in the return phase of the boomerang the
backward iteration of E0 gets the proper difference ∆′ if both iterations of E−11 give ∇′:

PM = P

Input Diff(E−10 ) = ∇′
∣∣∣∣

E0−→ ∆′

E−1
1−→ ∇′

E−1
1−→ ∇′

 .

In the regular boomerang attacks and in [BDK+10b] PM is equal to 1. The KASUMI
paper demonstrates how to exploit the case PM 6= 1 and formally introduced the framework
for the precise estimation of the distinguisher probability.

SQUARE

SQUARE is a block cipher with a 128-bit state and a 128-bit key. SQUARE follows the SPN
structure, which is quite similar to that of AES. However, key schedule of SQUARE is linear
and admits linear relation between related keys. The attacker is able to choose the disturbance
difference in the local collision so that it is converted to the correction difference by a round
of the key schedule. As a result [KYS], one can get a differential trail with zero-difference
rounds before and after the local collision round (Figure 4.4). However, the probability of
the local collision drops to 2−28, because the disturbance difference at first expanded by the
linear transformation and only afterwards passes the S-box layer.

· · ·· · ·
θ γ π θ γ π

ψ

θ γ π

ψ ψ

2−28

Figure 4.4: Related-key trail for SQUARE.

SQUARE has 8 rounds, so 4-round trails are long enough for the boomerang attack. The
trails are produced from the 3-round trail in Figure 4.4, and the positions of the differences
are carefully chosen in order to benefit from the tricks in the switch phase (similar to AES and
KASUMI). The linearity of the key schedule also admitted a simple linear relation between
keys.
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Other ciphers

Several related-key attacks with little use of new techniques also appeared in 2009. The block
cipher Threefish, the core of SHA-3 candidate Skein, the block cipher XTEA were analyzed
with a simple boomerang attack with 33 and 36 rounds broken, respectively. The attacks use
a linear relation between keys.



Chapter 5

Linear Cryptanalysis

Linear cryptanalysis is one of the most powerful statistical cryptanalysis tools using known
plaintext/ciphertext pairs and it is based on probabilistic linear approximations. While
the idea to use probabilistic approximations has already appeared in [TCG92] applied to
FEAL [SM88], the theory of linear cryptanalysis was described and experimented on DES by
Matsui [Mat94b,Mat94a].

Notation. In the following, we will denote random variables X,Y, . . . by capital letter and
their realizations x ∈ X , y ∈ Y, . . . by small letters. The probability function of a variable X
following a distribution D will be denoted PrD[x]. If the distribution or the distribution and
the random variable are clear from the context we can write PrX [x] or Pr[x], respectively.
A sequence X1, X2, . . . , XN of independent and identically-distributed (i.i.d.) random vari-
ables of length N is denoted by {Xi}Ni=1. For a realization of such a sequence we define by
N̂({xi}Ni=1|η) = #{1 ≤ i ≤ N : xi = η} the relative frequency of η ∈ X . If the sequence is
clear from the context we can write only N̂(η). For X = Fn2 , we can represent x ∈ X as a bit
vector x. A vector representation is displayed by bold or Greek letters.

Let us denote P, C, and K the plaintext, ciphertext and key, respectively. Given the bit
masks α and γ, we consider the following relation:

αT
(

P
C

)
= γTK.

We will use brackets to consider specific bits, e.g. P[i] denotes the ith bit of P. We use
the DES notation for Feistel ciphers and note by PH the left block of the plaintext, PL the
right block, CH the left block of the ciphertext and CL the right block. Let {(pi, ci)}Ni=1 be
a sequence of plaintext/ciphertext pairs. We will use the following centered counters of the
approximation:

ûα = #{(pi, ci) : αT
(

pi
ci

)
= 0} −#{(pi, ci) : αT

(
pi
ci

)
= 1}.

We note the distribution function of the standard normal distribution by φ(x) =
∫ x
−∞

e−t
2/2dt√
2π

.

Principle. Given a relation

αT
(

P
C

)
= γTK.
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occurring with a probability p = 1
2 + s = 1

2(1 + ε) we denote s as the bias of the approxi-
mation and ε as the correlation. The bias was the quantity used historically but it has been
replaced by correlation and we will express everything by means of correlation in this sum-
mary. We present first the two algorithms invented by Matsui before presenting variants of
these algorithms.

5.1 Piling-up lemma

To build linear approximations of a cipher we use the following theorem, called the Piling-up
lemma:

Theorem 5.1.1 Let {Xi}Ni=1 be binary statistically independent variables such that the cor-
relation of Xi is εi. Then ⊕iXi is a random boolean variable with a correlation

∏
i εi.

Hence it is possible to concatenate linear approximations. This can be used for building
a linear approximation of a cipher using approximations of components. Nevertheless, in
practice the independence hypothesis is not always valid, so the estimation given should be
checked on each algorithm. For example, for DES [FIP99], it gives precise results while for
other algorithms, such as RC5 [Riv95], an inner dependency provokes wrong results applying
the piling up lemma [Sel98]. This kind of problem exists particularly when there are several
consecutive active rounds.

5.2 Matsui Algorithm 1

The idea of Algorithm 1 is the following: if the absolute value of the correlation |ε| is suf-
ficiently large compared to the number of plaintext/ciphertext pairs, then the value of γTk
can be recovered. Thus we have found a bit of information of the key. More precisely, if

γTk = 0 then αT
(

P
C

)
(seen as a binary variable) will be distributed with a mean 1

2(1 + ε)

and a variance 1
4 − 4ε2 whereas if γTk = 1 then αT

(
P
C

)
will be distributed with a mean

1
2(1 − ε) and a variance 1

4 − 4ε2. To distinguish the two distributions, Matsui’s Algorithm 1
works as follows:

1. Take N plaintext/ciphertext pairs.

2. Compute the centered counter ûα.

3. If ûα > 0 then guess γTk = 0 (if ε > 0) or γTk = 1 (if ε < 0) otherwise guess γTk = 1
(if ε > 0) or γTk = 0 (if ε < 0).

The probability of success of Algorithm 1 is given by the following theorem (with a numeric
application in Table 5.1)

Theorem 5.2.1 If |ε| is sufficiently small then the probability of success of Algorithm 1 is
φ(
√
Nε).
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N ε−2 2ε−2 4ε−2 8ε−2

Probability of success 84.1% 92.1% 97.7% 99.8%

Table 5.1: Probability of success of Algorithm 1.

5.3 Matsui Algorithm 2

Algorithm 2 uses the approximation as a distinguisher on inner rounds to recover external
key bits. If the guess on the external key bits is correct then we should see the expected
correlation while if the guess is wrong then the linear approximation should occur with a
probability 1

2 because the link between the plaintext and the ciphertext will be random.
Therefore we should distinguish a distribution with a mean 1

2(1± ε) among a lot of different
distributions with a mean 1

2 . This attack recovers more key bits than Algorithm 1 and uses
a approximation over fewer rounds so it gives more practical attacks. Algorithm 2 works as
following:

1. Take N plaintext/ciphertext pairs.

2. For each possible external key k, do a partial encryption/decryption over external rounds
to compute the associated counter ûkα.

3. Guess the value of the key which gives the greatest absolute value of ûkα. The sign of
ûkα gives also a guess on one internal key bit.

Other key bits can be recovered with a brute force attack. This algorithm gives an attack
on the full DES using 247 plaintext/ciphertext pairs and a probability of success of 96.7%
in [Mat94b] with a partial decryption on one round and the following linear approximation
over 15 rounds with a correlation −2−21.75:

αT
(

P
C

)
= PH [7, 18, 24]⊕PL[12, 16]⊕CH [7, 18, 24, 29]⊕CL[15] and

γTK = K1[19, 23]⊕K3[22]⊕K4[44]⊕K5[22]⊕K7[22]⊕K8[44]

⊕ K9[22]⊕K11[22]⊕K12[44]⊕K13[22]⊕K15[22].

An important modification of this algorithm was introduced in [Mat94a], is named key ranking
and consist in:

1. Taking N plaintext/ciphertext pairs.

2. For each possible external key k, do a partial encryption/decryption over external turns
to compute the associated counter ûkα.

3. Rank the counters ûkα with their absolute value.

4. Take the ûkα with the maximum absolute value and try to find with exhaustive search
the rest of the key bits. If it is impossible, try again with the ûkα with the second greatest
absolute value and so on.
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An application of this attack was an attack over the full version of DES using 243 plain-
text/ciphertext pairs and a probability of success of 85% in [Mat94a] using the two following
linear approximations over 14 rounds (each of them gives different external key bits):

αT
(

P
C

)
= PL[7, 18, 24]⊕CL[15]⊕CH [7, 18, 24, 29] and

γTK = K2[22]⊕K3[44]⊕K4[22]⊕K6[22]⊕K7[44]⊕K8[22]

⊕ K10[22]⊕K11[44]⊕K12[22]⊕K14[22] together with

αT
(

P
C

)
= CL[7, 18, 24]⊕PL[15]⊕PH [7, 18, 24, 29] and

γTK = K13[22]⊕K12[44]⊕K11[22]⊕K9[22]⊕K8[44]

⊕ K7[22]⊕K5[22]⊕K4[44]⊕K3[22]⊕K1[22].

In [Mat94a] Matsui estimates the complexity of this attack as 243 DES encryptions. This com-
plexity is an overestimation as was indicated in [Jun01] by Junod who showed experimentally
that it was 241 DES encryptions. An important optimization concerning the computation of
experimental correlations based on the FFT was presented by Collard et al. in [CSQ07].

5.3.1 Probability of success of Algorithm 2

The computation of the probability of success of Algorithm 2 is much more complex and
depends in the general case on the correlation and the number of external key bits recovered
in the attack. A first estimate was given by Matsui [Mat94b], has then been extended by
Junod [Jun01] and was finally given by Selçuk [Sel08]. The important notion to evaluate this
probability is the notion of the a-bit advantage, defined as follows

Definition 5.3.1 If, after the last step of the algorithm, the correct key belongs to the first
2r keys among the 2m candidates, we say that we have an (m− r)-bit advantage.

In [Sel08] Selçuk proves the following theorem:

Theorem 5.3.1 Let P be the probability that Matsui Algorithm 2, with an m-bit external key,
a linear approximation with correlation ε, and N known plaintext/ciphertext pairs, gives an a-
bit advantage. Suppose that the linear approximations made by each key guess are statistically
independent and their probability is 1

2 for each wrong key guess, then for sufficiently large m
and N

P = φ(
√
Nε− φ−1(1− 2−a−1)).

5.4 Linear hull

Introduced by Nyberg [Nyb95], the linear hull is an effect appearing when different linear
trails with the same plaintext and ciphertext masks coexist. It influences the correlation of

the binary variable αT
(

P
C

)
and so linear hulls have been an important topic of research in

linear cryptanalysis. A detailed survey and bibliography is given in [Kel03].
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5.5 Deriving methods

Several methods have been derive from linear cryptanalysis, among them we can underline
a few. Using some assumptions on the plaintext distribution allows to build only ciphertext
attacks [Mat94b]. Furthermore, some assumptions over the plaintext distribution using chosen
plaintext/ciphertext pairs allows to reduce the correlation of targeted approximation [KM01].
Combining linear cryptanalysis with differential cryptanalysis is a quite effective cryptanalysis
against many ciphers [LH94, BDK02] and using non linear approximations [KR96, SK98] is
also a possible direction.

5.6 Multiple-Linear and Multidimensional Linear Cryptanal-
ysis

Basic linear cryptanalysis uses one linear approximation. The question is, can we improve
the attacks by using several approximations. In this section, we consider the different devel-
opments in this direction.

Let us assume that we have m approximations

αTi

(
P
C

)
= γTi K,

for 1 ≤ i ≤ m each with a correlation εi. We can combine the result by considering the result
as words in Fm2 . Then we have

α̃T
(

P
C

)
= γ̃TK,

where α̃ is a m× (log2 |P|+ log2 |C|) matrix and γ̃ a m× log2 |K| matrix.

Let Yi = αTi

(
P
C

)
⊕ γTi K be the binary random variable corresponding to the linear

approximations defined by (αi, γi). Then, two linear approximations corresponding to (αi, γi)
and (αj , γj) are statistically independent if for P,C,K randomly distributed, the variables
Yi, Yj are independent.

There are mainly two approaches, multiple linear approximation and multidimensional
linear approximation. The difference is that the first one assumes statistically independent
approximations.

5.6.1 Multiple Linear Cryptanalysis (Biryukov Method)

Already in [Mat94a,JV03], two statistically independent approximations were used for the key
ranking in Algorithm 2. In [KR94], Kalisky and Robshaw used m different approximations
αi for the plaintext-ciphertext pairs and the same mask γ = γi for the key. Assuming that
the approximations were statistically independent, they were able to reduce the amount of
data needed for Algorithm 1 and 2.

Biryukov et al. [BCQ04] proposed a method using m statically independent approxima-
tions, where the mask for the plaintext-ciphertext pairs as well as for the key vary. Since the
approach of Kalisky and Robshaw can be seen as a special case of this method, we use the
term Biryukov method to refer to the use of independent approximations.
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For the i’th approximation and N plaintext-ciphertext pairs, let εi be the correlation of

αTi

(
P
C

)
and ε̂i =

ûαi
N the empirical correlation.

For the extension of Matsui’s Algorithm 1, Biryukov et al. partition the keyspace to 2m

subgroups according to the result of z = γ̃Tk. The goal is to find the right subgroup and thus
gain m bits of information of the key. In an on-line phase, the empirical correlations of the
m approximations are computed. Finally, in the off-line phase, the subgroup corresponding
to z = (z1, z2, . . . , zm) is chosen for which the sum

g(k) =
m∑
i=1

((−1)ziεi − ε̂i)2

is minimized. The time and memory complexity is mN in the on-line phase, and m2m and
m in the off-line phase. Under the assumption of independent approximations, Biryukov et
al. claim that N is proportional to 1/

∑m
i=1 ε

2
i .

For Algorithm 2, we have a sequence of plaintext-ciphertext pairs (p1, c1), (p2, c2), . . .,
(pN , cN ) encrypted over several rounds. Let k denote the main key and kr the roundkey used
for the encryption of the last round, and f the round function. We define by ε̂kri the empirical
correlation of the pairs (pj , f

−1(cj ,kr)). The attack tries to minimize the following sum:

g(kr, z) =
m∑
i=1

((−1)ziεi − ε̂kri )2 +
∑

k′r 6=kr

m∑
i=1

(ε̂
k′r
i )2.

The first part of the sum is minimized for the right key subclass, and the second sum is
minimized for the right last round key.

The problem of this approach is, that it assumes statistically independent approximations.
Murphy showed in [Mur06] that this is not true in the general case. More specific, Hermelin et
al. [HCN08] pointed out that in the case of reduced round Serpent the strong approximations
are normally not independent.

5.6.2 Multidimensional Linear Cryptanalysis

In [JM03], Johansson and Maximov apply for the first time a multidimensional analysis on the
stream cipher Scream. Baignères et al. develop in [BJV04] a statistical analysis of multidi-
mensional approximations, without the assumption of statistical independence. They consider
the case where a sequence X1, X2, . . . , XN of i.i.d. random variables is drawn either from dis-
tribution D0 or from distribution D1. In our case, D0 might be the uniform distribution over
2m and D1 the distribution according the cipher and the right key. Baignères et al. show
that the optimal statistic to distinguish between the two distributions is the Log-likelihood
ratio

LLR({xi}Ni=1, D0, D1) =
N∑
i=1

log2
PrD1 [xi]

PrD0 [xi]
=
∑
η∈X

N̂({xi}Ni=1|η) log2
PrD1 [η]

PrD0 [η]
.

The data complexity N is inversely proportional to
∑

η∈X
(PrD0

[η]−PrD1
[η])2

PrD0
[η] . If D0 is uniformly

distributed, this value is equivalent to the capacity C(D1) which is defined as follows:
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Definition 5.6.1 For a distribution D over the set X of size 2m, the capacity of D is

C(D) = 2m
∑
η∈X

(PrD[η]− 2−m)2.

So given the m-dimensional distribution of D1 we have have an optimal distinguisher. How-
ever, Baignères et al. did not consider how to find this distribution.

Englund and Maximov [EM05] tried to find the probability distribution over the whole
stream cipher Dragon. However, this method is only feasible if the word size is not larger
than 32 bits.

In [HCN08] Hermelin et al. showed that for finding the probability distribution D of the
m-dimensional random variable X, it is sufficient to know the one dimensional correlations
for all values β ∈ Fm2 .

Theorem 5.6.1 Let X be a random variable over Fm2 with distribution D, β ∈ Fm2 , and let
εβ denote the correlation of βTX. Then, the probability distribution D is given by

PrD[η] = 2−m
∑
β∈Fm2

(−1)β
T ηεβ.

This property can be used as well for deriving the capacity of D by

C(D) =
∑

β∈Fm2 \{0}

ε2β.

Multidimension Extension of Matsui’s Algorithm 1

Let Z be the m-bit random variable γ̃TK, and let D be the probability distribution of

α̃T
(

P
C

)
⊕ γ̃TK = α̃T

(
P
C

)
⊕ Z.

Then, for every z ∈ Fm2 the variable α̃T
(

P
C

)
has distribution Dz which is a fixed permutation

of D. Let D̂ =
(
q̂η = N̂(η)

N

)
η∈Fm2

be the empirical distribution of Z. The goal is to find z such

that D̂ = Dz. We remark that C(Dz) = C(D) for all z. In the on-line phase, the test obtains
the empirical distribution D̂. This has a data, time and memory complexity of N , mN and
2m, respectively.

In [HCN08], Hermelin et al. presented a multidimensional linear attack on reduced round
Serpent based on a log-likelihood statistic. The algorithm outputs the value z′ for which the
Dz is closest to the empirical distribution in Kullback-Leibler distance, i.e. for which the sum

h1(z) =
∑
η∈Fm2

q̂η log
q̂η

PrDz [η]

is minimized. They compared the empirical results, with the experimental results of Collard
et al. [CSQ08] using the Biryukov method. It was shown that the multidimensional method
was more efficient for the same amount of data.
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In a next step, Hermelin et al [HCN09b] compared the log-likelihood method with a
method minimizing the χ2 statistic

h2(z) =
∑
η∈Fm2

(q̂η − PrDz [η])2

q̂η
,

and method based on the optimal distinguishing technique in [BJV04]. The last method
outputs z for which

h3(z) =
∑
η∈Fm2

N̂η log
PrDz [η]

2−m

is maximized. The authors could show that for all three algorithms the time and memory
complexity of the off-line phase is 22m and 2m, respectively. Theoretical analysis showed that
in the on-line phase, the first two methods, log-likelihood and χ2, have a data complexity
of N = 2m/2/C(D), whereas the last method only has a complexity of m/C(D). However,
empirical results showed that all three tests performed equally well with a data complexity
of m/C(D).

In [HN10], Hermelin and Nyberg introduced an additional test statistic based on the
convolution of probability distributions. The algorithm outputs z which maximizes the con-
volution of D̂ and D at point z

h4(z) = (q ∗D)z.

This value can be computed efficiently by Fast Fourier Transform (FFT) in m2m. The authors
compare the test to a statistic that they call full Biryukov method. In contrary to Biryukov’s
method, it’s statistic g′(z) =

∑
β∈Fm2

((−1)ziεβ − ε̂β)2 uses all linear combinations of the
approximations and does not need the statistical independence assumption. The ranking
function of the convolution method can be expressed by means of one dimensional correlations:

h4(z) = 2−m
∑
β∈Fm2

(−1)β
T zεβ ε̂β.

Thus, we can see that a ranking done by h4 is equivalent to a ranking done g′. The data,
time and memory complexity of the on-line phase is the same for the full Biryukov method
and the convolution method, namely N , mN and 2m, where N is proportional to m/C(D).
In the off-line phase, the full Biryukov methods has a time and memory complexity of 22m

and 2m. By using FFT to compute the convolution in the off-line phase, this method has
a time complexity of only m2m, which is significantly better than for the other tests. The
computation of the off-line phase in both methods can be reduced by considering only the
strongest correlations.

The original Biryukov method has the same time complexity as the convolution method,
however it has, in general, a higher data complexity.

Multidimension Extension of Matsui’s Algorithm 2

In Matsui’s Algorithm 2, we have a sequence of plaintext-ciphertext pairs
(p1, c1), (p2, c2), . . . , (pN , cN ). which are encrypted over several rounds. Let k′r be the actual
subkey for the last round of size ` bits. Let f be the round function. For any possible value
kr ∈ F`2 we define

zkrj = α̃T
(

pj
f−1(cj ,kr)

)
.
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Then we compute in an on-line phase for every z ∈ Fm2 the empirical probability distribution(
q̂krη =

N̂
(
{zkrj }

N

j=1
|η
)

N

)
η∈Fm2

. This can be done in a time and memory complexity of N+2m+`

and 2m+`, by first counting the frequencies of the m + ` bits in (pj , cj) which are necessary
to compute zkrj and doing the decryption only in the end. This part of the attack is the same
for all methods. The differences lie in the off-line phase. In the following, let us assume that
k′ and k′r are the correct key and roundkey and z′ = γ̃Tk′.

In [HCN09a], Hermelin et al. consider two methods using χ2 and LLR statistics. The χ2

test makes no assumption on DZ. It ranks the keys by the value

Skr = 2mN
∑
η∈Fmn

(q̂krη − 2−m)2

It uses the assumption that for the right key k′r the empirical distribution will have the largest

distance from the uniform distribution. Let D be the distribution of Z
k′r
j , then we achieve

an a-bit advantage with a data complexity of N =
√
a2m/C(D) and a time and memory

complexity of 2m+` and 2m+2`. By storing not only Skr but the pair Skr , q̂
kr
η we increase the

memory complexity to 2m+`, but we can apply subsequently Algorithm 1 to obtain z′. The χ2

method is applicable for ciphers where the correlations of linear approximations vary with the
key and no accurate estimate of the probability distribution of the multidimensional linear
approximation cannot be obtained. A typical example of such a cipher is the Present block
cipher. The best known attack on Present uses a small number of statistically independent
multidimensional linear approximations, where linear hulls are used to estimate correlations
of single linear approximations. The χ2 variables related to each multidimensional approx-
imation are then combined to a single χ2 variable for achieving as strong as possible linear
distinguisher with the full code book of data [Cho10].

The method using the LLR statistic of the optimal distinguishing problem searches for k′r
and z′ at the same time. The ranking of kr is done by the value

Lkr = max
z∈Fm2

∑
η∈Fm2

N̂
(
{zkrj }|η

)
log

PrDz [η]

2−m
.

For a given a-bit advantage, this method has a data complexity of N = (a+m)/C(D) and a
time and memory complexity of 2m+` and 22m+`.

Applications to Stream Ciphers

There are mainly two kinds of multidimensional linear attacks on stream ciphers. The first one
tries to distinguish the keystream from the output of a random source. Let Y1,Y2, . . . ,YN

be the keystream of the cipher, then we consider the m-dimensional approximation

Zt = α̃T


Yt

Yt+j1

. . .
Yt+j`


applied on `+1 keystream words for 1 ≤ t ≤ N−j`. The idea was first used by Maximov and
Johansson in [JM03,MJ07] to the stream cipher Scream. They approximate an 8 to 8 bits non-
linear S-box by a linear function. For the distinguisher, they assume an unknown distribution
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with a known statistical distance from uniform distribution. The statistical distance was
determined empirically. A distinguisher for a known probability distribution was first applied
to the Dragon stream cipher by Englund and Maximov in [EM05]. They computed directly the
probability distribution of Z, which is only possible for small word sizes and small values of m.
Once they had the distribution, they used the optimal distinguisher from [BJV04]. In [HN08],
Hermelin and Nyberg studied the case of a keystream generator applying a non-linear filter
function on an LFSR. They showed that vector bent functions [NH07] give the best resistance
to multidimensional linear attacks. However, for this family of function the multidimensional
analysis gains the most in comparison to the one-dimensional analysis. Hermelin and Nyberg
use Walsh-Hadamard transform to efficiently compute the capacity of the approximation
distribution. In [HN09], Hakala and Nyberg apply a multidimensional distinguisher on the
Shannon stream cipher. This work was improved to a practical distinguisher by Ahmadian
et al. in [AMS+ar].

The second approach can be used on ciphers with a linear state update function. By using
a multidimensional linear approximation on the initial state and the keystream we can find
m bits of the initial state. This method was applied in a key recovery attack on the stream
cipher Grain by Berbain et al. in [BGM06] and on the stream cipher SOSEMANUK by Cho
and Hermelin in [CHar].

5.7 Zero-Correlation Linear Cryptanalysis

Zero-correlation linear cryptanalysis was proposed by Bogdanov and Rijmen in [BR12] for the
cryptanalysis of symmetric-key cryptographic primitives. It can be seen as the counterpart
of impossible differential cryptanalysis in the domain of linear cryptanalysis. However, both
the cryptanalytic techniques and the mathematical background are quite different here.

The distinguishing property used in zero-correlation cryptanalysis is the existence of zero-
correlation linear approximations over (a part of) the cipher for all (or a high proportion of)
keys. Those are linear approximations that hold true with a probability p of exactly 1/2, that
is, strictly unbiased approximations having a correlation c = 2p − 1 equal to 0. In a good
block cipher (with linear properties close to those of an ideal block cipher), for each individual
key considered separately, O(23n/2) out of 22n linear approximations have correlation zero.
However, which subset of approximations exhibit zero-correlation depends on the key value
and differs a lot from key to key. Given one linear approximation of correlation zero, the
work [BR12] proposes two distinguishers: One requiring the full code book of 2n plaintext-
ciphertext pairs and the other one with chosen plainxtexts or ciphertexts of data complexity
2n−1, where n is the bit size of the block cipher block.

An efficient technique to spot classes of zero-correlation linear approximations has been
proposed in [BR12]. Somewhat similarly to tracing the impossible differentials, it is based
on examining the correlation contributions of linear trails for certrain truncated input and
output linear masks. To prove that a linear approximation has correlation zero (for any
key), it suffices to demonstrate that its linear hull does not contain any linear trails with
correlation contribution other than 0. We notice here that zero-correlation is a truncated
linear property. In fact, it is the existence of those vast classes of zero-correlation linear
approximations independently of the key value that makes the zero correlation more efficient.
Bogdanov and Wang in [BW12] noted that and proposed a χ2 statistical test of reducing
the data complexity of zero-correlation cryptanalysis to 2n/

√
` if ` zero correlation linear
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approximations are available. It was accompanied by the first attack on 21 rounds of TEA
and 25 rounds of XTEA using less than the full codebook.

The work [BLNW12] by Bogdanov, Leander, Nyberg and Wang, aims to overcome some
limitations of the distinguisher of [BW12] and to put the property of zero correlation into
context. More precisely, the distinguisher of [BW12], though working fine and practice and
being useful in cryptanalysis, relies on the assumption that all linear approximations with
correlation zero are independent. In most cases, this assumption is formally not met, since
all classes of zero-correlation approximations known so far are actually truncated, building
linear spaces of dimension log2 `. That is, almost all ` approximations used will be linearly
dependent. The paper [BLNW12] proposes a multidimensional linear distinguisher for detect-
ing zero correlation. This distinguisher does not have to make those unfounded independency
assumptions while maintaining the data complexity of O(2n/

√
`).

It has been also identified in [BLNW12] that integrals can actually be seen as a spe-
cial case of zero-correlation linear approximations. Moreover, integrals are equivalent to
zero-correlation linear approximations if the input and output linear masks are independent
(detached). Thus, zero correlation can be seen as a generalization of integral properties at
this point, which is a strong fundamental link. The integral zero-correlation distinguisher re-
quires only O(2n/`) zero-correlation approximations where ` is the number of approximations
used. The theoretical findings of [BLNW12] are illustrated by attacking a Skipjack variant
and round-reduced CAST-256 without weak-key assumption.

All in all, zero-correlation linear cryptanalysis is a novel cryptanalytic technique that can
be used for attacking symmetric-key ciphers. Some ciphers are more susceptible to zero-
correlation linear cryptanalysis than to any other type of cryptanalysis attempted so far. We
expect the zero-correlation linear cryptanalysis to be used in the evaluation of new ciphers as
well as the reevaluation of some existing ciphers.
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Chapter 6

Cryptanalysis of ARX Structures

Due to their fast performance in software, an increasing number of cryptographic primitives
are constructed using the operations addition modulo 2n, bit rotation and XOR (ARX). Ex-
amples include the block cipher FEAL [SM87], the Salsa20 stream cipher family [Ber08], as
well as the SHA-3 finalists BLAKE [AHMP08] and Skein [FLS+09]. Although ARX-based
algorithms are very popular, their resistance to differential cryptanalysis [BS91] is not well
understood. In this document, we describe new developments in the area of the differential
cryptanalysis of ARX primitives.

We describe the framework of S-functions, which is accompanied by a software toolkit.1

This framework can be used to calculate the probability that given input differences lead
to given output differences for ARX-based constructions. It can also be used to count the
number of possible output differences. The calculations can be efficiently performed using
matrix multiplications. The S-function framework is further extended to analyze adpARX,
the probability with which additive differences propagate through the following sequence
of operations: modular addition, bit rotation and XOR (ARX). We introduce a new set
of additive differences, called UNAF (unsigned non-adjacent form) that help to evaluate
more accurately the probabilities of differentials over multiple rounds of a cryptographic
primitive [VMDP12]. We also provide a method to compute maximum probability output
differences in ARX algorithms. It is applicable to XOR and modular differences as well as to
UNAF differences.

Furthermore, we provide a summary of results in rotational cryptanalysis, a technique
that was very recently used to attack reduced-round Threefish, the block cipher that is at the
core of the Skein hash function.

Lastly, we also describe ARXtools [Leu12], a series of tools to study ARX constructions,
and present a tool to construct complex differential characteristics for several commonly used
hash functions.

6.1 Introduction

Differential cryptanalysis [BS91] and linear cryptanalysis [MY92] have shown to be two of
the most powerful techniques in the cryptanalysis of symmetric-key cryptographic primitives.
Security against linear and differential cryptanalysis is therefore typically a major design

1The S-function toolkit is part of the ECRYPT II Tools for Cryptography initiative, and is available at:
http://www.ecrypt.eu.org/tools/s-function-toolkit

37
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criterion for modern ciphers. An example of this is the wide-trail design strategy, used to
provide provable resistance against linear and differential cryptanalysis for the AES block
cipher [DR02].

The probability with which differences propagate through a sequence of operations must
be calculated efficiently and accurately, in order to correctly assess the security of a cipher
against differential cryptanalysis. Methods exist for the computation of differential proba-
bilities through separate ARX operations [LM01, LWD04, MVDP10, VMDP11]. The accurate
estimation of those probabilities becomes very difficult for sequences of operations over mul-
tiple rounds. The reason is that in those cases a single differential is often composed of more
than one differential trail. The number of trails increases with the number of rounds. Thus a
good estimation of the probability of the differential must take into account the probabilities
of as many differential trails as possible (ideally all of them).

To address the problem outlined above, we propose a new type of difference called UNAF
(unsigned non-adjacent form). By using UNAF differences we are able to consider multiple
differential trails when estimating the probability of a differential. This allows us to obtain
a more accurate estimation of the probability of differentials over several rounds of an ARX

primitive.
Additionally, we describe a method for computing maximum probability output differ-

ences. It is applicable to XOR, additive and UNAF differences. The implementation of this
technique is publicly available as part of the S-function toolkit.

Furthermore, we describe ARXtools [Leu12] is a series of tools to study ARX constructions
and present a tool to construct complex differential characteristics automatically for several
commonly used hash functions such as SHA-256, HAS-160 and RIPEMD-128/160.

6.2 The Differential Analysis of S-functions

In [MVDP10], Mouha et al. presented the first fully general framework to analyze these con-
structions efficiently. It was inspired by the cryptanalysis techniques for SHA-1 by De Cannière
and Rechberger [DR06] (clarified in [MDIP09]), and by methods introduced by Lipmaa,
Wallén and Dumas [LWD04]. The framework was used to calculate the probability that
given input differences lead to given output differences, as well as to count the number of
output differences with non-zero probability. The methods are based on graph theory, and
the calculations can be efficiently performed using matrix multiplications.

The framework proposed by Mouha et al. is accompanied by a software toolkit, which
has been made publicly available on-line2. It can be used to calculate XOR-differential prob-
ability of addition (xdp+), the additive differential probability of XOR (adp⊕), as well as
xdp+(α, β, . . .→ γ), which is the calculation of xdp+ for more than two inputs, and the dif-
ferential probability xdp×C of multiplication by a constant C where differences are expressed
by XOR.

The tool can also efficiently count the number of output differences for each of these
operations. For example, this problem occurs in the cryptanalysis of Threefish-512 [AccM+09],
where an exponential-in-n time algorithm is proposed. Using the toolkit, however, this can
be solved in linear time in n.

2The software toolkit is part of the ECRYPT II Tools for Cryptography website, and is available at:
http://www.ecrypt.eu.org/tools/s-function-toolkit
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Additionally, the toolkit provides a general algorithm to efficiently list the output differ-
ences with the highest probability, assuming input differences and the operation are given.

6.3 The Additive Differential Probability of ARX

In [VMDP11], Velichkov et al. calculate the probability with which additive differences prop-
agate through the following sequence of operations: modular addition, bit rotation and XOR
(ARX). This probability is denoted by adpARX.

The S-function framework of [MVDP10] is extended to compute the differential proba-
bility adpARX. A method is described to compute adpARX based on the matrix multiplication
technique proposed in [LWD04], and generalized in [MVDP10]. The time complexity of the
proposed algorithm is linear in the word size. A formal proof for the correctness of the
algorithm is provided.

It is observed that the adpARX can differ significantly from the probability obtained by mul-
tiplying the differential probabilities of addition, rotation and XOR. This confirms the need
for an efficient calculation of the differential probability for the ARX operation. The result
of [VMDP11] is the first in literature to calculate adpARX efficiently. Accurate and efficient
calculations of differential probabilities are required for the efficient search for characteristics
used in differential cryptanalysis.

6.4 UNAF

6.4.1 Definition

In this section, we will introduce UNAF differences, which we will use to accurately calculate
differential probabilities of ARX constructions. Before we give the formal definition of a UNAF
difference, we first recall a few related concepts: the binary-signed digit (BSD) difference and
the non-adjacent form (NAF) difference.

Definition 6.4.1 (BSD difference) A BSD difference is a difference whose bits are signed
and take values in the set {1, 0, 1}:

∆±a : ∆±a[i] = (a2[i]− a1[i]) ∈ {1, 0, 1}, 0 ≤ i < n . (6.1)

An additive difference ∆+a can be composed of more than one BSD difference ∆±a. From
any BSD difference, the corresponding additive difference can be computed as: ∆+a =∑n−1

i=0 ∆±a[i] · 2i.
All BSD differences corresponding to ∆+a can be obtained by replacing 01 with 11̄ and

vice versa and by replacing 01̄ with 1̄1 and vice versa [EH07, Rei60]. Note also that the
number of pairs (a1, a2) that satisfy the n-bit difference ∆+a is 2n, while the number of pairs
that satisfy any of its BSD differences ∆±a is 2k, where k is the number of zeros in the word
∆±a. Therefore, the following inequality holds: 2k ≤ 2n, k = n−HW(∆±a).

The non-adjacent form (NAF) difference is a special BSD difference and is defined as
follows:

Definition 6.4.2 (NAF) A NAF (non-adjacent form) difference is a BSD difference in which
no two adjacent bits are non-zero:

∆Na : @i : (∆Na[i] 6= 0) ∧ (∆Na[i+ 1] 6= 0), 0 ≤ i < n− 1 . (6.2)
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For every additive difference ∆+a, there is exactly one NAF difference ∆Na (ignoring the
sign of the MSB). No other BSD difference has a lower Hamming weight than ∆Na [Rei60].
We illustrate this with the following example:

Example 6.4.1 Let n = 4 and ∆+a = 3. Then all possible BSD differences corresponding to
∆+a are 0011, 0101̄, 011̄1, 11̄1̄1, 1̄1̄1̄1, 11̄01̄ and 1̄1̄01̄. Of them, only 0101̄ is in non-adjacent
form (NAF). It also has the lowest Hamming weight among all BSD differences, namely 2.

By enumerating all possible combinations of signs of the non-zero bits of ∆Na, we can con-
struct a special set of additive differences. What is special about this set, is that all of its
elements correspond to the same unsigned NAF difference. This set is a UNAF difference
and is denoted by ∆Ua. More formally:

Definition 6.4.3 (UNAF) A UNAF difference is a set of additive differences that correspond
to the same unsigned NAF difference (i.e. a NAF difference with the signs ignored):

∆Ua = {∆+x : |∆Nx| = |∆Na|} . (6.3)

It is easy to see that the size of the UNAF set ∆Ua is 2k, where k is the Hamming weight of
the n-bit word ∆Na, excluding the MSB. We further clarify the concept of a UNAF difference
with the following example:

Example 6.4.2 Consider again an example where n = 4. Let ∆+a = 3, thus ∆Na = 0101̄.
Then, ∆Ua = {∆+x1 = 3,∆+x2 = −3,∆+x3 = 5,∆+x4 = −5}. This follows from |∆Nx1| =
|∆Nx2| = |∆Nx3| = |∆Nx4| = |∆Na|, because |0101̄| = |01̄01| = |0101| = |01̄01̄| = 0101.

6.4.2 Main UNAF Theorem

The main UNAF theorem provides the motivation for applying UNAF differences to the
differential analysis of ARX. Before we state it, we define the additive differential probability
of XOR (adp⊕).

The differential probability of the operation XOR, when differences are expressed using
addition modulo 2n, is denoted by adp⊕. For fixed additive differences α, β and γ, adp⊕ is
equal to the number of pairs (a1, b1) for which the equality ((a1+α)⊕(b1+β))−(a1⊕b1) = γ
holds, divided by the total number of such pairs. More formally, adp⊕(α, β → γ) is defined
as:

Definition 6.4.4 (adp⊕)

adp⊕(α, β → γ) =
#{(a1, b1) : c2 − c1 = γ}

#{(a1, b1)}
= 2−2n ·#{(a1, b1) : c2 − c1 = γ} , (6.4)

where c1 = a1 ⊕ b1, c2 = (a1 + α)⊕ (b1 + β) and 22n is the total number of pairs (a1, b1).

Efficient algorithms for the computation of adp⊕ were studied in [LWD04,MVDP10]. Next
we state the main UNAF theorem. Its proof is given in [VMDP11].

Theorem 6.4.1 (Main UNAF theorem) If the probability with which input additive differ-
ences ∆+a and ∆+b propagate to output difference ∆+c through XOR is non-zero, then the
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probability with which any of the input additive differences belonging to the corresponding
UNAF sets respectively ∆Ua and ∆Ub propagate to any of the output additive differences
belonging to the UNAF set ∆Uc is also non-zero:

adp⊕(∆+a,∆+b→ ∆+c) > 0 =⇒ adp⊕(∆+ai,∆
+bj → ∆+ck) > 0 ,

∀i, j, k : ∆+ai ∈ ∆Ua,∆+bj ∈ ∆Ub,∆+ck ∈ ∆Uc . (6.5)

Theorem 6.4.1 states that if a given additive differential is possible w.r.t. the XOR opera-
tion, then all additive differentials whose inputs and outputs belong to the same UNAF sets,
are also possible. This is illustrated with the following example.

Example 6.4.3 Let n = 4 and ∆+a = 5, ∆+b = 1, ∆+c = 6. Because adp⊕(5, 1 → 6) =
0.15625 > 0, we can use Theorem 6.4.1 to show that adp⊕(∆+ai,∆

+bj → ∆+ck) > 0 for any
∆+ai ∈ ∆Ua = {3,−3, 5,−5}, ∆+bj ∈ ∆Ub = {1,−1} and ∆+ck ∈ ∆Uc = {6,−6}.

6.4.3 Applications

UNAF differences are useful for obtaining better estimation of the probabilities of differentials
based on additive differences. One such application is demonstrated on the ARX-based stream
cipher Salsa20 [VMDP11] (complementing the work of [AK+08]). The main results from this
research are summarized in Table 6.1 and Fig. 6.1.

Table 6.1: Estimating the probabilities of differentials for three rounds of Salsa20 using UNAF
differences.

i ∆3
i {∆U}3i p̂add p̂unaf pexper

9 80000000 80000000 2−10.00 2−4.00 2−3.38

13 ffe00100 00200100 2−15.75 2−7.75 2−4.93

14 ff00001c 01000024 2−16.29 2−8.31 2−6.35

1 00e00fe4 01201024 2−23.01 2−13.04 2−10.18

2 00000800 00000800 2−35.59 2−16.62 2−11.08

3 fff000a0 001000a0 2−41.48 2−20.04 2−14.68

6 01038020 01048020 2−41.76 2−21.91 2−15.68

7 ffefc000 00104000 2−44.65 2−22.15 2−17.42

In Table 6.1 are presented eight differentials for three rounds of Salsa20. All of them have
input difference ∆0

8 = 0x80000000 in the eighth word of the input state. The corresponding
additive and UNAF differences in word i from the state after the third round are shown
respectively in the second and third columns of the table. Three estimates of the probability
of each differential are provided in columns 4, 5 and 6 respectively. The estimation p̂add
was obtained by using single additive differences. Therefore it reflects the probability of a
single differential trail. The estimation p̂unaf is obtained using UNAF differences (i.e. sets
of additive differences) and takes into account several differential trails at once. Finally
pexper is the probability obtained experimentally. The information in Table 6.1 is graphically
represented on Fig. 6.1.

From Table 6.1 and Fig. 6.1 it can be seen that although the probability estimations
computed using UNAF differences deviate from the values obtained experimentally, they are
still more accurate than the estimations based on single additive differences.
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Figure 6.1: Three estimates of the probabilities of eight differentials for three rounds of
Salsa20, based on the data from Table 6.1: (1) estimation obtained experimentally, (2) based
on UNAF differences and (3) based on single additive differences.

6.5 Maximum Probability Output Differences

6.5.1 S-function Toolkit

We now explain a technique which given an input difference, efficiently computes the out-
put difference(s) with the highest probability. This technique has been implemented in the
S-function toolkit, which is publicly available online.3

Besides computing maximum probability output differences, the S-function toolkit can
also calculate the XOR-differential probability of addition (xdp+), the additive differential
probability of XOR (adp⊕), as well as xdp+(α, β, . . .→ γ), which is the calculation of xdp+ for
more than two inputs, and the differential probability xdp×C of multiplication by a constant C
where differences are expressed by XOR. The toolkit also includes a linear-in-n-time algorithm
to efficiently count the number of output differences for each of these operations.

6.5.2 An A* Search Algorithm

Let 2 be an operation that takes a finite number of n-bit input words a1, b1, d1, . . . and
computes an n-bit output word c1 = 2(a1, b1, d1, . . .). Let • be a type of difference. Let
α,β,ζ,. . . and γ be differences of type • such that a1 • a2 = α, b1 • b2 = β, d1 • d2 = ζ,
. . . and c1 • c2 = γ for some a2,b2,d2,. . . and some c2. The differential probability with
which input differences α, β, ζ, . . . propagate to output difference γ with respect to the
operation 2 is denoted as •dp2(α, β, ζ, . . .→ γ). Finally, let the difference • be such that it
is possible to express its propagation through the operation 2 as an S-function consisting of
N states. Therefore, there exist adjacency matrices Aw[i] such that the probability •dp2 can

be efficiently computed as LAw[n−1] . . . Aw[1]Aw[0]C, where L = [1 1 · · · 1 ] is a 1×N matrix

and C = [1 0 · · · 0 ]T is an N ×1 matrix (as in [MVDP10]). The problem is to find an output
difference γ such that its probability pγ over all possible output differences is maximal:

pγ = •dp2(α, β, ζ, . . .→ γ) = max
j
• dp2(α, β, ζ, . . .→ γj) . (6.6)

We represent (6.6) as a problem of finding the shortest path in an node-weighted binary
tree. We define the binary tree T = (N,E), where N is the set of nodes and E is the set of
edges. The height of T is n+1 with a dummy start node positioned at level −1 and the leaves
positioned at level n− 1. Each node at level i : 0 ≤ i < n contains a value of γ[i], where i = 0
is the LSB and i = n − 1 is the MSB. Every node on level i has two children at level i + 1.
Since the input differences α, β, ζ, . . . are fixed, at every bit position i we can choose between
two matrices Aw[i], corresponding to the two possibilities for the output difference γ[i].

To find the output difference with the highest probability, we use the A* search algo-
rithm [HNR68]. In this algorithm, an evaluation function f can be computed for every node
in the search tree. The f -function represents the weight of a node, and is based on the
cost of the path from the start node, and a heuristic that estimates the distance to the goal

3http://www.ecrypt.eu.org/tools/s-function-toolkit
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node. The algorithm always expands the node with the highest f -value (corresponding to
the highest probability). The A* search algorithm guarantees that the optimal solution will
be found, provided that the evaluation function f never underestimates the probability of
the best output difference. After introducing some definitions, we will define an evaluation
function f and prove in Theorem 6.5.1 that this f satisfies the required condition.

Let vector Xi = [xi,0 xi,1 · · · xi,N−1 ] be a transition probability vector, i.e. xi,r ≥ 0 for

0 ≤ r < N and
∑N−1

r=0 xi,r ≤ 1. We define Hr as a column vector of length N , of which the
r-th element (counting from 0) is 1 and all other elements are 0. The cost of a node at level
i is then denoted by ‖Xi‖ (the 1-norm of Xi) and is calculated as ‖Aw[i]Aw[i−1] · · ·Aw[0]C‖.
Let us define a sequence of row vectors Ĝi,r, 0 ≤ r < N and 0 ≤ i < n. Each Ĝi,r is
a product of matrices LAw[n−1]Aw[n−2] . . . Aw[i+1], where each of the A-matrices are chosen

such that Ĝi,rHr is maximized. The choice of the A-matrices may differ for different values
of r. We define row vector Gi as the product of matrices LAw[n−1]Aw[n−2] . . . Aw[i+1], where
the A-matrices are chosen such that GiXi is maximized. For a node at level i with cost ‖Xi‖,
the evaluation function f is defined as

∑N−1
r=0 Ĝi,rHrxi,r.

Theorem 6.5.1 The evaluation function f =
∑N−1

r=0 Ĝi,rHrxi,r never underestimates the
probability of the best output difference.

Proof 6.5.1 The following inequality holds: Ĝi,rHr ≥ GiHr for 0 ≤ r < N . The latter
can be proven by contradiction: if Ĝi,rHr < GiHr for some r, then Ĝi,r is not the product
of A-matrices that maximizes Ĝi,rHr, which contradicts its definition. Because probabilities
are non-negative, we can multiply both sides of the inequality by the state probability xi,r, to
obtain Ĝi,rHrxi,r ≥ GiHrxi,r, 0 ≤ r < N . By summing the left and the right sides of the

N inequalities, we obtain
∑N−1

r=0 Ĝi,rHrxi,r ≥
∑N−1

r=0 GiHrxi,r = GiXi. By definition, GiXi

is the best choice of A-matrices, starting from transition probability Xi. This proves that the
left-hand side of the inequality never underestimates the probability, which proves the theorem.

Before we can apply the A* algorithm to compute the best output difference, we must
determine the values of Ĝi,rHr for 0 ≤ i < n and 0 ≤ r < N . This is done by again running
the A* algorithm for the most significant bit, then for the two most significant bits, and so on
until we process the entire word. For the MSB, we define Ĝn−1,r = L for 0 ≤ r < N . For the
two MSBs, we run the A* algorithm for every 0 ≤ r < N , setting the transition probability
vector Xn−2 to Hr. This allows us to compute Ĝn−2,rHr. This process is continued until
Ĝ0,rHr for 0 ≤ r < N is calculated. Having calculated all values of Ĝi,rHr, we then use the
A* algorithm to search for the best output difference by setting the state transition probability
vector X−1 = C.

6.6 Rotational Cryptanalysis

In [KN10], the concept of rotational cryptanalysis is explained for ARX constructions. Let us
consider the pair (x, x≪ r), consisting of both x and x rotated to the left by r positions. We
refer to (x, x≪ r) as a rotational pair. Rotational cryptanalysis is based on the observation
that if the inputs to the XOR, rotation or bitwise Boolean function operations are rotational
pairs, the outputs are rotational pairs as well. With some probability, the same observation
also holds for the addition operation. If rotational pairs can be obtained more easily for a



44 ECRYPT II — European NoE in Cryptology II

given cryptographic primitive than for a random permutation, this observation can be used
to build a distinguisher or even a key recovery attack.

The concept of rotational cryptanalysis is not new, but has recently gained a lot of interest
because of the increasing number of ARX-based designs. In pioneering work by Biham [Bih94],
rotational pairs of keys were considered for the block ciphers LOKI89, LOKI91 and Lucifer.
This approach was extended in [KSW97] to related-key attacks on several block ciphers. This
is not pure rotational cryptanalysis, however, because the attacker searches for plaintexts of
the form (p, F (p)), where F is the round transformation.

For Salsa20 [Ber08], Bernstein explicitly prevented attacks based on rotational pairs, by
using constants without rotational symmetry at the input of the permutation. However, he
did not give complexity estimates of such an attack.

In [MT09], a related-key attack was constructed using rotational pairs for a variant of the
block cipher ESSENCE. This attack uses the observation that rotational pairs pass through
bitwise Boolean functions with probability one. For the linear function L, the following
observation was made:

Let us use the polynomial representation of F232 . A multiplication of any a ∈ F232 by
x then corresponds to a binary left shift by one position, and an XOR with the feedback
polynomial if and only if the most significant bit of a is one. The following relation thus
holds:

MSB(a) = 0⇔ a · x = a� 1 . (6.7)

The linear function L of ESSENCE is implemented as an LFSR. Using the polynomial
representation of F232 , we can write L(v) = v · x32.

We have that L(v · x) = (v · x) · x32 = (v · x32) · x = L(v) · x. For a random v ∈ F232 , with
probability 2−2 we have that MSB(v) = 0 and MSB(L(v)) = 0. In that case:

L(v � 1) = L(v)� 1 . (6.8)

If MSB(a) = 0, then a � 1 and a ≪ 1 are equivalent. Because of the particular choice
of the Boolean function in ESSENCE, this attack does not work on ESSENCE itself, but on
a variant of the ESSENCE block cipher.

The idea of rotational inputs was used as well to find fixed points and key collisions for
the permutation P used in the hash function Shabal [KMT09]. Rotational pairs were traced
through bitwise logical operations and rotations, however rotations were chosen in such a way
that there was no loss in probability for the additions operations in U(x) = x + x ≪ 1 and
V(x) = x+ x≪ 2.

In [KN10], Khovratovich et al. formally explain the concept of rotational cryptanalysis,
and applied it to reduced rounds of the Threefish block cipher, the core of the Skein hash
function. As in [MT09], a related-key chosen-plaintext attack is constructed, where both keys
and plaintexts are rotated. Cryptanalysis results are presented on 39, 42 and 43 full rounds
of Threefish-256, -512 and -1024 respectively, where the attack complexity is estimated to be
slightly less than generic.

In [KNR10], Khovratovich et al. combine the rotational cryptanalysis attack with the
rebound attack [MRST09a]. Before this result, the rebound attack approach was only applied
to AES-like constructions. A cryptanalytic result is obtained on an estimated 53/57 out of
the 72 rounds of the Skein-256/512 compression function and the Threefish cipher.
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A mention of the completeness of ARX is given in [Ber08]. A formal proof can be found
in [KN10]. Because ARX is shown to be functionally complete, it is possible to use addition,
rotation and XOR to implement any circuit (including all block ciphers, hash functions and
MACs), but not necessarily in the most efficient way. Although this result indicates the
soundness of ARX constructions, a new toolkit is required for the cryptanalysis and design
of these primitives. Such a toolkit is presented in the next section.

6.7 ARX-tools

ARXtools [Leu12] is a series of tools to study ARX constructions. The first step is a tool to
construct automata for the analysis of S-function, similar to [MVDP10]. The construction is
completely automated, and the S-function can be written with a simple C-like syntax.

This tool is used to represent bitwise constraints as S-systems, and to implement effi-
ciently the propagation of the generalized constraints of De Cannière and Rechberger [DR06].
Moreover, new multi-bit constraints are introduced. The new set of constraint allow more
information to be extracted automatically when carries are used in modular additions, and
this allows to detect automatically some cases of incompatibility in ARX characteristics. The
new constraints can also be represented by an S-system, and propagated efficiently.

Finally, ARXtools includes a graphical tool that allows to visualize a differential charac-
teristics, and to modify it interactively, with automatic propagation of the constraints. This
can be used to verify a path that was built with another technique, and to help manual
construction of a differential characteristic.

The first results obtained with the tools show that several previously published attacks
are based on paths that are in fact incompatible. Problems have been discovered in simple
differential characteristics, as well as in boomerang attacks. It seems that many paths that
follow a “natural” construction lead to incompatibilities.

This highlights the need for further research in this area. Future works should try to
identify new interesting constraints, and to verify a wider range of differential attacks. An
interesting problem would be to use the constraint propagation of ARXtools in order to build
differential paths for ARX constructions automatically, as was done for SHA-1 [DR06].

6.8 Automated Search for Differential Characteristics

Most attacks on ARX based hash function use rather simple differential characteristics which
are constructed mostly manually or using basic cryptanalytic tools. However, the most effi-
cient collision attacks on SHA-1 and similar hash functions use more complex characteristics,
especially in the first few steps of the attack. Constructing such complex characteristics is in
general a difficult task. First, Wang et al. [WYY05] have constructed such a characteristic for
SHA-1 manually. Later, De Cannière and Rechberger [DR06] proposed a method to efficiently
find such complex characteristics for SHA-1 in an automated way. Furthermore, also the best
collision attack on SHA-1 with practical complexity is based on this approach [DMR07,GA11].
Unfortunately, the technique cannot be directly applied to more complex hash functions such
as SHA-2 [MNS11b].

Due to the increased complexity in newer designs, the analysis of hash functions has
become more difficult. Therefore, finding high probability differential characteristics as well
as conforming input pairs has become a more challenging task and doing any of these steps
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by hand is almost impossible or at least, very time consuming. Hence, the development of
new tools has become necessary. Recently, attacks on several widespread ARX based hash
functions using a new automated search tool have been published [MNS11b,MNS11a,MNS12,
MNSS12]. These results significantly improve upon the previous results. The tool is based
on the concept of generalized conditions and improves and extends the work by De Cannière
and Rechberger on SHA-1 [DR06] in several ways.

6.8.1 Main Concept

The tool is based on the concept of generalized conditions which reflect that both the dif-
ferences and the actual values of bits are important in a differential attack. In this concept
characteristics are allowed to impose arbitrary conditions on the pairs of bits. Based on these
generalized conditions an algorithm to search for complex differential characteristics is build.
The basic idea of the search algorithm is to randomly pick an unrestricted bit position and
impose a new condition. Afterwards, it is calculated how this condition propagates. If an in-
consistency occurs the algorithm backtracks to an earlier state of the search. This is repeated
until all unrestricted bits are eliminated.

This technique is divided in four parts. In the first part a starting point for the search
algorithm is constructed. Next a sophisticated search strategy which depends on the hash
function, type of attack and starting point is defined. The third part consists of the consistency
checks performed during the search. Finally, the last part deals with the efficient propagation
of conditions.

Determining a Starting Point

As shown in [DR06], for SHA-1 the starting point is defined by a certain characteristic for a
linearized variant. As shown in [MNS11a] a starting point can also consist of two different
characteristics which are connected through a complex third characteristics. Furthermore,
in [MNS11b] the authors need to extend the general strategy in order to successfully apply
the technique on SHA-256. In [MNS12,MNSS12] the dual-stream design of RIPEMD-128 and
RIPEMD-160 needed to be taken into account in order to have a good starting point and
improve over the linear approach from [MPRR06b]. Hence, determining a good starting point
mainly depends on the targeted hash function and we refer to the corresponding publications
for more details.

Search Algorithm

In general, the used search algorithm can is divided into three parts: decision, deduction and
backtracking [MNS11b]. The first aspect of the search strategy is the decision, where it is
decided which bit is chosen and which condition is imposed at its position. In the deduction
part the propagation of the imposed condition and the check for contradictions is done. If
a contradiction occurs it needs to be backtracked and decisions need to be undone, which is
the third part of the search strategy.

In [MNS11b] an improved and advanced search algorithm is presented leading to practical
collision attacks for step-reduced SHA-256. The main idea is to combine the search for
differential characteristics and conforming message pairs. Additionally, conditions which are
not covered by generalized conditions are used in the search process. In doing those bits,
which are involved in many relations with other bits are considered earlier. That way invalid
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characteristics are detected at an early stage of the search. In addition, critical bits are
remembered during the search to improve the backtracking process.

We want to note that the same algorithm with additional improvements and adapta-
tions was used to construct collisions for various other hash functions such as HAS-160 and
RIPEMD-128/160.

Propagation of Conditions

The efficient propagation of new conditions is crucial for the performance of the tool, since
it is the most often needed operation in the search algorithm. Due to the nature of the
search algorithm where changes to the characteristic (using generalized conditions) are done
on bit-level, the propagation of conditions is also done on bit-level. At the beginning of the
search every bit is either fixed to a specific condition, e.g. output set to a zero-difference,
or is unrestricted, i.e. has no conditions. During the search new conditions on specific bits
are imposed. Each bit is either input or output of a function and hence partially determines
the conditions of other bits. All input bits which determine a output bit and the output bit
itself are forming a set, usually called a bit-slice. Therefore, whenever the conditions of a bit
changes, every other bit of the corresponding bit-slice needs to be updated.

In [MNS11b] the update process is done exhaustively by computing all possible conditions
of a bit-slice. This seems at first to be inefficient but the authors are using different techniques
to significantly speed up the process. For more details we refer to [MNS11b,MNS11a,MNS12,
MNSS12].

Consistency Checks

To avoid inconsistent differential characteristics, a number of checks to detect contradictions
as early and efficiently as possible are applied. For more details we refer to [MNS11b].

6.8.2 Applications

In this section, we discuss the application of the tool to find automatically complex differential
characteristics to some commonly used hash functions, i.e. SHA-256, HAS-160 and RIPEMD-
128/160.

SHA-256

In [MNS11b], the authors analyze the collision resistance of SHA-2 and provide the first results
since the beginning of the NIST SHA-3 competition. They extend the previously best known
semi-free-start collisions on SHA-2 [MPP+05,MPRR06a,HRW07,NB08, IMPR08,SS09] from
24 to 32 (out of 64) steps and show a collision attack for 27 steps. All of their attacks are
practical and verified by colliding message pairs. They present the first automated tool for
finding complex differential characteristics in SHA-2 and show that the techniques on SHA-1
cannot directly be applied to SHA-2. Due to the more complex structure of SHA-2 several
new problems arise. Most importantly, a large amount of contradicting conditions occur
which render most differential characteristics impossible. They show how to overcome these
difficulties by including the search for conforming message pairs in the search for differential
characteristics.
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HAS-160

HAS-160 is an iterated cryptographic hash function that is standardized by the Korean govern-
ment and widely used in Korea. In [MNS11a], the authors present a semi-free-start collision
for 65 (out of 80) steps of HAS-160 with practical complexity. The basic attack strategy
is to construct a long differential characteristic by connecting two short ones by a complex
third characteristic. The short characteristics are constructed using techniques from coding
theory. To connect them, they are using an automatic search algorithm similar to the one
in [MNS11b] for the connecting characteristic utilizing the nonlinearity of the step function.

RIPEMD-128 and RIPEMD-160

The ISO/IEC standards RIPEMD-128 and RIPEMD-160 were proposed 15 years ago. Due to
the same hash output length, RIPEMD-160 may be used as a drop-in replacement for SHA-1
and RIPEMD-128 for hash functions like MD5. Only few results have been published for
RIPEMD-128 or RIPEMD-160. The best attack for RIPEMD-128 is a preimage attack for
the first 33 steps of the hash function with complexity 2124.5. For RIPEMD-160 most attacks
have a complexity very close to the generic bound.

In [MNS12], the authors analyze the security of RIPEMD-128 against collision attacks. In
this work, the authors provide a new assessment of the security margin of RIPEMD-128 by
showing attacks on up to 48 (out of 64) steps of the hash function. They present a collision
attack reduced to 38 steps and a near-collisions attack for 44 steps, both with practical
complexity. Furthermore, they show non-random properties for 48 steps of the RIPEMD-128
hash function, and provide an example for a collision on the compression function for 48 steps.

In [MNSS12], the authors provide the first security analysis of reduced RIPEMD-160 re-
garding its collision resistance with practical complexity. In this paper, the authors present
the first application of the attacks of Wang et al. on MD5 and SHA-1 to RIPEMD-160. Due
to the dual-stream structure of RIPEMD-160 the application of these attacks is nontrivial
and almost impossible without the use of automated tools. They present practical exam-
ples of semi-free-start near-collisions for the middle 48 steps (out of 80) and semi-free-start
collisions for 36 steps of RIPEMD-160. Furthermore, their results show that the differential
characteristics get very dense in RIPEMD-160 such that a full-round attack seems unlikely
in the near future.

For all attacks they use complex nonlinear differential characteristics. Due to the more
complicated dual-stream structure of RIPEMD-128 and RIPEMD-160 compared to its prede-
cessor, finding high-probability characteristics as well as conforming message pairs is nontriv-
ial. Doing any of these steps by hand is almost impossible or at least, very time consuming.
Therefore, they present a general strategy to analyze dual-stream hash functions and use the
automatic search tool for the two main steps of the attack.

6.9 Conclusion

This report introduced the framework of S-functions. This framework is used to calculate
the probability that given input differences lead to given output differences for ARX-based
constructions, as well as to count the number of possible output differences. We extended
the S-function framework: to analyze adpARX, and to analyze cryptosystems according to a
specific set of additive differences, referred to as UNAF.
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We presented the main UNAF theorem, which shows how a UNAF difference groups
several possible additive differences together. Further, we investigated the propagation of
UNAF differences through the ARX operation. We defined the UNAF differential probability
of ARX and noted that it can be computed efficiently using the S-functions framework proposed
by Mouha et al.

UNAF differences were applied to the cryptanalysis of the stream cipher Salsa20. We found
that for three rounds of Salsa20, the probability of the best differential based on additive
differences is estimated as 2−10. Evaluating the same probability using UNAF differences
leads to the value 2−4. The latter is closer to the probability of the differential 2−3.39 that
was determined experimentally.

Moreover, we described a technique that for given input differences, efficiently computers
the output difference(s) with the highest probability. The implementation of this technique
is publicly available as part of the S-function toolkit.

Finally, we describe ARXtools a series of tools to study ARX constructions, and present
a tool to automatically construct complex differential characteristics for several commonly
used hash functions such as SHA-256 or RIPEMD-128/160.
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Chapter 7

Analysis of AES-based Hash
Functions

The submission of many AES-based hash function to the NIST SHA-3 competition [Nat07]
has initiated new developments in the analysis of AES [Nat01] as a building block in hash
functions. Since all inputs to hash functions are known, different types of attacks than on
AES as a block cipher have emerged. Additionally, the message in a hash function can be
chosen freely, which usually gives an attacker more freedom than in a block cipher, where
the key is unknown and/or fixed. Two different directions of analyzing AES based hash
functions have been published recently. Both attacks need specific (truncated) differential
paths to work with. The recent attack on the AES block cipher applied to AES in hashing
mode [BKN09] uses local collisions to construct high-probability differential paths, whereas
the rebound attack [MRST09b] uses the available degrees of freedom to find pairs for the
(multiple) expansive parts of a path more efficiently. In related work [Pey07], the permutation-
based hash proposal Grindahl [KRT07] was analyzed.

In [KBN09] the triangulation algorithm, a new tool for the collision search in hash func-
tions has been proposed and applied to Rijndael in hashing mode. Further, in [BKN09] an
attack to construct q-pseudo collisions for AES-256 in Davies-Meyer hashing mode has been
published. In this work, differences of the key-schedule are used to construct high-probability
differential paths using local collisions in the state update. Due to the degrees of freedom of
the 256-bit key-schedule, many local collisions and thus, a distinguishing attack on the full
compression function is possible.

Further, the additional degrees of freedom available in a hash function have been ex-
tensively used by the rebound attack, especially in the analysis of many AES based hash
functions. The rebound attack [MRST09b] has been published by Mendel et al. in the anal-
ysis of the AES-based hash functions Whirlpool [BR00] and Grøstl [GKM+08]. It can be
applied to both block cipher based and permutation based constructions. The idea of the
rebound attack is to divide an attack into two phases, an inbound and outbound phase. The
inbound phase is an efficient meet-in-the-middle phase, which exploits the available degrees of
freedom in the middle of a (truncated) differential path to guarantee that the expensive part
of the path holds. In the (mainly) probabilistic outbound phase the solutions of the inbound
phase are computed backwards and forwards to obtain an attack on the hash or compression
function.

The rebound idea has also been applied to the AES-based SHA-3 candidates Twister [MRS09],
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Cheetah [Wu09] and LANE [WFW09]. Further, two different lines of improvements have been
made to the rebound attack recently. First, the efficiency of the inbound phase has been im-
proved using different techniques in [MPRS09], and the inbound phase has also been extended
by one round using SuperBox techniques in the improved analysis of Whirlpool [LMR+09, Ap-
pendix] and later applied to Grøstl in [MRST10] and independently in [GP10]. Second, mul-
tiple inbound phases can be used if more degrees of freedom from a key-schedule or due to
sparse truncated differential paths are available. This more powerful improvement allows to
double the number of attacked rounds and has been used in the analysis of the compression
functions Whirlpool [LMR+09] and LANE [MNPN+09]. Even more recently, generalizations
and a deeper study of the problem that needs to be solved in inbound phases have led to
improvements in a number of complicated cases [DDKS12,NP11]

The improved analysis of AES based hash functions can be interpreted as a weakness of
AES based designs. However, one can also argue that the simple structure of AES simply
accelerates understanding, and thereby the development of attacks. In that case, more results
can be expected later on other types of hash functions. An example is e.g. the rotational
rebound attack on Skein [KNR10]. Perhaps surprisingly, the techniques also found application
to the cryptanalysis of keyed primitives: in a variant of the biclique attack on AES [BKR11a]
(see Section 9).



Chapter 8

Meet-in-the-middle preimage
attacks on hash functions

Even though they may be traced back to Lai and Massey [LM92], meet-in-the-middle attacks
on the preimage resistance of hash functions recently received renewed attention. This is
both in the context of MD2 by Knudsen et al. [KM05,KMMT10,Mul04b], attacks on round-1
SHA-3 candidates by Khovratovic et al. [KNW09], as well as a series of results on members
of the MD4 family of hash functions by Aoki, Sasaki and others [AGM+09,AS09,AS08,SA08,
SA09a, GLRW10], and Tiger [IS09, GLRW10, Men09]. In the following, we describe them in
a way to fit into the meeet-in-the-middle (MITM) framework of Aoki and Sasaki. Other
interesting approaches to preimage attacks appeared e.g. in [Bih08, DR08, Leu08, MPR08a,
MPR+08b,YWZW05,Rec10].

8.1 The basic approach

The general idea of the preimage attack can be explained as follows. Let us consider a block-
cipher based hash function is Davies-Meyer mode. Further let us define a splitting point at a
particular round during the computation, and a matching point at another round.

1. Split the compression function into two chunks, where the values in one chunk do not
depend on some message word Wp and the values in the other chunk do not depend
on another message word Wq (p 6= q). We follow the convention and call such words
neutral with respect to the first and second chunk, respectively.

2. Fix all other values except for Wp,Wq to random values and assign random values to
the chaining registers at the splitting point.

3. Start the computation both backward and forward from the splitting point to form two
lists Lp, Lq indexed by all possible values of Wp and Wq, containing the computed values
of the chaining registers at the matching point.

4. Compare two lists to find partial matches (match for one or a few registers instead of
the full chaining) at the matching point.

5. Repeat the above three steps with different initial configurations (values for splitting
point and other message words) until a full match is found.
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With the work effort of 2l compression evaluations (let the space for both Wp and Wq be
2l), we obtain two lists, each one containing 2l values of the register to match. When we
consider all of the 22l possible pairs, we expect to get around 2l matches (assume we match l
bits at the matching point). This means that after 2l computations we get 2l matches on one
register, effectively reducing the search space by 2l. Leaving all the other registers to chance
allows us to find a complete match and thus a pseudo-preimage in 2n−l computations if the
chaining is of n bits. We repeat the pseudo-preimage finding 2l/2 times, which costs 2n−l/2,
and then find a message which links to one of the 2l/2 pseudo-preimages, this costs 2n−l/2.
So the overall complexity for finding one preimage is 2n−l/2+1, with memory requirement of
order 2l.

8.2 Refinements and improvements

A number of refinements and improvements have been proposed recently that allowed attacks
to cover more and more rounds, and sometimes also led to improved attack complexities. We
first discuss a selection of them with a focus on compression function attack techniques.

• Initial Structure. An Initial Structure (intrduced in [SA09a]) can swap the order of
some message words near the splitting point, so that the length of the two chunks can
be extended. Assume that originally both chunks p and q contain both neutral words
Wp and Wq. After the initial structure, essentially the Wp and Wq near the splitting
point are swapped, so that chunk p is independent from Wq and chunk q is independent
from Wp. A probabilistic generalization is described and used in [GLRW10].

• Partial Matching and Partial Fixing. Partial matching can extend the attack for a
few additional rounds. There are Wp and Wq near the matching point, which appear in
other chunks and destroy the independence. However we can still compute few bits at the
matching point, independently for both chunks, assuming no knowledge of Wp and Wq

near the matching point. Partial fixing will fix part of the Wp and Wq so that we can still
make use of those fixed bits, and extend the attack for a few more rounds. Sometimes,
Wp and Wq near the matching point behave in such a way that we can express the
matching point as f(Wq) + σ(Wp) from chunk q, and g(Wp) + µ(Wq) from chunk p, for
some functions f, σ, g, µ depending on the underlying hash function. So we can compute
f(Wq)−µ(Wq) from chunk q and g(Wp)−σ(Wp) from chunk p independently, and then
find matches. This is called indirect partial matching, see [AGM+09].

Note that a successful match gives only a pseudo-preimage, as the initial value is deter-
mined during the attack. However, various techniques are known to convert pseudo-preimages
to a preimage.

• Generic. A generic technique described in [MvOV96, Fact 9.99]. One can compute
many pseudo-preimages, and then find a message linking the IV to one of the input
chaining values of the pseudo-preimages.

• Dedicated. A number of tree [DR08,Leu08,MR07] and graph [DR08] based approaches
are known that allow to exploit properties of compression function attacks for a more
efficient conversion from pseudo-preimages to preimages than the generic approach.
Until recently the powerful pseudo-preimages technqiues like partial matching/fixing
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and initial structure where believed to be incompatible with those conversion methods.
In [GLRW10], an approach to combine both is described, leading to more efficient
conversions while at the same time allowing to take advantage of compression function
attack techniques as described above.

8.3 Discussion of results

The method is well suited to cover many rounds in preimage attacks. For the SHA-2 family
and the Tiger hash function, this type of attack is able to cover more rounds than any other
attack (up to 43/46 rounds for SHA-2, and full-round Tiger [AGM+09, GLRW10]). On the
other hand, it was not demonstrated yet that this approach can yield practical attacks as time
complexity is often close to that of brute force search. The result on the MD4 compression
function in time 272 [GLRW10] may be seen as a exception to this. Also memory-requirements
are often non-regligible. As an example, the result on full MD5 [SA09a] with 128-bit output
needs time 2123.4 and about 245 memory, while the result on full Tiger [GLRW10] with 192-bit
output needs time 2188.2 and about 28 memory.
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Chapter 9

Biclique Cryptanalysis of Block
Ciphers

This chapter briefly summarizes recent progress in key recovery for block ciphers due to the
new technique of biclique cryptanalysis to enhance meet-in-the-middle attacks.

Following the lines of the work [BKR11a, BKR11b, KLR12], we motivate and summarize
the recent progress in meet-in-the-middle attacks on block ciphers, including the first key
recovery against all three variants of AES in the standard single-key model faster than brute
force.

Attacks on hash functions have received a lot of attention lately. First of all, this is due
to the relatively recent success in collision attacks of MD5 [WY05], SHA-0 [BCJ+05, CJ98]
and SHA-1 [WYY05] (including the practical cryptanalysis MD5 [SLdW07, SSA+09] in the
context) and to preimage attacks on MD5 [SA09b].

Differential cryptanalysis [BS91] was discovered at the example of block ciphers. However,
it was successfully applied to hash function analysis as well and even found its own non-
negligible development there. Moreover, the cryptanalysis of hash functions has got to the
point that there has been evidence that techniques of hash function cryptanalysis can result in
new insight into block ciphers, e.g. the related-key attacks on AES with local collisions [SA10,
BDK+10b,BKN09,BN10].

Though there has been a great deal of meet-in-the-middle attacks on block ciphers re-
cently [BR10,CBF11,CE85,DK10,ODP07,Iso11,WRG+11], they receive less focus from crypt-
analysts than the standard attack vectors. A basic meet-in-the-middle attack requires only
the information-theoretical minimum of plaintext-ciphertext pairs. The limited use of these
attacks can be attributed to the requirement for large parts of the cipher to be independent
of particular key bits. As this requirement is not met in AES and most AES candidates, the
number of rounds broken with this technique is rather small [DK10,CBF11], which seems to
prevent it from producing results on yet unbroken number of rounds in AES. We also men-
tion that the collision attacks [DS08, HDB09] use some elements of the meet-in-the-middle
framework.

A new concept called bicliques was first introduced for hash cryptanalysis by Savelieva
et al. [DKS11]. It originates from the splice-and-cut framework [AS08, AS09, JGW] in hash
function cryptanalysis, and more specifically its element called initial structure. The biclique
approach led to the best preimage attacks on the SHA family of hash functions so far, including
the attack on 50 rounds of SHA-512, and the first attack on a round-reduced Skein hash
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function [DKS11]. The concept of bicliques for block ciphers and biclique cryptanalysis for
block ciphers was introduced in [BKR11a, BKR11b], and a predecessor, the splice-and-cut
framework applied to block ciphers is found in [WRG+11].

Here bicliques allow to get significant cryptanalytic results, including the first key recovery
for all versions of the full AES faster than brute force.

Tables 9.1 and 9.2 summarize the results on key recovery for AES and preimage finding
for AES in hash modes.

Table 9.1: Biclique key recovery for AES [BKR11a,BKR11b]
rounds data computations/succ.rate memory biclique length in rounds

AES-128 secret key recovery

8 2126.33 2124.97 2102 5

8 2127 2125.64 232 5

8 288 2125.34 28 3

10 288 2126.18 28 3

AES-192 secret key recovery

9 280 2188.8 28 4

12 280 2189.74 28 4

AES-256 secret key recovery

9 2120 2253.1 28 6

9 2120 2251.92 28 4

14 240 2254.42 28 4

Table 9.2: Biclique preimage search of AES in hash modes (compression function) [BKR11a,
BKR11b]

rounds computations succ.rate memory biclique length in rounds

AES-128 compression function preimage, Miyaguchi-Preneel

10 2125.83 0.632 28 3

AES-192 compression function preimage, Davies-Meyer

12 2125.71 0.632 28 4

AES-256 compression function preimage, Davies-Meyer

14 2126.35 0.632 28 4

The concept of a biclique. A biclique (a complete bipartite graph) connects 2d pairs
of intermediate states with 22d keys. This is the main source of computational advantage in
the key recovery — by constructing a biclique on 2d vertices only, one covers quadratically as
many keys 22d. d is called the dimension of the biclique.

A biclique is characterized by its length (number of rounds covered) and dimension d.
The dimension is related to the cardinality of the biclique elements and is one of the factors
that determines the advantage over brute force.

Bicliques from independent related-key differentials. Often the easiest way to
construct a biclique in a cipher is to consider two related-key differentials holding with prob-
ability one – one with forward key modification and one with backward key modification. If
those differentials are truncated, this can result in a higher dimensional biclique. The biclique
key recovery for the full AES uses bicliques of dimension d = 8 constructed from truncated
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related-key probability-one differentials in [BKR11a,BKR11b].
Bicliques from interleaving related-key differentials. This is frequently a more

involving approach. It is also based on related-key differentials. However, they can interleave
(that is, intersect in active nonlinear components such as S-boxes). The propagation in
those differentials can also be of probabilistic nature. This removes the constraint on the
biclique length natural for bicliques from independent related-key differentials. This imposes
a limitation of the highest dimension of a biclique though. It is typical to have d = 1 in key
recoveries on round-reduced AES in [BKR11a, BKR11b]. The construction of such bicliques
can follow the rebound strategy borrowed from the domain of hash functions.

Summarizing, the novel biclique meet-in-the-middle cryptanalysis on block ciphers intro-
duced in [BKR11a, BKR11b] is a promising cryptanalytic technique that is essential to the
security evaluation of modern block ciphers. It is advisable to include an assessment of the
biclique cryptanalysis applicability into any new block cipher design, as e.g. done for the
recently proposed PRINCE [BCG+12].
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Chapter 10

Higher Order Differential Attacks
on Hash Functions

The significant advances in the field of hash function research that have been made in the
recent years, had a formative influence on the landscape of hash functions. The analysis
of MD5 and SHA-1 has convinced many cryptographers that these widely deployed hash
functions can no longer be considered secure [WYY05, WY05]. As a consequence, people
are evaluating alternative hash functions in the SHA-3 initiative organized by NIST [Nat07].
During this ongoing evaluation, not only the three classical security requirements (preimage
resistance, 2nd preimage resistance and collision resistance) are considered. Researchers look
at (semi-) free-start collisions, near-collisions, etc. Whenever a behavior different from the
one expected of a ’random oracle’ can be demonstrated for a new hash function, it is con-
sidered suspect, and so are the weaknesses that are demonstrated only for the compression
function. In this chapter, we will discuss two techniques based on higher order differential
cryptanalysis to show non-random properties in hash functions and/or their building blocks.
First, we describe zero-sum structures as a new distinguishing property. To construct zero-
sum structures one exploits either the fact that the permutation or its inverse after a certain
number of rounds has a low degree, or some saturation properties due to a low diffusion.
Second, we describe an application of the Boomerang attack to hash functions to construct a
4-sum for the underlying permutation or compression function.

10.1 Zero-sum distinguishers

The existence of zero-sum structures is a new distinguishing property which has been intro-
duced by Aumasson and Meier in [AM09], and previously used by Knudsen and Rijmen in the
particular context of known-key attacks against block ciphers [KR07]. For a given function
F , a zero-sum is a set of inputs which sum to zero, and whose images by F also sum to zero.
Such zero-sum properties can be seen as a generalization of multiset properties (a.k.a. integral
properties) [DKR97,KW02]. Classical integral attacks for block ciphers include higher-order
differential attacks and saturation attacks. Similarly, zero-sum structures may exploit either
the fact that the permutation or its inverse after a certain number of rounds has a low degree,
or some saturation properties due to a low diffusion. The first type of weakness arises from
the nonlinear part of the function whereas the second type arises from its linear part.

The fact that the existence of some zero-sums can be considered as a distinguishing prop-
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erty has been investigated in [KR07, BC10] for instance. In particular, it has been shown
that any function F from {0, 1}n into {0, 1}n has at least one zero-sum of size 5 [BC10,
Prop.1]. Efficient generic algorithms for finding zero-sums include the general birthday algo-
rithm [Wag02], and the XHASH attack [BM97,BDPA10,AKK+10] whose complexity mainly
corresponds to K evaluations of F , where K is the size of the zero-sum. There is a trivial case
where zero-sums can be easily found: any affine subspace of dimension deg(F ) + 1 is a zero-
sum for F , leading to a distinguishing property when deg(F ) ≤ n− 1 (resp. deg(F ) ≤ n− 2
if F is a permutation).

In the case where F is a permutation over {0, 1}n, the zero-sums corresponding to the
affine subspaces of dimension deg(F ) + 1 have an additional property: any coset of such a
zero-sum is still a zero-sum. This leads to a much stronger property, introduced in [BC10],
named zero-sum partition: for a permutation over {0, 1}n, a zero-sum partition of size 2k is
a collection of 2n−k disjoint zero-sums of size 2k. A generic algorithm for finding a zero-sum
partition consists in iteratively applying the XHASH attack, but it has a high time complexity:
for a randomly chosen permutation, the description of the zero-sums found by such a generic
algorithm requires the evaluation of the permutation at almost all points since the searching
technique is not deterministic. This makes a huge difference with zero-sum partitions coming
from a structural property of the permutation, which can be described by means of some
close formula. It is also worth noticing that structural zero-sums can be used for proving that
some given permutations do not satisfy the expected property, and this may only require the
evaluation of the permutation on a few sets in the partition.

As previously mentioned, the algebraic degree of a permutation F provides some particu-
lar zero-sums, which correspond to all affine subspaces of {0, 1}n with dimension (deg(F )+1).
The fact that the permutation used in a hash function does not depend on any secret parame-
ter allows to exploit the previous property starting from the middle, i.e., from an intermediate
internal state. This property was used by Aumasson and Meier [AM09] and also by Knudsen
and Rijmen in the case of a known-key property of a block cipher [KR07]. The only infor-
mation needed for finding such zero-sums on the iterated permutation using this approach
is an upper bound on the algebraic degrees of several iterations of the round transforma-
tion (resp. of its inverse). The trivial upper bond on the degree of an iterated permutation
has been improved in the case where the nonlinear layer of the permutation corresponds
to the parallel application of several smaller Sboxes [BCC11]. Another improvement can
also be derived when the inverse of the Sbox has a much smaller degree than the Sbox it-
self [DL11, BC11]. Besides the degree of the round transformation, a second element can be
exploited for constructing zero-sum partitions, similarly to the techniques used for mounting
saturation attacks [BC10]. All these results have led to zero-sum partitions for several SHA-3
candidates, including Keccak, Luffa, Hamsi, and Grøstl.

10.2 Second-Order Differential Collisions (4-sums)

In the following, we will discuss the application of higher order differential attacks to hash
functions based on the boomerang attack proposed by Wagner [Wag99] in the cryptanalysis
of block ciphers. As opposed to the technique described in the previous section the attack is
particular suited for ARX-based constructions such as the MD4-family of hash functions and
the SHA-3 finalists Blake and Skein. The application of the boomerang attack to hash func-
tions as a tool to show non-random properties in the underlying permutation or compression
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function was independently proposed by Biryukov et al. in the analysis of Blake [BNR11] and
Lamberger and Mendel for SHA-256 [LM11]. Since then it has been applied to many other
hash function designs, e.g. HAVAL [Sas11], RIPEMD-128/160 [SW12], Skein [LR12], etc.

10.2.1 Basic Definitions and Preliminaries

Higher-order differentials have been introduced by Lai in [Lai94] and first applied to block
ciphers by Knudsen in [Knu94]. The application to stream ciphers was proposed by Dinur
and Shamir in [DS09] and Vielhaber in [Vie07]. First attempts to apply these strategies to
hash functions were published in [ADMS09]. While a standard differential attack exploits the
propagation of the difference between a pair of inputs to the corresponding output differences,
a higher-order differential attack exploits the propagation of the difference between differences.

In this section, we recall the basic definitions of Lai [Lai94] and Knudsen [Knu94] that we
will use in the subsequent sections.

Definition 10.2.1 Let (S,+) and (T,+) be abelian groups. For a function f : S → T , the
derivative at a point a1 ∈ S is defined as

∆(a1)f(y) = f(y + a1)− f(y) . (10.1)

The i-th derivative of f at (a1, a2, . . . , ai) is then recursively defined as

∆(a1,...,ai)f(y) = ∆(ai)(∆(a1,...,ai−1)f(y)) . (10.2)

Definition 10.2.2 A one round differential of order i for a function f : S → T is an (i+ 1)-
tuple (a1, a2, . . . , ai; b) such that

∆(a1,...,ai)f(y) = b . (10.3)

When applying differential cryptanalysis to a hash function, a collision for the hash func-
tion corresponds to a pair of inputs with output difference zero. Similarly, when using higher-
order differentials we define a higher-order differential collision for a function as follows.

Definition 10.2.3 An i-th-order differential collision for f : S → T is an i-tuple (a1, a2, . . . , ai)
together with a value y such that

∆(a1,...,ai)f(y) = 0 . (10.4)

Note that the common definition of a collision for hash functions corresponds to a higher-order
differential collision of order i = 1.

In this work, we concentrate on second-order differential collisions, i.e. i = 2:

f(y)− f(y + a2) + f(y + a1 + a2)− f(y + a1) = 0 (10.5)

Further we assume that we have oracle access to a function f : S → T and measure the
complexity in the number of queries to f , i.e. query complexity, while ignoring all other
computations, memory accesses, etc. Additionally, we will restrict ourselves to functions f
mapping to groups (T,+) with |T | = 2n which are endowed with an additive operation.

We now want to lower bound the query complexity of producing a non-trivial differential
collision of order 2.
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Theorem 10.2.1 For a function f : S → T with |T | = 2n, the query complexity for producing
a non-trivial differential collision of order 2 is Ω(2n/3).

For the proof of Theorem 10.2.1 we refer to [BLMN11].
However, we want to note that the actual complexity might be much higher in practice

than this bound for the query complexity. We are not aware of any algorithm faster than
2n/2

10.2.2 Application to Block-Cipher-Based Hash Functions

A well known construction to turn a block cipher into a compression function is the Davies-
Meyer construction. The compression function call to produce the i-th chaining value xi from
the i-th message block and the previous chaining value xi−1 has the form:

xi = E(mi, xi−1) + xi−1 (10.6)

When attacking block-cipher-based hash functions, the key is not a secret parameter so for
the sake of readability, we will slightly restate the compression function computation (10.6)
where we consider an input variable y = (k||x) ∈ {0, 1}k+n so that a call to the block cipher
can be written as E(y). Then, the Davis-Meyer compression function looks like:

f(y) = E(y) + τn(y), (10.7)

where τn(y) represents the n least significant bits of y.
In an analogous manner, we can also write down the compression functions for the Matyas-

Meyer-Oseas and the Miyaguchi-Preneel mode which are all covered by the following propo-
sition.

Proposition 10.2.1 For any block-cipher-based compression function which can be written
in the form

f(y) = E(y) + L(y), (10.8)

where L is a linear function with respect to +, an i-th-order differential collision for the block
cipher transfers to an i-th-order collision for the compression function for i ≥ 2.

For the proof of Proposition 10.2.1, we refer to [BLMN11].
Hence, if we want to construct a second order collision for the compression function f

it is sufficient to construct a second-order collision for the block cipher. The main idea of
the attack is now to use two independent high probability differential characteristics – one in
forward and one in backward direction – to construct a second-order differential collision for
the block cipher E and hence due to Proposition 10.2.1, for the compression function.

Therefore, the underlying block cipher E is split into two subparts, E = E1 ◦ E0. Fur-
thermore, assume we are given two differentials for the two subparts, where one holds in
the forward direction and one in the backward direction and we assume that both have high
probability. This part of the strategy has been already applied in other cryptanalytic at-
tacks [Wag99, BDK01, BDK05, KKS00]. We also want to stress, that due to our definition
above, the following differentials are actually related-key differentials. We have

E−10 (y + β)− E−10 (y) = α (10.9)
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and
E1(y + γ)− E1(y) = δ (10.10)

where the differential in E−10 holds with probability p0 and in E1 holds with probability p1.
Using these two differentials, we can now construct a second-order differential collision for
the block cipher E. This can be summarized as follows.

1. Choose a random value for X and compute X∗ = X+β, Y = X+γ, and Y ∗ = X∗+γ.

2. Compute backward from X,X∗, Y, Y ∗ using E−10 to obtain P, P ∗, Q,Q∗.

3. Compute forward from X,X∗, Y, Y ∗ using E1 to obtain C,C∗, D,D∗.

4. Check if P ∗ − P = Q∗ −Q and D − C = D∗ − C∗ is fulfilled.

Due to (10.9) and (10.10),

P ∗ − P = Q∗ −Q = α, resp. D − C = D∗ − C∗ = δ, (10.11)

will hold with probability at least p20 in the backward direction, resp. p21 in the forward
direction. Hence, assuming that the differentials are independent the attack succeeds with a
probability of p20 · p21. It has to be noted that this independence assumption is quite strong,
cf. [Mur11]. However, if this assumption holds, the expected number of solutions to (10.11) is
1, if we repeat the attack about 1/(p20 ·p21) times. As mentioned before, in our case, there is no
secret key involved, so message modification and similar techniques can be used to improve
this complexity (cf. [LM11]).

The crucial point now is that such a solution constitutes a second-order differential collision
for the block cipher E. We can restate (10.11) as

Q∗ −Q− P ∗ + P = 0 (10.12)

E(Q∗)− E(P ∗)− E(Q) + E(P ) = 0 (10.13)

If we set α := a1 and the difference Q− P := a2 we can rewrite (10.13) as

E(P + a1 + a2)− E(P + a1)− E(P + a2) + E(P ) = 0, (10.14)

that is, we have found a second-order differential collision for the block cipher E. Because of
Proposition 10.2.1 the same statement is true for the compression function. We want to note
that the attack is applicable in a similar way to permutation based designs.
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Twister. In ACNS, pages 342–353, 2009.

[MRST09a] Florian Mendel, Christian Rechberger, Martin Schläffer, and Søren S. Thomsen.
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