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1 Introduction

The activity carried out within WVL1 has provided a theoretical framework to analyze the
security of virtually any watermarking system. Following the activity carried out by the
former WVL2 (resulting in the deliverable (D.WVL.3 ”First Summary Report on Practical
Systems”), it was the goal of WVL2 to apply the theoretical framework to practical systems,
so to derive some results about the security of the systems proposed so far and point out direc-
tions to improve them. To start with, the practical application of the theoretical framework
developed within WVL1 pursued the following 2 goals:

• Analysis of the security of practical systems: the watermarker’s point of view. This
activity aimed to measure the security of the diverse classes of watermarking systems
proposed so far and compare them against the theoretical security limits derived by the
theory;

• Analysis of the effectiveness of practical attacks: the attacker’s point of view. The goal
of this activity was to evaluate the effectiveness of the attacking strategies proposed so
far and to compare them with the achievable results set by theory.

At an even more practical level, two further goals have been pursued: to develop new
practical systems with improved security features (this goal can be considered to follow the
watermarker’s perspective); and to investigate the existence of new, more powerful attacks
(in this case the attacker’s point of view is considered).

In the following section the results obtained within WVL2 are reviewed in more details.
In order to summarize the main results that have been obtained, while at the same time
providing a description that is as detailed as possible, a different section is dedicated to each
of the goals of WVL1. Each section starts with a critic review of the results that have been
obtained and the main open issues that still need to be addressed, and continues with a one-
by-one description of all the research activities carried out by all the partners. In order to
avoid fragmentation of the report, the description of the various activities follows a unique
format: for each research activity the addressed problem, the motivations, the technological
solutions and the obtained results are described in a few lines. The publications resulting
from each activity are also given.

In addition to the activities described above, that are closely linked to the objective of
WVL2 (and the whole Ecrypt project), several other research streamlines (carried out without
a particular coordination among partners) were followed that, though not directly referring
to security analysis, concerns contiguous topics, e.g. watermarking robustness. In order to
also account for these researches, that for their nature play an important role from a practical
perspective, an appendix is added at the end of the report.

2 Analysis of the security of real systems

The most important result of WVL1 dedicated to the theoretical analysis of security has
been the definition of a precise mathematical framework to measure the security of any
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watermarking system. On a more practical side in WVL2, a review of the previous works
analyzing the security of practical systems was first performed (see 2.1), then the theoretical
framework was applied to evaluate the security of some well known classes of watermarking
system, namely informed and non-informed spread spectrum and lattice-based QIM (see 2.2
and 2.3 ). Among the most interesting results, it is worth mentioning the confirmation of the
existence of a trade-off between watermarking and security1. Such a trade-off was explicitly
computed for the spread spectrum case. Other significant achievements regard the evaluation
of the optimum (from a security point of view) pdf for the dithering sequence in lattice
based watermarking and the definition of a new attacking strategy based on set-membership
estimation theory.

An additional research activity regarded the reliability of watermarking in the presence
of geometric attacks, with the extension of some previously obtained asymptotic results to a
more realistic case where the length of the covertext is not assumed to be infinite (see 2.4).

2.1 Survey of watermarking security [PFCTPPG06]

Addressed problem:

This paper is intended to clarify the concepts related to watermarking security, provide
an exhaustive literature overview, and serve as a starting point for newcomers interested in
carrying out research on this topic.

Motivations: Watermarking security has emerged in the last years as a new subject in
the watermarking area. As it brings new challenges to the design of watermarking systems,
a good understanding of the problem is fundamental.

Technical approach: The discussion about watermarking security is focused on the role of
the secret key and the secret parameters in the embedding and detection processes. First, an
overview of the most popular forms of digital watermarking emphasizing the role of the secret
key, which can be seen to be determinant in the security problem. Thereafter, a classification
of attacks on watermarking schemes based on the their treatment of the secret key is given.
The evolution of the watermarking security concept in the watermarking literature is reviewed,
introducing relevant definitions which help to link the aforementioned classification of attacks
to the concepts of robustness and security. In a slightly more technical part, it is discussed
how to measure security in a theoretical, quantitative manner, introducing also the main
results so far on this direction. Attention is paid to the works that have performed practical
studies of the watermarking security problem, reviewing the main tools proposed so far for
performing security attacks. Some countermeasures that can help to improve security are
also considered, discussing their advantages and drawbacks. Finally, the main challenges and
open questions are summarized for pointing out possible directions of research.

2.2 Security of spread-spectrum-based data hiding [PFMPG07]

Addressed problem: The security of data hiding methods whose embedding function is based
on additive spread spectrum is studied. Their security depends on the secrecy of a pseudo-

1This is a very interesting result given that until a couple of year ago security and robustness were considered
almost as synonymous, with security seen as a higher level of robustness.
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random spreading vector which defines an embedding subspace. Three different methods
are considered: additive spread spectrum [CKLS97], attenuated spread spectrum [MI03] and
improved spread spectrum [MF03].

Motivations: Although several studies about the security of additive spread spectrum
have been published [CFF05, CFF04], their security from a theoretical point of view has not
been properly addressed. The main aims of our work are to show and quantify the tradeoffs
between robustness and security existing in this kind of methods, and to establish relations
between them.

Technical approach: Theoretical security assessment is made by computing the information
about the spreading vector that leaks from the observation of watermarked signals, when these
were watermarked with the same secret key. Closed-form solutions are possible to obtain
only in a few particular cases, so the results are given by means of bounds, in general. This
information leakage can be used in turn for bounding the squared estimation error of the
spreading vector, and thus the number of watermarked signals (the security level) that are
needed to estimate such vector with a certain accuracy. Finally, the insight gained in the
theoretical analysis is used for proposing some practical estimators.

Obtained results: The theoretical security level of additive spread spectrum has been
analyzed for the first time from an information-theoretic point of view in the scenario where
the attacker does not know the messages embedded in each watermarked signal (Watermarked
Only Attack, WOA). For attenuated and improved spread spectrum, which are methods that
include host rejection mechanisms, the information-theoretic analysis shows and quantifies
the existence of a tradeoff between robustness and security: more host rejection (and hence,
improved robustness in general) implies a larger information leakage, undesirable from a
security viewpoint. The relations between the different methods are discussed: additive
spread spectrum is a particular case of both attenuated and improved spread spectrum, and
the security level of the latter can be shown to be always worse than that of additive spread
spectrum. Relations between these methods and spread transform - dither modulation [CW01]
are discussed as well.

2.3 Theoretically achievable and practical security levels for lattice
data hiding in the Known Message Attack scenario [PFPGFC06],
[PFPGF06]

Addressed problem: The security of data hiding methods using lattice quantization is assessed
from both theoretical and practical points of view in the Known Message Attack (KMA)
and Constant Message Attack (CMA) frameworks [CPFPG05]. Security is assumed to be
dependent only on the secrecy of the dither signal used for randomizing the codebook.

Motivations: Certain watermarking and data hiding applications, such as copyright pro-
tection, copy control and authentication are subject to important security threats. It is
important to guarantee that the security levels are high enough for each specific application.

Technical approach: In the theoretical part, the concept of equivocation for continuous
random variables is used for measuring the security in a quantitative manner. It is assumed
that the attacker has a set of watermarked signals available, all of them watermarked with
the same secret key. Most of the results are referred to the KMA case, which permits to gain
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a lot of insight about the security mechanisms of lattice data hiding methods [MK05].

In the practical part, the use of set-membership estimators (SME) for dither estimation
purposes is considered. Two different methods are proposed: one based on numerical op-
timization with geometrical restrictions, and another one of iterative nature with analytic
solution. In general, the proposed estimators are suboptimal (in MSE and equivocation
sense).

Obtained results: The theoretical analysis yields, among others, results about the optimum
statistical distribution for the dither signal (in terms of security), a closed-form expression for
the equivocation with scalar schemes, and achievable security levels for infinite-dimensional
lattices. Bounds on the estimation error are also discussed, and a comparison between the
security levels of lattice data hiding and additive spread spectrum methods is given.

The theoretical analysis provides conservative security levels. The results obtained with
the practical estimators show that the practical security levels can well be larger, although it
is possible to perform attacks with affordable complexity. They were successfully applied to
different lattices in up to 8 dimensions.

2.4 E-capacity analysis of data hiding channels with geometrical attacks
[TVK+06]

Addressed problem: The main goal of this study is to investigate the upper and lower bounds
on the rate reliability function that can be achieved in the data hiding channels with some
geometrical state.

Motivations: In a data hiding communications scenario, geometrical attacks lead to a
loss of reliable communications due to synchronization problems when the applied attack is
unknown. In our previous work, information-theoretic analysis of this problem was performed
for theoretic setups, i.e., when the length of communicated data sequences asymptotically
approaches infinity. Assuming that the applied geometrical attack belongs to a set of finite
cardinality, it is demonstrated that it does not asymptotically affect the achievable rate in
comparison to the scenario without any attack.

Technical approach: In particular, we investigate the random coding and sphere packing
bounds on the E-capacity for channels with random parameter when the interference (channel
state) is not taken into account at the encoder. Furthermore, we consider the group of
geometrical attacks that do not change the dimensionality and type of their input and do not
require an interpolation.

Obtained results: We show that similar conclusion obtained in the asymptotic case is valid,
meaning that within the class of considered geometrical attacks the rate reliability function
is bounded in the same way as in the case with no geometrical distortions.

3 Investigation of practical attacks

From the point of view of the attacker, the activity of WVL2 resulted in the development of
new types of attacks, including: hidden data removal by means of optimal estimation theory
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(see 3.1), optimum substitution attack from a game theory perspective in a spread spectrum
set up (see 3.2), and optimum (worst case) additive attacks (see 3.3).

3.1 Message communications and channel state estimation for state de-
pendent channels [VKT+05], [VKTP06]

Addressed problem: In this work, we consider the problem of pure information transmission
and channel state estimation via state dependent channels on the side of data-hider and
attacker.

Motivations: We aim to analyze a possibility of reversibility of data-hiding techniques
from multimedia perspectives. We would like to demonstrate the capabilities of unauthorized
users to perform hidden data removal using solely signal processing approach based on optimal
estimation theory as well as consider reversibility on the side of authorized users, who have
the knowledge of the key used for the message hiding.

Technical approach: We show that the knowledge of auxiliary random variable, used in
the codebook construction of random binning techniques, is sufficient to perform the optimal
host state estimation. Following, we compare the obtained results with optimal rate-distortion
region obtained using more involved coding strategies based on hybrid random binning and
uncoded transmission. We perform the experimental validation of different message commu-
nication and channel state estimation scenarios for the generalized Gel’fand-Pinsker formula-
tion, Gaussian Costa setup as well as differentiation of channel state estimation scenarios for
unauthorized and authorized users.

Obtained results: Depending on maximization of the communication rate or of the esti-
mation distortion is more important in certain application, different scenarios are possible.
Evidently, the maximum rate of reliable communications for the whole range of WNRs might
be achieved only when α = αopt. Oppositely, when more accurate channel state estimation is
necessary for the fixed communication rate, deviation from the rate maximization conditions
are required. The optimal rate-distortion pair (R,D) obtained using power-sharing can be
asymptotically achieved based on the considered Costa scheme with the estimation of aux-
iliary random variable as WIR → ∞. This result also outperforms the time-sharing setup
under considered conditions.

3.2 Spread Spectrum Substitution Watermarking Game [BDBT06b]

Addressed problem: In the integrity checking context of multimedia contents, a malicious user
aims at devising a forged content in order to fool a watermarker by making him use as a
genuine content. When the watermark acts as an integrity stamp, the false-alarm probability
to recover the watermark signature in a forgery content is the criterion of interest.

Motivations: Regardless to the embedding techniques and detection strategies, zero bit
watermarking problems have been initially introduced to address copyright protection issues.
This approach refers to robust watermarking and it can be formalized as a game between two
opponents. How ever we expected to transfer to an integrity checking issue by considering
that the watermark acts as an integrity stamp.
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Technical approach: We study and solve a game for this criterion between a watermarker
and a falsifier. We investigate one of the possible strategy of the falsifier: substitute the
watermarked signal by any unmarked content. As for the watermarker, we are interested in
additive spread-spectrum embedding. Modeling signals by parallel colored gaussian processes,
our study confirms some common heuristics: the best attacker choice is to substitute the
watermarked host signal by the most likely unmarked signal, that is using the same statistics
as the raw host signal. The best watermarker strategy is to embed the watermark into the
weakest frequency power components of the host signal.

Obtained results: We have presented this work at ICME 2006. Fragile watermarking
problem has been specifically addressed through game theory. When the watermark acts as
an integrity stamp, the false alarm probability to recover the watermark signature in a forgery
content is the criterion of interest. We study and solve a game for this criterion between a
watermarker and a falsifier. Signals are modeled by parallel colored Gaussian processes.
Due to the intractability of the false-alarm probability, we resort to Chernoff bound as an
alternative cost. Our study confirms some common heuristics: the best substitution attack
uses a signal which has very close statistics to the original host signal. We have proposed
an interpretation in terms of frequency embedding domain and a strategy comparisons with
quantized-based schemes.

3.3 The performance analysis of additive attacks [VFVK+05]

Addressed problem: The main goal of this work is to review the theory and design the worst
case additive attack (WCAA) for |M |-ary quantization based data-hiding methods using as
performance criteria the error probability and the maximum achievable rate of reliable com-
munications. Our analysis focuses on the practical scheme known as distortion compensation
dither modulation (DC-DM).

Motivations: The comparison between the analyzed cost functions demonstrated that in
a rigid scenario with a fixed decoder, the attacker can decrease the rate of reliable communi-
cation more severely than by using either the AWGN or the uniform noise attacks.

Technical approach: From the mathematical point of view, the problem of the worst
case attack (WCA) design using probability of error as a cost function is formulated as the
maximization of the average probability of error subject to the introduced distortion for a
given decoding rule. When mutual information is selected as a cost function, a solution to
the minimization problem should provide such an attacking noise probability density function
(pdf) that will maximally decrease the rate of reliable communications for an arbitrary decoder
structure.

Obtained results: We obtained an accurate and practical analytical approximation to the
WCAA, the so-called 3− δ attack. Within the class of additive attacks, the developed attack
leads to a stronger performance decrease for the considered class of embedding techniques
than the additive white Gaussian or uniform noise attacks.
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4 Development of practical systems

Stemming from the theoretical investigation and the analysis of the security of practical
schemes, a considerable effort has been paid to develop new watermarking schemes that over-
come the security drawback of the existing systems. A first activity regarded the development
of a Zero Knowledge Watermarking (ZKW) system that in addition to the security improve-
ment brought by the adoption of the ZK paradigm, is also secure against sensitivity (oracle)
attacks. Though the problem of finding proper countermeasures against the sensitivity at-
tack is far from being solved, a first step is this direction was made by devising a ZK version
of the optimum detector for a Spread-spectrum watermark hosted by Generalized Gaussian
features. Such a detector in fact is known to be relatively more robust against the sensitivity
attack, while the ZK protocol ensures the proper protection of the secret key.

A second research line regarded the extension to the case of 3D meshes of the anti-collusion
warping-based algorithm [CST03] that was proposed to cope with collusion attack for the still
image case (see 4.2). Though the work is still in progress, some promising results have already
been obtained.

Finally, solutions to the problems raised by applications where watermarking is used to
achieve content authentication have sought for, leading to the works described in 4.3 and 4.4.

4.1 Zero-Knowledge Watermark Detectors Robust to Sensitivity Attacks
[TPG06, TPG07]

Addressed problem: These works cope with the problem of achieving a watermarking protocol
able to withstand blind sensitivity attacks, while concealing the secret parameters using zero-
knowledge protocols in order to perform a public detection.

Motivations: Current zero-knowledge watermark detectors are based on a linear corre-
lation between the asset features and a given secret sequence. This detection function is
susceptible of being tackled by sensitivity attacks, for which zero-knowledge does not provide
protection. Furthermore, many complex functions that could be used to get more involved
detection boundaries cannot be implemented through zero-knowledge protocols.

Technical approach: A new zero-knowledge blind watermark detection protocol is pre-
sented, based on the maximum likelihood detection function for generalized Gaussian dis-
tributed host features. For some choices of parameters, the detection boundary is very com-
plicated, what makes it more robust to sensitivity attacks. As a consequence, the combination
of this detector with zero-knowledge techniques results in a secure and robust protocol. In or-
der to implement it, two new zero-knowledge proofs for calculation of modulus and square root
are presented. The new protocol is compared in terms of performance and efficiency with the
previous zero-knowledge protocols based on correlation detector for additive spread-spectrum
and Spread-Transform Dither Modulation (ST-DM).

Obtained results: Two new zero-knowledge proofs for modulus and square root have been
presented; they serve as building blocks for the zero-knowledge implementation of the gener-
alized Gaussian maximum likelihood detector, and also open new possibilities in the design of
high level protocols. The developed zero-knowledge detector has shown improved resistance
against blind sensitivity attacks with respect to the previous protocols, with a better perfor-
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mance than correlation based detection; Moreover, when the employed spreading sequence
is binary antipodal, the resulting communication complexity of the protocol can be greatly
reduced, making it even more efficient than the previous ones.

4.2 Watermarking of 3D meshes with anti-collusion capabilities

Addressed problem: We tried to build a watermarking system that guarantee guarantees
resilience against a variety of possible attacks; in particular we dealt with a 3D version of
the popular collusion attack. This kind of attack can be performed by a group of attackers
that by sharing their watermarked models should be able to remove the watermark while
preserving the visual integrity of the model.

Motivations: The collusion is an easy-to-implement and strong attack that with just a few
colluders is able to delete the watermark on a mesh thus nullifying the efforts to protect the
copyright.

Technical approach: The proposed algorithm embeds a numeric code into a mesh using
a multiresolution framework. We used the “normal meshes” technique in order to build the
multiresolution over a generic 3D mesh. The detector is blind, namely it can detect the
watermark without using the original model. The idea to achieve resilience against collusion
has been to slightly warp the models before watermarking them. In this way, a combination
of two or more marked models won’t result in a high quality watermark free model.

Obtained results: Though the development of the system is is not complete yet, the
experimental results we have show the effectiveness of the collusion attack on watermarked
models when no proper countermeasure is taken. On the other side, averaging the warped
models results in geometrically distorted meshes, hence diminishing the effectiveness of the
attack. In particular, while the “slightly modified and then watermarked” copies of the
original model are perceptually identical to the original, the colluded copy of the “modified
and then watermarked” models is a lower quality version of the original model.

4.3 Chaotic invertible fragile watermarking for still images

Addressed problem: This work, which is still in progress, addresses the problem of fragile,
blind watermarking of still images for authentication purposes. More specifically, the method
aims at achieving data-dependent invertible authentication. Any manipulation that takes
place in an authenticated image can be localized in a specific, relatively small region of it.
The work is still in a preliminary phase.

Motivations: The primary motivation behind our work is the fact that the majority of
image fragile watermarking methods proposed so far in the literature that achieve significant
localization are exposed to severe security problems. Moreover, the majority of the proposed
methods cannot achieve invertibility, i.e., there is no way to retrieve the original image.

Technical approach: The watermark generation process takes place in the spatial domain
and involves scanning row-by-row an original image. The watermark that is superimposed
to the image is actually the sign of the generated signal. In the generation process three
independent factors are involved in a non-linear iterative system, a numerical value used as
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watermark key, the constraints of the applied chaotic function and the luminance of pixels.
Non-linearity in watermark embedding allows us to exploit the chaos property of extreme
sensitivity to initial conditions and function’s constraints, while data-dependence enhances
system’s security performance. During detection, it can be proven that, if all factors involved
in watermark embedding (key, function constraints and data) have not been altered, the
output of the detection function will lie in a so-called “legal” range of values. In this case,
watermark can be precisely reproduced and erased, and thus the authentic image can be
retrieved. If any of the involved parameters is altered, the detector’s output will eventually
fall in an “illegal” interval thus signalling a violation of the image integrity. Three block-wise
layers of watermarks are superimposed to the authentic image. Any malicious modification
of the image content is detected and localized in the block where it is identified.

Obtained results: So far the technique shows encouraging results. More precisely, since
detection is deterministic, false rejection rate is zero by definition. False acceptance rate
is marginal and decreases with the image size. A second weakness of this method is its
incompetence to distinguish between a wrong key detection and a manipulated image. Efforts
are currently focusing on coping with this issue.

4.4 Information-Theoretic Analysis of Electronic and Printed Document
Authentication [VKV+06]

Addressed problem: In this work, we consider the problem of document authentication in
electronic and printed forms.

Motivations: We analyze the security of document authentication methods and present
the optimal attacking strategies with corresponding complexity estimates that, contrarily to
the existing studies, crucially rely on the information leaked by the authentication protocol.

Technical approach: We present this problem from the information-theoretic perspectives
with a framework for joint hashing-data hiding and formulate the joint source-channel coding
theorem with a sketched proof justifying the performance limits in such protocols.

Obtained results: The presented experimental results for a document authentication ap-
plication justify the practical efficiency of the elaborated framework: The system is capable to
reliably detect all types of introduced tampering (more than 20) without producing a single
false detection decision.

5 Investigation on the existence of new classes of attacks

Among the activity of WVL2 a special role is played by the organization of the first BOWS
(Break Our Watermarking System) contest. The aim of the contest was to analyze the wide
variety of attacks that are brought to an unknown (first, know afterwards) watermarking
system subject to world-wide massive attacks. Indeed the contest was a great success with
the participation of about 300 contenders and thousand of attempts to break the system. The
most important output of the process was that, at least in the set up proposed by BOWS,
the sensitivity attack has to be considered the most serious threat to any watermarking sys-
tem. Several practical implementation of the sensitivity attack were proposed permitting to
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gain much insight into the possibilities and drawbacks of this kind of attacks. The attacking
strategies that resulted in the best performance will be the subject of a special session en-
tirely dedicated to the BOWS contest that will be organized in the context of the conference
Security, Steganography, and Watermarking of Multimedia Contents IX to be held in S. Jose
on January 2007.

A more detailed description of the contest is given in section 5.1, whereas an interesting
result obtained by Ecrypt partners within the BOWS contest is detailed in section 5.2

5.1 1st BOWS Contest (Break Our Watermarking System) [BOWS]

Addressed problem: To investigate how and when a selected image watermarking system can
be broken though preserving as highest as possible the perceptual quality of the content, when
the system is under a world-wide massive attack.

Motivations: The motivation of this action is to better understand which are the disparate
attacks, perhaps unknown at the moment, that BOWS participants will carry out to perform
their action and comprehend the degree of difficulty of breaking the watermark.

Technical approach: An image watermarking algorithm has been chosen to be the object
of the contest. A ”BOWS” web-site has been designed where 3 different generic images
watermarked with this system are made available for download. Then, contenders could try
to erase the watermark from all the three images by using any action they want while granting
a minimum PSNR of 30 dB between the watermarked image and the attacked one. To verify
their action, attackers could upload the attacked images on the BOWS web-site through an
ad-hoc interface and ask to run the detection process; finally they obtained as answer the
result of the detection and the PSNR achieved. The attacker who was able to remove the
watermark from all the three images with the highest (on the average) PSNR was the winner
of the contest.

Obtained results: The Contest ended on March 15, 2006. Since the start of the Contest,
we received from more than 300 IP addresses 72074 Attacked Images; in 10034 of them the
watermark was erased while granting a minimum PSNR of 30 dB. 20 BOWS participants
succeeded to remove the watermark from all the images. The winner of the contest is the
Team held by Scott Craver, Binghamton University, with an average PSNR of 39.22 dB. The
BOWS web site is still open for the second phase of the contest during which the algorithm
is made public, for additional three months. Actually, in the second phase of the Contest, we
received from 111 IP addresses 690081 Attacked Images, with the best result obtained by A.
Westfeld, TU Dresden, with a PSNR of 51.08 dB.

5.2 Two different approaches for attacking BOWS [CPG07]

Addressed problem: In this paper the authors discuss two different ways of attacking the
watermarking system implemented in the first ”Break Our Watermarking System” (BOWS)
contest from two different approaches: without any knowledge about the used watermarking
method, and when that method is publicly known.

Motivations: The main motivation is to compare these two different strategies, in order to
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see how the knowledge of the used method could be useful for the attacker, and also comparing
the obtained results with other strategies proposed by different groups in the watermarking
community.

Technical approach: The authors followed two different approaches for dealing with this
problem. First of all, they attacked the implemented system using a new sensitivity attack
(the BNSA), and afterwards, taking into account the knowledge about watermarking scheme
and other additional assumptions, they attacked the system performing an exhaustive search
of the secret key of the system.

Obtained results: Although both strategies successfully removed the watermark from the
provided signals, the computational cost needed by the search of the secret key was smaller
than that needed for the BNSA, meaning that the attacker could take advantage of the fact
of knowing the embedding strategy. Furthermore, with the exhaustive search attack, the
security of the system is completely disclosed, as the attacker would not need to perform
again the iterative computationally demanding method in order to remove the watermark
from any other watermarked content, or even illegally watermarking original host signals.

6 Appendix (miscellaneous works)

As it is becoming more and more evident, security and robustness are closely intertwined
properties, in many cases in fact, increasing watermark security can only be obtained at the
expenses of a lower robustness. It is natural then, that a certain amount of research regarded
watermark robustness and the development of robust watermarking systems. Though not
directly dealing to security, we decided to include a brief description of these researches at
the end of the deliverable. As it can be seen the quality and number of the results that were
obtained confirms the excellent level of the research carried out within WVL2.

6.1 A quantization watermarking technique robust to linear and non-linear
valumetric distortions using a fractal set of floating quantizers [Bas05]

Actually it deals with robustness instead of security, however I would retain it.

Addressed problem: This work deals with the problem of robustness of quantization-based
watermarking schemes to non-linear valumetric distortions. Classical quantization schemes
(QIM, STDM) are known to be unable to achieve watermark decoding after such transforms
because the quantization step remains constant.

Motivations: Non-linear valumetric transforms are widely used in image or video pro-
cessing for process such as contrast adjustment, Gama-transform or histogram equalization.
Moreover, a very important number of publications addresses the class of quantization wa-
termarking schemes. Few previous solutions were proposed to counter valumetric transforms
but they are not robust to non-linear transforms.

Technical approach: The proposed scheme uses a fractal quantization structure during
the detection but also a content-dependent quantization grid to achieve both global constant
robustness and the ability to recover the watermark after non-linear valumetric distortions.
The main characteristic of this scheme is the fact that the detection scheme can use a hier-
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archical set of quantizers to deal with non-linear valumetric transforms while preserving an
average constant quantization step.

Obtained results: Decoding has been tested after different attacks (Gaussian noise addi-
tion, Gamma transform, Histogram equalization, linear transform) and compared with ra-
tional dither modulation for different neighborhood sizes. The proposed scheme outperforms
RDM for non-linear transforms while achieving similar performance than RDM for linear
transforms and AWGN attack for small neighborhood size (between 10 and 100).

6.2 Asymmetric data-hiding for Laplacian host data [VFVKP05],
[VFVK+06]

Actually it deals with capacity and robustness instead of security, however I would
retain it.

Addressed problem: The performance analysis of the known-host statistics data-hiding
methods was performed for the case of i.i.d. Laplacian host interference.

Motivations: In most data-hiding approaches, it is generally assumed that the host data
follows an independent and identically distributed (i.i.d.) Gaussian. However, in some widely
used practical data hiding transform domains (like wavelet or discrete cosine transform do-
mains) the host statistics have strong non-Gaussian character.

Technical approach: Motivated by this stochastic modeling mismatch between the used
assumption and the real case, a new data-hiding approach with Laplacian host is presented for
performance enhancement in terms of both bit error probability and the maximum achievable
rate in additive white Gaussian noise (AWGN) channels based on the parallel splitting of
Laplacian source.

Obtained results: The benchmarking results of the proposed communications set-up with
side information about local statistics of the host available at the decoder with classically
designed methods with Laplacian and Gaussian hosts allow to conclude the superiority of
this new set-up for both performance measures.

6.3 Asymptotically optimal scalar quantizers for QIM watermark detection
[BDBT06a]

Actually it deals with capacity and robustness instead of security, however I would
retain it.

Addressed problem: We have investigated asymptotically optimal scalar quantizers to ad-
dress QIM watermark detection with i.i.d. host data and additive noise. False-alarm proba-
bility of detection is chosen as the cost to be minimized, keeping the embedding distortion and
the miss probability upper-bounded. To avoid the intractability of false-alarm probability,
Kullback distance between watermarked and non-watermarked data is adopted instead.

Motivations: It has been shown that QIM systems can also be a relevant choice in zero-
bit watermarking. This specific problem addresses the situation where one tries to determine
whether an arbitrary watermark is embedded into a noisy content. Zero-bit watermarking is
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of main interest in contexts such as copyright verification or integrity checking.

Technical approach: The problem is then to seek the quantizer which maximizes the false-
alarm error exponent under distortion constraint. Using Lagrange multiplier minimization, a
quantizer updating Lloyd-Max-like procedure is used to solve the optimization. For experi-
mental aspects, host data and noise have been set Gaussian. In comparison with uniform or
Lloyd-Max quantizers, it turns out that detection performances can be notably enhanced by
using proposed application-optimized quantizers. The gain is effective even for small number
N of sample at the detector input. However, this gain becomes more substantial as N grows.
This also emphasises that good quantizers in terms of distortion are not suitable for detection
task.

Obtained results: We have presented in ICME 2006 the results concerning this work. The
problem is then to maximize the false-alarm error exponent under distortion constraint. Using
Lagrange multiplier minimization, a quantizer updating Lloyd-Max-like procedure has been
used to solve the optimization. Experimentally, host data and noise have been set Gaussian.
In comparison with uniform or Lloyd-Max quantizers, it has turned out that ROC perfor-
mances can be notably enhanced by using proposed application-optimized quantizers. This
gain increases with respect to the number of sample at the detector input. This emphasises
that good quantizers in terms of distortion are not suitable for detection task. Distortion
compensation principle is readily applicable.

6.4 Cropping-resistant copyright protection watermarking of 3D mesh
models

Work in progress dealing with robustness instead of security. Don’t know whether
to keep or remove it

Addressed problem: This work, which is still in progress, addresses the problem of robust,
blind watermarking of 3D mesh models for copyright protection purposes. More specifically,
the method aims at achieving robustness against cropping, of course in combination with
robustness to other attacks. It is still in a preliminary phase.

Motivations: The primary motivation behind our work is the fact that the majority of
blind 3D mesh watermarking methods proposed so far in the literature achieve significant
robustness against a number of manipulations (model remeshing, affine transformations, mesh
smoothing, and noise addition) but are not robust against cropping.

Technical approach: In order to deal with the problem of cropping we propose to segment
the 3D model to semantically critical parts (e.g. fingers and palm on a human hand model or
legs and top surface on a table model) The idea is that such a segmentation would be robust
to cropping i.e., that the segmentation would be consistent even if some parts of the model
are cropped or replaced by other parts. In other words, such segmentation would be capable
of segmenting the cropped model to the same parts as in the original model (except from the
parts that have been affected by the manipulations). Thus, by watermarking each part inde-
pendently (with the same watermark) and identifying these parts during detection, robustness
to cropping would have been achieved, since the watermark will survive in the intact parts.
The segmentation method that we have used is a variation of the method proposed in [KT03].
In order to decide which triangles (faces) of a 3D model belong to a critical part (patch), two
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types of information are computed and combined: geodesic and angular distances between
the faces. Basically two steps are involved: deciding on the number of semantically critical
patches and then assigning the various faces to these patches. The segmentation method is
combined with a variant of the 3D mesh watermarking method proposed in [ZTP05]. This
method is robust against rotation, translation, uniform scaling and mesh simplification.

Obtained results: So far the results vary with the input 3D model and the cropped area
since the segmentation method proved to be not very consistent, despite the claims of the
authors in [KT03]. For instance, using a 3D human hand as an input model and cutting
one of its fingers, either retrieves the other 4 fingers and the palm (good segmentation) or 3
other patches that are not semantically meaningful (bad segmentation), depending on how
the cut is performed. Concluding, the method is still not very robust to cropping due to
the incompetence of the segmentation method in providing consistent results. Efforts are
currently focusing on coping with this issue.

6.5 Known-host-state watermarking with non-uniform quantization
[KVD+05], [VFVKP06]

Actually it deals with capacity and robustness instead of security, however I would
retain it.

Addressed problem: In this work we consider the problem of performance improvement of
known-host-state (quantization-based) watermarking methods using proper stochastic model-
ing of the host image. We question the optimality of uniform high-rate quantizer based design
of Dither Modulation (DM) and Distortion Compensated Dither Modulation (DC-DM) meth-
ods from their robustness to Additive White Gaussian noise (AWGN) and to uniform noise
attacks in terms of both achievable rate and error probability criteria.

Motivations: Motivated by the superior performance of the Uniform Deadzone Quantizer
(UDQ) over the uniform one in lossy source coding, we propose to replace the latter one by
the former designed according to the statistics of the host data.

Technical approach: Based on the suggested modifications we obtain close form analytical
expressions for the bit error rate probability analysis of deadzone-based DM and deadzone-
based DC-DM watermarking methods in AWGN and uniform noise channels. We also propose
a UDQ-DCQIM scheme with varying deadzone size and compensation factor.

Obtained results: Assuming a real host pdf following a Laplacian distribution, exper-
imental results of computer simulations demonstrate significant performance enhancement
of known-host-state watermarking techniques in comparison to the classically elaborated
schemes. It should be pointed out that at high-WNR a performance loss of the modified
techniques is observed when the uniform noise attack is applied. The reason for this is
smaller regular bin width of the UDQ contrary to the uniform quantizer, when embedding
distortion equality is used as one of design criteria. But these drawbacks are not so crucial
in practice due to the operational WNR range of robust watermarking systems that mostly
includes negative values.
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6.6 MAC aware coding strategy for multiple user information embedding
[ZP06]

Nothing to do with security: I would keep it in the appendix.

Addressed problem: Multiple user information embedding is concerned with embedding
several messages into the same host signal. We present several implementable “Dirty Pa-
per Coding” (DPC) based schemes for multiple user information embedding. These are ob-
tained by exploring strong connections with the well known Gaussian Multiple Access Channel
(MAC) with state information at the encoders.

Motivations: In data-hiding context, several works have proposed to design non-uniform
quantizers to enhance the robustness of transmission. In this framework, a quantizer coset
is to be associated to each transmitted message. For a binary transmission, these studies
then design two non-uniform quantizer cosets. In the opposite, QIM watermark detection
issue involves a single quantizer which has to be suitably designed to be able to distinguish
watermarked and non-watermarked data.

Technical approach: Two practical DPC based schemes are compared. The first -rather
intuitive- consists in a straightforward superimposition of DPC schemes. The second consists
in a joint design of these Dirty Paper Coding schemes, based on the ideal DPC-based coding
for the equivalent MAC channel. These results extend to the multiple user case the practical
implementations (QIM and SCS) that have been originally conceived for one user. Then, we
extend the results to a more general coding based on lattice (vector) codebooks, showing that
the gap to full performances can be bridged up by using finite dimensional lattice codebooks,
at the cost of an increased computational complexity. The improvements brought by a joint
design are illustrated by Bit Error Rates curves and achievable rates region.

Obtained results: This work was presented at the ICASSP06. We investigate the tight
relationship between multiple user information embedding situations and conventional com-
munication over a Multiple Access Channel (MAC) with SI non-causally known at the trans-
mitters. A practically feasible scalar scheme for simultaneously embedding two messages
into the same host signal is proposed. This scheme carefully extends the initial QIM and
SCS schemes to the two-watermarks case. The improvement brought by this joint design is
shown through comparison with the corresponding intuitive scheme, obtained through su-
perimposition of the single user schemes QIM and SCS. Finally, the proposed schemes are
straightforwardly extended to the vector case.

6.7 Text data-hiding for digital and printed documents [VVD+05],
[RDV+05], [VVK+06]

It does not deal with security. I suggest to include it in the appendix.

Addressed problem: We propose a new theoretical framework for the data-hiding problem
of digital and printed text documents.

Motivations: This problem can be seen as an instance of the well-known Gel’fand-Pinsker
problem. Previous text data-hiding techniques, namely open space methods and character
feature methods, are particular cases of a general quantization-based text data-hiding tech-
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nique.

Technical approach: The main idea for this interpretation is to consider a text character as
a data structure consisting of multiple quantifiable features such as shape, position, orienta-
tion, size, color, etc. We also introduce color quantization, a new semi-fragile text data-hiding
method that is fully automatable, has high information embedding rate, and can be applied
to both digital and printed text documents. The main idea of this method is to quantize the
color or luminance intensity of each character in such a manner that the human visual system
is not able to distinguish between the original and quantized characters, but it can be easily
performed by a specialized reader machine. We also describe halftone quantization, a related
method that applies mainly to printed text documents.

Obtained results: The experimental work confirms that this method has high perceptual
invisibility, high information embedding rate, and is fully automatable. It is also emphasized
that this method is suitable for document identification, authentication, and tamper proofing
applications.
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bust to sensitivity attacks. In 8th ACM Multimedia and Security Workshop, Geneva, Switzer-
land, September 2006. To appear.
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