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Chapter 1

Introduction

One of the effects of the availability of more and more effective signal processing tools, and of
their possible use to modify the visual or audio content of digital documents without leaving
any perceptible traces of the modification, is the loss of credibility of digital data, since doubts
always exist that they have been tampered with, in a way that substantially changes the initial
data content. To overcome such a problem, it is necessary that proper countermeasures are
taken to authenticate signals recorded in digital form, i.e. to ensure that signals have not
been tampered with (data integrity) and to prove their true origin.

Data-hiding-based authentication represents a feasible and very elegant solution to the
above problems. It must be remembered, though, that despite all the reasons usually produced
to justify the resort to data hiding authentication with respect to conventional cryptography,
the main difference between the two approaches is the way the authenticating information
is tied to the to-be-authenticated signal. More specifically, if the data hiding approach is
adopted, no header or separate file has to be used to ensure data integrity, in addition digital-
to-analog and analog-to-digital conversion is allowed. Conversely, the main drawbacks of
data-hiding-authentication derive from the relative immaturity of watermarking technology
with respect to cryptography.

According to the classical approach to the authentication problem, the authenticity and
integrity of to-be-protected documents is usually obtained by hiding a (semi-)fragile signal
within them. The fragile signal is such that the hidden data is lost or altered as soon as
the host data undergoes any modification: loss or alteration of the watermark is taken as an
evidence that the host signal has been tampered with, whereas the recovery of the information
contained within the data is used to demonstrate its authenticity.

With the above ideas in mind, the term fragile watermarking is commonly used to refer
to a watermark that is lost or irremediably altered as soon as any modification is applied
to the host signal. Such a loss of information may be global, i.e. no part of the watermark
can be recovered, or local, i.e. only part of the watermark is damaged. Watermark loss or
alteration is taken as an evidence that data has been tampered with, whereas the recovery of
the information is used to demonstrate data origin.

Similarly, the term semi-fragile watermarking is used to indicate a watermark that is able
to survive certain light modifications which are tolerated by the application at hand. In
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fact in some applications minor modifications such as moderate lossy compression or quality
enhancement must be permitted. Stated in another way, a watermark is catalogued as semi-
fragile if it survives only a limited, well-specified, set of manipulations leaving the quality of
the host document virtually intact. It goes without saying that exactly establishing the set
of distortions to be admitted or not is not easy.

A second approach to achieve data authentication is by means of robust watermarking.
The use of robust watermarking for data authentication relies on a different mechanism with
respect to (semi-)fragile techniques. In this case a summary of the host signal is computed
and inserted within the signal itself by means of a robust watermark. Information about
the data origin is embedded together with the summary. To prove data integrity, the in-
formation conveyed by the watermark is recovered and compared with the actual content of
the sequence: their mismatch is taken as an evidence of data tampering. The capability to
localize manipulations will depend on the accuracy of the embedded summary. If tampering
is so heavy that the watermark is lost, watermark absence is simply taken as an evidence that
some manipulations occurred and the output of the authentication procedure is a negative
one. How to automatically calculate this summary is not a simple task and according to
the application at hand robustness requirements to be satisfied will be different. In order
to provide resilience with respect to various transformations, the structure of the summary
and its content should be varied accordingly (e.g. informative capacity of the summary is
crucial!).

In this report the attempt to define an unique security framework for watermarking-based
authentication is made: this framework should be valid both for fragile and robust algorithms.
This framework will be explained in section 2. In section 3 the activities developed in the
research field of authentication by the different partners involved in this workpackage will be
presented.



Chapter 2

Security of watermarking-based
authentication

As we outlined in the introduction, authentication of the host signal may be accomplished
either by means of (semi-)fragile or robust watermarking. With fragile watermarking the
hidden information is lost or altered as soon as the host signal undergoes any modification:
watermark loss or alteration is taken as an evidence that data has been tampered with,
whereas the recovery of the information contained within the data is used to demonstrate
data integrity and, if needed, to trace back to data origin. A variation of the previous
paradigm includes the capability to localize tampering, or to discriminate between malicious
and innocuous manipulations. In the latter case, a semi-fragile watermarking scheme has
to be used, since it is necessary that the hidden information survives only a certain kind of
allowed manipulations. On the other side the robust approach allows to resistantly embed a
summary of the to-be-authenticated data within the same data.

Though these two approaches to data authentication may seem rather different, it is
possible to describe both of them by means of the same mathematical framework.

To this aim, let us start by assuming that the watermarking system authentication relies
on is a blind 1 and readable one 2. During the embedding phase, a watermark message is
generated by a suitable watermark generation function G, taking as input a secret key Kg

and, possibly, the to-be-authenticated document A.

w = G(A; Kg) (2.1)

The message w is hidden within A, thus producing a watermarked document Aw

Aw = E(A; w; K) (2.2)

where the secret key K used for watermark embedding must not be confused with the secret
key Kg used to generate the watermark.

1This is an obvious requirement since in the presence of the original document authentication is a trivial
task.

2We use the term readable watermarking as a synonym of multibit watermarking.

3
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To describe the verification procedure, let us indicate by Awc a possibly corrupted copy
of Aw. In order to verify the integrity of Awc, a message w1 is computed by means of the
generation function G.

w1 = G(Awc,Kg) (2.3)

Then the watermark embedded within Awc is extracted, producing the extracted message w2:

w2 = D(Awc,K). (2.4)

Finally, the messages w1 and w2 are compared: if they are equal the integrity verification
procedure succeeds, otherwise it fails.

Authentication algorithms allowing tampering localization, infer the position of tampering
by giving w a suitable form and by looking at the positions where w1 and w2 differ. The
above framework is valid both for fragile and robust watermarking. The difference between
the two approaches resides in the mechanism at the basis of manipulation detection: while
fragile techniques assume that any manipulations modify the embedded watermark, robust
techniques assume that the watermark is robust to a wide class of manipulations; in the
latter case it is the watermark generation function that produces a watermark that does not
correspond to the embedded one. More formally, we can say that, when a manipulation occurs,
for fragile techniques we expect that w1 = w and w2 6= w and consequently w1 6= w2, that
is, the generation function is not affected by manipulations, whereas the decoding function
is. Conversely, in the robust watermarking case we expect that w1 6= w and w2 = w and
consequently again w1 6= w2, i.e. manipulations only affect the output of the generation
function G.

To introduce a certain degree of tolerance in the integrity verification phase, e.g. to dis-
criminate between allowed and non-allowed manipulations, the dependence of G (in the robust
watermarking case) or D (in the fragile watermarking case) upon document manipulations
has to be relaxed. In the fragile scheme, this leads to the use of semi-fragile watermarking,
whereas in the robust approach, this implies the design of a function G that depends only
on certain asset features. Alternatively, the possibility of distinguishing between different
types of manipulations can rely on a clever comparison between w1 and w2. For instance, if
w coincides with a low resolution version of A, the comparison between w1 and w2 can be
performed manually, thus letting a human operator decide whether revealed modifications are
admissible or not.

As to authentication through fragile watermarking, the easiest way to achieve the condi-
tions expressed before is to let G depend only on Kg. In this way, in fact, the watermark
message w does not depend on the host document, hence it is not affected by any manipula-
tions as well.

In the case of robust watermarking, the most common choice for the generation function
G, is to let its output correspond to a summary of the to-be-authenticated document. More
specifically, to focus the authentication procedure on meaningful modifications only, it is
rather common to design G so that it grasps the semantic content of A, e.g. by letting
G(A; Kg) coincide with a low resolution version of A.

The authentication framework described above applies to readable watermarking, how-
ever its extension to detectable watermarking (1-bit watermarking) is straightforward. It
only needs to replace the previous expressions with the following authenticity check: if
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D(Awc, w1,K) = yes then the document is authentic, otherwise the document has been
tampered with. As with readable watermarking, the possibility of distinguishing between
allowed and non allowed manipulations resides in the sensibility of G or D on manipulations.

2.1 Requirements on watermarking systems and main attacks

By relying on the framework defined in the previous section, the analysis of the security of
watermarking based authentication can be analyzed by focusing on the three operators E,
G, and D. Of course, the analysis will differ according to the approach used to authenticate
the host document, i.e. according to whether a robust or a (semi-)fragile watermark is used.
In this section we we focus on the embedding and decoding functions E and D, i.e. on the
watermarking system, whereas in the next section the watermark generation function G is
analyzed. Note that throughout the rest of this section we will not consider the possibility
that the attacker discovers, totally or partially, the various keys involved in the embedding,
detection and watermark generation processes, since this topic is already covered by the
deliverable D.WVL.2.

Let us start from watermark recovery. The decoding function D, which takes as input the
to-be-checked document and the secret key K used for embedding, and produces as output
the watermark, mainly has to present the following features:

• Detector/decoder blindness: of course, if the original document A is available, checking
the integrity of a copy of A is a trivial task, since it only needs to compare the copy
with A.

• Readability/detectability : by following the discussion carried out so far, it can be con-
cluded that no particular preference can be given to readable or detectable watermarking
with respect to integrity verification.

• Robustness: data authentication can be achieved both by means of fragile and robust
watermarking. Moreover, both the approaches permit, at least in principle, to discrim-
inate between different classes of manipulations. Trying to summarize the pros and
cons of the two methods, we can say that with (semi-)fragile techniques it is more diffi-
cult to distinguish between malicious and innocuous modifications, whereas the robust
watermarking approach seems more promising, since the final judgement on tamper-
ing usually relies on a visual comparison between the asset summary conveyed by the
watermark and the to-be-authenticated copy. Conversely, the need of ensuring a high
watermark capacity without loosing robustness is the Achille’s heel of robust techniques;
the need for a high capacity deriving from the large number of bits needed to produce
a meaningful summary of the document.

The embedding function E, which takes as input the to-be-watermarked document, the
watermark and the secret embedding key K, and produces as output the watermarked doc-
ument, mainly has to present the following features:

• Imperceptibility : due to the particular nature of the authentication task, it is usually
necessary that watermark imperceptibility is guaranteed (Aw ≈ A). Nevertheless, some
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applications may exist in which a slightly perceptible watermark is allowed. This is the
case, for example, of Video Surveillance (VS) data authentication, where authentication
is needed to keep the legal value of VS data intact: in most cases, it is only necessary
that the hidden information does not disturb the correct behavior of the automatic
visual inspection process the VS system relies on.

• Capacity (payload): if the watermark is fragile a high capacity is not commonly re-
quested but, on the contrary, a robust watermark needs to ensure a high watermark
capacity without loosing robustness and this demand comes from the large number of
bits needed to produce a meaningful summary of the to-be-authenticated document.

• Modification localization accuracy: different methodologies succeed in granting docu-
ment authenticity with a certain degree of accuracy, this is mainly due to the adopted
embedding procedure. Most of the fragile watermarking techniques embed the water-
mark by decomposing the image into blocks, whose size consequently determines both
modification localization accuracy and resilience with respect to some security attacks.
This feature directly links E and D, and can be seen, at the same time, a requirement
for D too.

In addition to the above, very general, requirements, the analysis of security issues for
watermarking-based authentication must consider at least the following two other aspects:

1. What is available to the attacker to help his/her illegal action: it regards the definition
of what the hacker knows and owns to succeed in making a successful action. The
greater the information the easier the attack to security and the simpler the attack to
be chosen.

2. What the attacker wishes to do: it concerns what the hacker wishes to achieve through
his/her illegal action and how much sophisticated is the result he/she wants to obtain.

Now let us see consider in more details some possible situations with regard to attacker
availabilities:

• Decoding/detection system: on the basis of which software/hardware devices the at-
tacker has access to, he/she is helped in his action. He/she can have availability of the
decoder so he can read the embedded code or on the contrary he could have access only
to the detector, in this case he can realize if a watermark is present or not but not which
information has been encoded.

• Multiple watermarked copies: this refers to the possibility that an attacker can check
more than one copy of the watermarked asset (e.g. Collusion attack Type I and Type
II) and try, by means of a certain analysis, to understand something more on the
watermarking algorithm he is cracking.

• Full or partial knowledge of one or more ‘secret” keys: it refers to the eventuality that
the attacker has the knowledge of one or more secret (not anymore secret!) keys used
by the algorithm during the watermark embedding or watermark extraction phases.
Obviously this information could be exploited to the attacker’s advantage.
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Now let us see in detail which are some common malevolent activities an attacker can
wish to perform:

• To decode hidden bits: in this case the attacker wishes to read the information encoded
within the digital object.

• To destroy hidden bits: now the attacker only wants to erase the message the watermark
carries, obviously this action is simpler with respect to the previous one. Anyway in
authentication applications watermark removal is only rarely the aim of the attacker,
since whenever the decoder/detector fails to recover the watermark the host document
is judged as invalid, while the goal of the attacker is more likely that of modifying
the document without compromising the recoverability of the watermark, so to let the
verifier think the faked document is authentic.

• To alter hidden bits: in this case the attacker tries to modify the hidden bits to insert a
proper information for creating a fake document, this is applicable also to the situation
where a robust watermarking technique is adopted for authentication purposes.

• To make undetected modifications: in this circumstance the attacker is not interested in
making the watermark unreadable or undetectable but he wants to perform some small
modifications that are not revealed (or are not revealed with a certain probability) by
the decoder, this is the specific case of digital asset integrity.

• To leak information: the attacker wishes to extract some information that he can use to
perform a successive unauthorized action against the watermarking system, for instance,
understand which are the secret keys (see D.WVL.2 for more details on this point).

2.1.1 Watermarking security analysis

In general, to analyze watermarking security aspects, a classical approach which is derived
from cryptography is adopted; this analysis is driven by the data and devices available to
the opponent once the embedder starts producing watermarked contents (Diffie&Hellmann
approach). Although this way of studying can be considered as globally correct, some slight
differences exist between watermarking and cryptography basically because they act diversely
on the digital objects and consequently the attacks to security they can suffer from are quite
similar but not totally the same. Anyway, in watermarking literature, this is the modality of
analysis commonly used and, in this report, we will introduce only a schematic comparison
between the situations that can happen in watermarking and in cryptography, this comparison
is summarized in Table 2.1. In this table it can be noticed that there is not a complete
matching among the possible situations in cryptography and those existing for watermarking.

After having considered some of the different attacks according to the information and
capabilities available to the attacker, let us try to understand what happens in the security
framework, previously defined, in particular to the functions D, G and E, when a specific
attack is carried out. For example, let us take an attack which belongs to the category of
Multiple Stego-Image Attack and well-known in watermarking-based authentication like the
Holliman and Memon attack [22]. In this situation an attacker has a database of images
authenticated with the same key K, so it is possible to take an arbitrary image and modify it
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Table 2.1: A cryptography-based approach to analyze watermarking-based security

Cryptography Watermarking
Ciphertext-only Stego-Image/Multiple Stego-Image

attack
The hacker knows the cryptography
algorithm

The hacker knows the watermarking
algorithm

The hacker has one/multiple cipher
texts

The hacker has one/multiple water-
marked images

Sometimes the hacker has addi-
tional information about plain text
(e.g. specific locations)

Being aware of the watermarking al-
gorithm, the attacker can try to par-
tially estimate the original image

Known plain text Cover Image attack
The hacker knows the cryptography
algorithm

The hacker knows the watermarking
algorithm

The hacker has one/multiple cipher
texts

The hacker has one/multiple water-
marked images (probably!)

The hacker has one or more pairs
plain-cipher texts created with the
secret key

The hacker has access to multiple
pair of original-watermarked images

Chosen plain text Chosen Cover Image attack
The hacker knows the cryptography
algorithm

The hacker knows the watermarking
algorithm

The hacker has one/multiple cipher
texts

The hacker has one/multiple water-
marked images (probably!)

The hacker has a plain text chosen
and the corresponding cipher text

The hacker has access to the embed-
ding/authentication device and can
generate original and watermarked
pairs.

Chosen cipher text
Dual to Chosen Plain text
Chosen text
Chosen Plain text + Chosen Cipher
text

Verification/detector device attack
The hacker knows the watermarking
algorithm
The hacker observes the output
of the verification/detector device.
The type of output is crucial: bi-
nary Yes/No, authenticity bitmap,
a string.

to make it authentic. The attacker, in fact, can divide the image into blocks and for each block
perform a search through the blocks in the same position in the whole database of images.
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The original block is then substituted by the closest match. Most schemes that can localize
changes are vulnerable to this attack. The effectiveness of this kind of attack decreases if
the block size is augmented, but, on the other side, modification localization accuracy will
worsen.

Let us imagine to apply a fragile watermarking technique to N images (the watermarked
images are contained in the database available to the attacker) and try to understand what
happens in our framework for authentication. The generation function G will generate N
watermarks wi (i = 1 . . . N) according to equation (2.5)

wi = G(Ai,Kg). (2.5)

Let us suppose that each watermark wi is divided into B parts where B is the number of
image blocks.

These watermarks will be embedded in each corresponding image as explained in (2.6)
obtaining the watermarked images Awi:

Awi = E(Ai, wi, K) (2.6)

So each block of each image will contain the corresponding part of its watermark wi. If the
attacker performs a Holliman-Memon attack and creates a new image Awc by taking different
blocks belonging to the different watermarked images of the database and locate them in the
right block position within this fake image, is this new image recognized as not authentic
within the security framework? By applying the procedure proposed before, the function D
is computed on the fake image Awc by using the secret key K:

wc = D(Awc,K) (2.7)

the watermark wc will be obtained and it will be composed by B elements coming from
detection operation applied on each separate block of the fake image.

This watermark wc will be compared with that calculated with the generation function G
(see equation 2.8)

wc1 = G(Awc,Kg) (2.8)

Also in this case the watermark wc1 will be composed by B elements that are respectively
equal to the elements extracted by the function D. This results in an equality between wc

and wc1 so it is concluded that the image Awc is authentic. This is due to the fact that
the function D fails in its action to extract a watermark which is different from that created
by the function G. A possible solution to this mis-detection could be to introduce in the
watermark itself an information regarding not only its position in the original image, but also
a reference with respect to the index of the image it originally belongs to [21].
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2.2 Requirements on perceptual fingerprinting

In this section we consider the security requirements referring to the watermark generation
function G. As already outlined, the role of G is particularly important when authentication
is accomplished through robust watermarking, since tampering is detected because of the
different result obtained when this function is applied to the original and the watermarked
and attacked documents. The possibility of distinguishing between allowed and non-allowed
manipulations also relies on the behavior of G. In watermarking literature watermark gener-
ation in the context of robust watermarking authentication is usually accomplished by means
of perceptual fingerprinting functions.

Perceptual fingerprints are also called perceptual hash functions. This notion indicates
some common aspects with cryptographic hash functions. Thus, we start elaborating these
common aspects. After this, the specific properties of perceptual hash functions and their
applications together with some selected algorithms are discussed. Finally, requirements for
perceptual hash functions are presented.

2.2.1 Cryptographic hash functions

A hash function typically maps a larger input space on a smaller one. The output of a hash
function is called digest. It serves as a unique digital fingerprint for the input data. According
to Wikipedia general prerequisites of cryptographic hash functions are:

• Preimage resistant: given the hash h it should be hard to find the message m such that
h = hash(m) (one-way function).

• Second preimage resistant: given an input m1, it should be hard to find another input,
m2 (not equal to m1) such that hash(m1) = hash(m2).

• Collision-resistant: it should be hard to find two different messages m1 and m2 such
that hash(m1) = hash(m2).

These prerequisites cause any hash function to calculate a different digest if the original
was altered even slightly. Thus, hash functions can be used to detect altered and forged
documents. Hash functions can be used with a key3. Among the common hash algorithms
are MD-5 and SHA-14. For details on cryptographic hash functions suggested readings include
[10, 7]. Also different RFCs (requests for comments) [8] provide valuable information about
the usage of hash functions.

2.2.2 Drawbacks of cryptographic functions applied to multimedia data

As opposed to the data streams usually considered by cryptography, the final use of multi-
media data is perception through the human senses. Obviously humans do not notice certain

3Symmetric and asymmetric schemes exist.
4Some weaknesses are known for MD-5.
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Figure 2.1: The fuzzy boundary between authentic and non-authentic multimedia contents.

types of content modifications. This property is exploited by lossy compression techniques,
e.g. MP3 compression.

Thus, using cryptographical hash functions for authenticating multimedia data is re-
stricted to application where content is not processed. Even format conversions are critical
as the content modifications result in different hash values.

Perceptual hash functions are designed to overcome this drawback: only manipulations,
which change the content noticeably or considerably, should affect the calculated perceptual
hash function. Unfortunately, there is no sharp boundary between authentic and inauthentic
data. This is exemplified in figure 2.1. For some processing operations it is difficult to decide
if the result of the modifications is authentic. In addition to perceptive issues this decision
boundary is influenced by the application scenarios.

2.2.3 Perceptual hash functions and image authentication applications

This section gives an overview on existing methods for images and shortly describes the
usage of perceptual hash values.

Due to the difficulties of defining an objective authenticity of images [9] proposed a concept
called feature authenticity Autf :

Autf = 1− ||feature(Ao)− feature(Am)||normalized (2.9)

where Ao is the original document and Am the (potentially) modified one, whose authenticity
has to be validated. In [9] the case of still images is considered. The aim is to find a set of
features, which closely approximate the image authenticity curve for certain modifications.
The image authenticity curves map the modification to the normalized authenticity value
Autf ∈ [0, 1]. This authentication curve has to be defined experimentally for acceptable
and unacceptable modifications. A related optimal set of features is identified. However, in
practical applications this authenticity function Autf also has to be mapped to 0, 1 (e.g. by
a threshold function) as content either is authentic or not.
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A huge variety exists for deriving relevant features and their post-processing. For images
the histograms where used in [9]. As the histogram itself does not contain any spatial infor-
mation, the image is firstly divided into blocks. As a distance measure the Euclidean distance
was used. The authors also discussed the issue of embedding the signature within the image
by using watermarking techniques. Furthermore they described an extension of their scheme
to the videos. A more simplified set of features is described in [13], where the most significant
bit of the mean macro block intensity is used.

Both methods are sensitive to some changes. However, the difficulty in identifying authen-
tic vs. inauthentic content is obvious: some modifications exist, which either do not affect
the mean intensity nor the colour histograms although modifying the structure within the
block and thus resulting in inauthentic content. On the contrary certain applications require
colour manipulations, e.g. reproduction of images or movies. Here content is authentic but
the previous methods will not authentic it. Thus, in [2] relevant image features are based
on the so called scale interaction model. This model is based on Gabor wavelets. Therefore
colour manipulations will not effect the hash value as strongly as in [9].

For the authentication of 3D volume data [14] suggested a content-based digital signature,
which is robust against certain processing operations. Their feature selection method relies
on the wavelet-based foveation technique, which considers the space-variant property of the
human visual system (HVS). A similar technique was proposed in [15] for images.

Different applications of perceptual hash values for authentication are proposed:

• Instead of the described low resolution version as described in section 2, perceptual hash
values Gperceptual(A; Kg) can be embedded by robust watermarking technologies. The
advantage is the capacity requirement, which is reduced to the the smaller size of the
perceptual hash value in comparison with the original.

• The perceptual hash value is connected to the multimedia content using a public key
infrastructure (PKI).

• The perceptual hash value is calculated from the multimedia content. A traditional
hash value is calculated from the perceptual hash value.

For further details on perceptual hash values see D.WVL.7.

2.2.4 Requirements

A perceptual fingerprint is a meta description of the content of a digital media document. At
least two different approaches of applying perceptual fingerprinting in watermarking-based
authentication are recognized [11]: direct embedding and seed based embedding. With the
first approach, a complete feature based content description is embedded in the cover signal
(original). The second approach uses the content description to generate information packages
of smaller size based on the extracted features.
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Direct embedding

In direct embedding the extracted features are embedded bit by bit into the corresponding
media data. The feature description has to be coded as a bit vector to be embedded in this
way. The methods of embedding differ for every watermarking algorithm. What they have in
common is that the feature vector is the embedded watermarking information. The problem
with direct embedding is the payload of the watermarking technology: to embed a complete
and sufficiently exact content description, very high bit rates would be necessary, which
most watermarking algorithms cannot provide. Within the framework introduced earlier, the
extracted features corresponds to w, i.e. the output of the generation function G.

Seed-based approach

Here we use the extracted features as an addition to the embedding key. The embedding
process of the watermark now depends on the secret key and the extracted features. The idea
is that only if the features have not been changed, the watermark can be extracted correctly.
If the features are changed, the retrieval process cannot be initialized to read the watermark.
Within the framework introduced earlier, the extracted features can be seen as part of Kg.

In the following we describe an example to show how fingerprinting for content-fragile
watermarking can be used for audio content-fragile watermarking [11]. For perceptual fin-
gerprinting, usually only a part of the audio spectrum is required. As an example we could
choose a range similar to the frequency band transmitted with analogue telephones, from 500
Hz to 4000 Hz. Thereby all information to detect changes in the content of spoken language
is kept while other frequencies are ignored and the amount of data for the describing features
is much less then the described audio.

But even the amount of the thereby reduced data is too large for embedding. The max-
imum payload of today’s watermarking algorithms is still too small. Therefore to directly
embed content descriptions, we have to use summaries of features or very global features.
This leads to security problems: as we only have information about a complete second, parts
smaller than a second could be changed or removed without the possibility of localization.
The attack would be recognized, but only on a rather global scale. One cannot trust the com-
plete second regardless the amount and position of change. It will also be a major challenge
to disable possible specialized attacks trying to keep the overall feature the same while doing
small but content-manipulating changes.

Quantization of the feature values is necessary to use a small number of bits. It also
increases the feature robustness: less different values yield to more robust ones against small
changes. Quantization will set both original feature and modified feature to the same quan-
tized value.

Still, most watermarking schemes would not be able to embed a sufficient number of
bits. To circumvent the payload problem, a checksums of the quantized features can be used,
i.e. instead of the robust features only their checksum is embedded. The checksums can
be compared to the actual media features checksums to detect content changes. An ideal
feature is robust to all allowed changes - the checksum would be exactly the same after the
manipulation.



Chapter 3

Development of practical schemes

In addition to the analysis of the main security issues involved by watermarking-based authen-
tication systems, the activity of the first year focused on the development and benchmarking
of practical systems. The output of this, so-to-say, more practical activity is described in this
chapter, each section being dedicated to the activity carried out by a different partner.

3.1 Activity at CNIT

In this section two of the main activities developed at CNIT regarding watermarking-based
authentication are described. The first one (see subsection 3.1.1) concerns a technique, based
on a fragile algorithm, which integrates authentication and near-lossless JPEG compression.
This approach is particularly interesting when authentication and image fidelity are required
together with a certain level of compression (e.g. remote sensing and/or biomedical imagery).
The second one (see subsection 3.1.2) regards a technique for authentication which adopts,
on the contrary, a robust watermark. This watermark is basically an ad-hoc summary of the
image itself and is embedded within the to-be-authenticated image.

3.1.1 Joint near-lossless JPEG and authentication

Coding phase

The main goal of this watermarking system for image authentication is to grant robustness
against image compression like near lossless JPEG, though maintaining the usual features
of an authentication technique. This aim has been achieved by designing a system which
is basically based on JPEG-LS coding standard in order to generate compressed data and
by simultaneously realizing the authentication of the compressed data with the integration
of a secure fragile watermarking technique, that in our approach has been individuated in a
technique developed by Fridrich [21].

In the first step, image decorrelation is achieved by determining the prediction error using
the same approach adopted in JPEG-LS algorithm. In this way, the input image is scanned
left to right and top to bottom by successive lines to produce a sample sequence. Let us

14
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indicate with Ix the brightness of the pixel x and with Px the predicted value.

After this procedure, the final corrected prediction error Errval = Ix − Px is computed
and, in the near-lossless coding (NEAR > 0), this error will be quantized (qErrval) according
to the following rule:

qErrval =
⌊

Errval + NEAR

2NEAR + 1

⌋
(3.1)

where NEAR is the maximum guaranteed preset error between the original and the predicted
pixels in the JPEG-LS.

Watermark embedding phase

The second step, integrated within the JPEG-LS algorithm [25, 26, 27], is devoted to water-
mark embedding on the basis of Fridrich’s algorithm. The quantized prediction errors are
modified in order to insert the watermark into the image and finally the corrected quantized
prediction errors are Golomb-Rice coded and the compressed image data are obtained. More
specifically, we proceed as follows. Let us consider an image of DR×DC pixels and composed
by blocks each of 8x16 pixels (i.e. DR

8 stripes of blocks). For the first stripe S1, the recon-
structed samples Rx are computed and stored to form a reconstructed sample stripe RS1,
which is composed by DC

16 blocks each of 8x16 pixels. Then, each reconstructed sample block
is processed by the watermarking system whose output is a 8x16 binary matrix (the authen-
ticating message). When all the reconstructed sample blocks of the reconstructed stripe RS1

have undergone this process, an 8×DC binary stripe BS1 is finally created. At the end of this
process, for each sample in position (i,j) in the second stripe S2 of the image, the quantized
prediction error is calculated. Then, in order to insert the watermark into the image pixel in
position (i,j), the quantized prediction error has to be modified by altering its LSB according
to the correspondent bit of the authenticating message of the previous stripe. It is crucial to
take into account this change also in the value of the reconstructed pixel Rx (see Equation
3.2 where qErrval−1 states for the dequantized prediction error) to perform a computation
that is equal to that the JPEG-LS decoder will make during the decoding phase.

Rx = Px + qErrval−1 (3.2)

In fact, during the decoding phase, the predictor Px must be calculated on the same
values of the reconstructed pixels otherwise it would result different than that computed in
the coding phase being the reconstructed pixels modified because the quantized prediction
error has been changed to allow watermark insertion. According to this consideration, the
parity of Rx has to be checked before performing any modification. For sake of clarity, let us
make an example and let us suppose that Rx has an odd parity and that a bit 0 has to be
inserted (if a bit 1 has to be embedded no action is needed). To do so, the original qErrval
is moved up or down of one quantization level to change its parity (how to make this choice
will be explained later) to obtain qErrvalmod = qErrval ± 1. By applying dequantization
we obtain:

qErrvalmod−1 = qErrvalmod ∗ (2 ∗NEAR + 1) (3.3)
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and then
Rxmod = Px + qErrvalmod−1 (3.4)

Being the quantization step (2×NEAR+1) an odd value, the modified parity is transferred
to qErrvalmod−1 and consequently to Rxmod as required. What is very important is that
it has been obtained a reconstructed sample Rx that contains the authenticated LSB related
to the element in position (i,j) of the binary stripe BS1 previously computed. Figure 3.1
summarizes the steps of the procedure for the authentication of the samples belonging to
the first stripe. First of all, it is possible to notice the Authentication block which performs
the hash of 7 MSBs and the LSBs encryption for each image block in order to generate the
binary stripe BS1. Consequently, the prediction error of the successive stripe is computed,
quantized and modified. Through the block that compares the difference between Rx and Ix,
it is possible to choose the best modified prediction error, which limits the MaxError between
the original and the authenticated image.

Figure 3.1: Stripe watermark embedding scheme

The main idea of this approach is to opportunely modify the quantized prediction error in
such a way that the LSB of the successive reconstructed value Rx is related to the respective
element of the previous binary stripe BS1. Roughly speaking, the authenticating information
related to a stripe is embedded in the reconstructed samples of the subsequent stripe. Finally,
the reconstructed value Rx is stored to form the second reconstructed samples stripe RS2,
whereas the Golomb-Rice coding of the modified quantized prediction error is performed.
When all the reconstructed samples Rx of the second stripe S2 have been computed and
stored, RS2 has been constructed. The result of this process is a version of RS2 which has
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Figure 3.2: Watermark detection scheme: the scheme represents the procedure that is followed
in order to check image authenticity block by block.

been modified according to BS1. By following this procedure each RSi+1 is modified on the
basis of BSi and the watermarked-compressed image is generated. It is important to note
that, in this system, the authentication binary matrix BSi is embedded into the subsequent
reconstructed sample stripe RSi+1. This approach has been adopted because the JPEG-LS
algorithm is based on a sequential procedure, whereas the Fridrich algorithm is a block-wise
system. In the JPEG-LS algorithm, for each sample of the input image the corresponding
reconstructed sample is found. If we desire to watermark this reconstructed value using
Fridrich algorithm, the binary matrix must be calculated previously; at the same time, this
binary matrix can be only computed if all reconstructed samples which belong to the block
are known. This requirement collides with the sequential flow of JPEG-LS, which allows to
know the current and previous reconstructed samples, but nothing is known about the next
reconstructed samples. Therefore, it is not possible to have all reconstructed samples of the
current block. To get rid of this problem, we have chosen to feed Fridrich’s algorithm with
the reconstructed samples of the block which belongs to the previous reconstructed sample
stripe and which is in the same position into the stripe, that is the upper block, in order to
create the binary matrix.

Watermark detection

The watermarked compressed data can be decoded by using a standard JPEG-LS decoder.
The decoder produces as output an authenticated image, whose pixels contain the watermark.
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To make an assertion about image authenticity, watermark detection must be accomplished
on the authenticated image. For sake of clarity, let us consider a DR×DC image. Watermark
detection starts by dividing the image in 8-row stripes comprised of 8× 16 pixel blocks, as in
the embedding phase. Then, for each stripe the following procedure is applied. First of all,
in order to verify the integrity of the first stripe S1, it is needed to know the second image
stripe S2, to extract the LSBs and to complete the watermark detection (see Figure 3.2).
For each image block belonging to the first stripe S1, the verification procedure continues
with the same approach of Fridrich’s algorithm. The 7 MSBs are extracted and then hashed.
At the same time, the LSBs of the correspondent image block in the second stripe S2 are
extracted and decrypted by using the same secret key adopted during the encoding step.
Finally, the hashed data and the decrypted LSBs are XORed and the Logo is consequently
found. Through the information carried by the Logo, it is possible to verify the authenticity
of each image block. When the verification procedure has been applied to all the blocks, the
integrity of the first stripe of the image S1 is checked. With the same approach, to complete
the verification procedure of the second stripe S2 it has to be known the successive stripe S3,
to allow the extraction of its LSB pixels. In general, by storing a stripe Si and its successive
Si+1, it is possible to check each image stripe and in the end to check if the image is authentic
as whole or which parts (blocks) have been manipulated.

Experimental Results

To examine the ability of the algorithm to ascertain the image authenticity and to detect local
modifications, the near-lossless compressed and authenticated image has been tampered with
and then the verification procedure has been applied. The results demonstrate that the image
authenticity is correctly verified, but the tamper localization resolution is doubled [23, 24]. In
fact, because the embedding procedure inserts into an image block bi, the binary map found
utilizing the pixels of the upper block, it is impossible to distinguish if block modification
has been applied to block bi or to the upper block. Anyway alteration is revealed and the
image can be catalogued as non-authentic. Some tests, whose results are summarized in
Table 3.1, have been carried out to establish the variation of compression rate between the
JPEG-LS standard and this integrated system based on it. It is possible to conclude that
the authentication procedure leads to a decrement of the compression rate compared to that
achieved by the simple JPEG-LS algorithm. This result is mainly due to the fact that in the
watermarking embedding procedure the difference between smooth and no-smooth regions can
not be exploited as usually done by switching between run mode and regular mode in JPEG-
LS coding. As a proof of this thesis, it can be noted that the compression rate decrement
for highly textured images is lower than for for flat images, where the run mode allows the
compression performance to be improved.

3.1.2 Self-embedding authentication

The second algorithm developed by CNIT falls in the category of self-embedding authentica-
tion schemes. This class of watermarking based authentication algorithms use, as digest, a
compressed version of the document itself, for this reason are sometimes referred to as self
recovery techniques, because they also allow to obtain an estimate of the original content
[29, 30, 31].



D.WVL.6 — First Summary Report on Authentication 19

El Toro Airfield pgm 512x512 size: 262159 bytes
JPEG-LS + WAT JPEG-LS

Near Data Size (bytes) Data Size (bytes)
0 164951 164951
1 117632 114480
2 98647 92520
3 87519 78536

Table 3.1: El Toro Airfield: output data size obtained by JPEG-LS+WAT and JPEG-LS.

The newly developed algorithm hides an image digest into some DWT subbands of the
to be authenticated image. The scheme is based on a previous work by Campisi et al. [32],
where the color information of an image is hidden in the discrete wavelet domain (DWT),
for improving compression efficiency. The new technique is especially designed for video
surveillance and/or remote sensing applications, and aims at detecting possible malevolent
object manipulations undergone by the image by means of a self recovery process. This
valuable characteristic has to be maintained also when an image is processed through an
usual and friendly transformation like JPEG compression.

By reducing the compression ratio during the digest computing step, the proposed ap-
proach allows to achieve a graceful degradation of the digest with respect to the amount of
global manipulations suffered by the authenticated image. This is obtained by avoiding the
lossless entropy coding step of common image compression algorithms. Particular care was
given to the security aspects, by showing that it is extremely difficult for an attacker to create
a forged image that is judged as authentic by the verification process.

Digest embedding

The data embedding part of the authentication scheme [28] is sketched in figure 3.3. Given an
N×N image, after applying a 1-level DWT, the two horizontal and vertical detail subbands are
DWT decomposed. The full-frame DCT (Discrete Cosine Transform) of the low-pass version
of the original image, with size N/2×N/2, is computed. The full frame DCT coefficients are
then scaled down to decrease their obtrusiveness when they will be hidden: to this aim the
JPEG quantization matrix is used (in practice each scaling coefficient of the matrix is applied
to a block of coefficients of the full frame DCT). The first M lowest frequency coefficients
are selected and stored in a vector c = (c1, c2 . . . cM ) (we usually set M = N2/32). The
DC coefficient is discarded because it has a too high energy: as a matter of fact, we are not
interested in authenticating the mean grey level of the image.

Following ahead the scheme depicted in Figure 3.3, these coefficients are further scaled.
Each DCT coefficient can be hidden in each sub-band more than once, thus ensuring a cer-
tain degree of robustness. For a N × N original image, each one of these sub-bands has
a size of N/4 × N/4: since two subbands are selected for embedding, we have N2/8 avail-
able positions, that is four times the number M of DCT coefficients to be casted. Due
to this fact, the sequence of DCT coefficients is quadruplicated obtaining a new vector
p = (c1, c2 . . . cM , c1, c2 . . . cM , c1, c2 . . . cM , c1, c2 . . . cM ).
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Figure 3.3: Sketch of the embedding procedure.

The DCT coefficients are substituted to the DWT coefficients in the two detail sub-bands
highlighted in dark grey in Figure 3.3. Before replacement, a scrambling process, depending
on a secret key (KeyA), is applied to the vector p obtaining a new vector pscrambled, in
such a way that statistically the four replicas of each DCT coefficient will occupy different
locations in the two sub-bands. This is important because, if a manipulation occurs we can
be quite confident that not all the replicas of a given coefficient will be removed by the attack.

The two chosen sub-bands have been selected because they grant a good trade-off between
invisibility and robustness of the hidden information. Finally the inverse DWT is applied and
the authenticated image is obtained. The original image and the authenticated one appear
very similar from a quality point of view (PSNR ' 36 dB).

Visibility issues

Before the original DWT coefficients are replaced by the watermark, these values are scram-
bled with a key-dependent rule to introduce a degree of robustness and security. This scram-
bling operation is basically an internal permutation that moves coefficients in different posi-
tions with respect to those they had previously. In this way coefficients of high amplitude may
fall close to low amplitude coefficients. This can result in some wavelet values being much
higher than the other belonging to the same neighborhood, causing an unpleasant quality
degradation resulting in some small false contours (artifacts) all around the image. To avoid
this undesired effect a further scaling operation has been introduced before scrambling. Each
DCT coefficient is processed according to the following rule:

cscaled(i) = c(i) · α · ln(i + 2 + rand(i)) (3.5)

where c(i) indicates the DCT coefficient in position i within the zig-zag scan and cscaled(i)
is the corresponding scaled coefficient; α is a strength factor (usually slightly higher than 1)
which is set on the basis of the image final quality, and rand is a shift parameter (ranging
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between −0.5 and 0.5) generated pseudo-randomly by means of a PRNG (Pseudo-Random
Number Generator) initialized with a secret key Key1. In practice a sort of emphasizing
pre-process is applied, to enhance the high frequency part of the spectrum with respect to
the low frequency components. This shrewdness allows to get rid of the problem pointed
out before, because all DCT coefficients are now weighed with a logarithmic function that
basically depends on their position in the zig-zag scanning.

Security issues

We now consider why a further security step, as hinted in Equation 3.5, has been inserted
and why a scrambling is not sufficient to grant a complete safety against intentional attacks.
Let us assume that a potential hacker perfectly knows how the algorithm works, and that
he also knows the scrambling key (KeyA): under this circumstances, he can modify the
authenticated image by inserting some wanted changes and create a seemingly authentic
image by reintroducing in the right DWT sub-bands the informative data related to the forged
image. Actually the hacker does not know the key, and thus he is inhibited from operating as
above. However, if he is able to crack the scrambling rule he can pour his data in the correct
way. Cracking the scrambling rule can be computationally intensive but not infeasible, it
only needs that the attacker compute the digest, i.e. the selected DCT coefficients of the low
pass band of the 1-level DWT, and for each coefficient find where it has been placed in the
two detail bands. The insertion of an additional secret key-dependent (Key1) random scaling
(Equation 3.5) makes the estimation of the scrambling rule unfeasible. In fact the attacker
can not understand where the DCT coefficients are relocated after scrambling because the
computed (and selected) DCT coefficients (c(i)) are different from those that are actually
embedded (cscaled(i)).

Integrity verification

In the integrity verification phase the DWT of the to-be-checked N ×N image is computed
and the two sub-bands, supposed to contain informative data, are selected (see Figure 3.4).
These data are reversed into a vector p′scrambled, which is inversely scrambled by means of the
secret key KeyA, thus resulting in a sequence p′. An estimate of the hidden DCT coefficients
is then obtained by averaging the four copies of each extracted coefficient. After that a unique
set of authentication data cextracted (i.e. M coefficients) is obtained. By knowing the private
scaling key (Key1) it is possible to correctly invert the scaling operation performed during
the authentication phase (equation (3.5)), i.e.:

creconstructed(i) = cextracted(i) · 1
α
· 1
ln(i + 2 + rand(i))

(3.6)

The inverse scaled coefficients are then put in the correct positions, in such a way to obtain
an estimate of the DCT of the reference image (missing elements are set to zero, and a DC
coefficient with value 128 is reinserted). These values are weighed back with the JPEG quan-
tization matrix, and the inverse-DCT is applied to obtain an approximation of the original
reference image. The quality of this extracted image (having size N/2×N/2) is good enough
to allow the comparison with the checked for authenticity one. An automatic system for the
detection of manipulations has also been implemented in the following way: the to-be-checked
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Figure 3.4: Sketch of the integrity verification process.

image is resized to N/2×N/2, and a pixelwise absolute difference between this subsampled
image and the extracted image digest is computed. The difference is thresholded to obtain
a binary image, where the white pixels indicate a local difference between the to-be-checked
and the extracted image. Such a system has to be intended as a primary step to alarm the
user, in charge of the integrity verification, to pay attention that a possible manipulation
could be occurred.

Experimental results

The authentication algorithm has been tested on various images for different types of use, in
particular with respect to two specific application fields like video surveillance and remote
sensing. The reference image extracted for authentication purpose presents the same charac-

PSNR vs JPEG quality factor
PSNR Quality factor Compression ratio
49.3 100 1.8
30.3 80 7.1
25.7 60 11.3
24.2 50 13.4

Table 3.2: PSNR of the extracted digest image after JPEG compression, with respect to the
digest extracted from a non-compressed image.

teristics of the original one and its quality is perfectly sufficient to distinguish scene objects
and to understand if the checked image is authentic or not. The authenticated image has also
been JPEG compressed with different quality factors (at least 80%). In this circumstance
image sharpness is slightly poorer. Notwithstanding this undesired effect, the image is still
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good to satisfy application purposes, like determining if something has been changed in the
video scene and obviously to get an estimate of the original image. This result is very im-
portant because it shows that the proposed authentication system is able to offer a degree of
robustness against JPEG compression, that can not be considered an intentional modification
invalidating image authenticity, but only an usual processing step adopted for data storage
and/or transmission. In Table 3.2 the PSNR (Peak Signal to Noise Ratio) between the image
digests recovered after the authenticated image has been JPEG compressed and the digests
extracted when compression is not applied are given.

(a) (b)

(c) (d)

Figure 3.5: Remote sensing: authenticated image after JPEG compression with a quality fac-
tor of 80% (a); manipulated image (b), extracted reference image (c) automatic manipulations
detection (d).

Other experiments have been carried out to evaluate the performance of the proposed
approach when modifications are brought to an image to alter its effective appearance and
especially its content. Here a possible application of the proposed algorithm to remote sensing
is presented. In Figure 3.5 (a) (the authenticated, and JPEG compressed image) a view of
Turin is depicted, in particular attention is focused on the famous building Mole Antonelliana
(in the white circle). After that a further intentional modification is applied to this image
by erasing the Mole Antonelliana and substituting it with the circular building (see Figure
3.5 (b)). In Figure 3.5 (c) the extracted reference image is shown; the Mole Antonelliana
is still visible in its original position even though heavy changes occurred; finally, in Figure
3.5 (d) the automatic manipulations detection image is shown, where it is possible to clearly
identify the manipulated area. This interesting property is due to two main reasons: firstly
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the scrambling operation, determines the loss of spatial references that DWT partially would
preserve, so modifications spatially near will not be close anymore in the scrambled DWT
sub-bands; secondly during the self-embedding procedure the coefficients of the full-frame
DCT are used, so any possible change the authenticated image may undergo, will result in
some alterations of the global frequency content of the digest image.

3.2 Activity at GAUSS

For effectually developing practical authentication schemes the activity of GAUSS concen-
trated primarily on the content dependency of digital watermarks.

Specifically, in [33] a block-based watermarking scheme for digital video which is highly
configurable for providing high capacity, robustness and high visual quality, has been pro-
posed. This scheme uses low level information like addition of high frequency noise, as well
as higher level (that is more content dependent) information like relationships related to lu-
minance and edges. Due to its relatively high payload this proposed scheme will be used by
FHG as basis for an integrity watermarking scheme, that uses specific content information for
being insensible to minor changes (e.g. caused by lossy compression), but for being sensitive
to major content changes. That means, content related manipulation of the image could be
detected, but minor artifacts introduced by image processing operations will be tolerated.

To go more into detail, in the following we describe the general function of the robust
scheme. The basic idea of this watermarking scheme is to embed a single bit of a water-
marking message by enforcing a relationship into a group of blocks. This relationship can
be detected in the retrieval process without having the original video. The proposed scheme
uses quantized DCT blocks and has been tested with compressed videos of type MPEG-1/2.

Before embedding and retrieving, the marked frame must be run through a preparation
procedure. For choosing the watermark positions the scheme uses an edge detection filter
on a video frame. Edge information will be used for extracting elementary frame properties,
which are moderately robust. It is rarely possible to change or remove edges without
producing visible distortions. Therefore edges in an original frame should be similar to
edges in a watermarked and possibly attacked frame. For every block we compute its edge
intensity, which is the sum of the edge intensity of every pixel. The next step splits the frame
into rectangular regions. For each region we compute its edge intensity by computing the
sum of edge intensities of chosen blocks. For computation we use the blocks with the highest
edge intensities, which will not be used for embedding the watermark. Therefore the edge
intensity of every region is the same after the embedding process. To enhance the security of
the embedding and retrieval process the regions will be pseudo-randomly shuffled controlled
by a secret key. The selection of blocks and coefficients and the preprocessing of all values
to embed is controlled by this secret key.

For the evaluation of the system, ten video clips have been marked. All videos were
encoded with MPEG with three different bit rates. We concentrated on transparency and
robustness aspects. Since perceptibility is mainly a subjective impression by the human
visual system, seven persons were asked for visual evaluation. Furthermore the mean Peak
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Signal to Noise Ratio (PSNR) was calculated over all frames of each video to get additionally
an objective measure. All test persons recognized no or only small perceptible artifacts in
the marked videos in comparison to their un-watermarked clips. More precisely, the higher
the bitrate of the marked video the better the transparency of the scheme was rated by the
observers. The PSNR values affirm the subjective observation of the test persons. The clips
encoded with the highest bitrates achieved the highest PSNR (about 29 dB) values during
evaluation. Therefore we conclude that the transparency increases with the bitrate used for
encoding.

To evaluate robustness, all the clips have been attacked by the following operations: adding
a fixed value to each coefficient, adding white noise, re-encoding with compression and scaling.
To get comparable results we used the Error Bit Rate (EBR). Except for scaling the EBR
is below 7% for all tested videos, e.g. for adding white noise the EBR is constantly 0%.
We used the scaled video directly to detect the watermark. Resizing the frames would lead
to a definitely lower EBR. Another manipulation, cropping, was not evaluated. However,
using the edge detection for generating arbitrarily regions should also provide robustness
against this kind of manipulation. Overall we can conclude that the results demonstrate a
good robustness to basic image processing operations in conjunction with a relatively high
capacity and non-perceptibility.

3.3 Activity at UNIGE

During the first year of the project, UNIGE focused on three main security-related scenarios:
1) copyright protection, tracking, and fingerprinting, i.e. protecting ownership and usage
rights and tracking multimedia content within distribution and usage; 2) authentication, the
purpose of which is to check the real authenticity of the originator of a document; and 3)
tamper proofing, which aims at the detection of unauthorized modifications of content and
counterfeiting.

In this work package UNIGE concentrated on the practical design of a secure hybrid robust
authentication data-hiding scheme, which solves the three aspects above in an integrated
framework, i.e. copyright protection, secure tracking, authentication and integrity check with
localization capability.

3.3.1 A hybrid robust watermarking/data-hiding scheme for authentica-
tion and tamper proofing

As said, the University of Geneva developed a block-wise hybrid watermarking and data-
hiding scheme [3], joining robust and fragile/semi-fragile data-hiding, based on local cryp-
tographically secure hash-codes similarly to the scheme described by Wong in [12]. The
fragile/semi-fragile part of the hidden-data is inserted orthogonally with respect to the robust
part (mostly at non-overlapping locations) in order to preserve the robustness and reliability
of the robust part. Moreover, such a hybrid approach brings a novel solution against the
copy attack and the Holliman-Memon attack [22]. Additional improvements are also im-
plemented with respect to Wong’s scheme in order to achieve a high security against both
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collages and Holliman-Memon like attacks [1]. The main security measures of our scheme can
be summarized as follows:

1. Design of a block-wise hash-codes or signatures based local authentication, rather than
a pixel-wise approach which is insecure with respect to the oracle attack;

2. Sufficient bit length of hash-codes or signatures in order to defeat the cryptographic
anniversary attack;

3. Chaining of neighboring blocks against the Holliman-Memon attack;

4. Chaining of successive signatures and use of un-deterministic hash-codes or signatures
against extended versions of the Holliman-Memon attack [1];

5. Embedding unique information like a timestamp, an identification number, etc. for
each document, or even for each part or each block of a document, in order to defeat
composition and collage attacks, as proposed by Fridrich.

Resilience to the copy attack of our hybrid scheme is ensured by this content-dependency: if
the hidden data is copied, the hash-codes or signatures contained in the fragile/semi-fragile
part detect that the content is not original. Additional security against collages and composi-
tions is ensured by the different robust embedded messages carried by the distinct parts used
for the composition: the origins of the different pasted parts can then easily be identified.
In a symmetric protocol, the same key is used for both the generation of the authentic con-
tent and its verification – thus this key should be kept secret, even at the verification stage.
However the most useful framework is probably the asymmetric protocol where a private key
is used by a trusted authority to generate the protected content, and a public key allows
any un-trusted entity to verify the content authenticity. An asymmetric digital signature
like the Rivest Shamir Adleman (RSA) encryption/decryption cryptosystem and the digital
signature algorithm (DSA) can be used. As a result, our scheme combines copyright protec-
tion, authentication and tamper proofing in an integrated framework, which is useful in many
concrete application scenarios. This hybrid watermarking/data-hiding system is integrated
in the prototype Berkut 2.0, as well as by a plug-in for Adobe PhotoshopTM. The numerous
tests and the results obtained according to the Stirmark benchmark demonstrate the good
performance of the proposed approach.

3.3.2 Future work

The current implementation of the system is mostly a fragile data-hiding scheme, and thus
is suitable for the protection of digital images only, for example medical images for which no
alteration is acceptable. However semi-fragile schemes should also be considered, based on
hash-codes which are tolerant to “acceptable” modifications, called visual hash-codes, and on
a certain level of robustness of the authentication data. An advantage of semi-fragile schemes
is their ability to address moderately compressed or printed documents as well as digital
content.

Secondly efficient authentication and tamper proofing schemes should be designed for any
kind of printed document, and in particular for text documents which are the most common
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kind of multimedia communications in both digital and analogue forms in our modern society.
Common printed documents like confidential reports, news, declarations, newspaper, books,
are example of hardcopy documents which could benefit from these technologies, as well as
identity/authentication documents like passports, identity cards and visas, and transaction
documents, contracts, agreements, bank checks, banknotes, etc.

Moreover, concrete asymmetric protocols for authentication and tamper proofing should
be developed. In particular, reducing the payload needed for the local signatures is an im-
portant aspect, for example by using cryptography algorithms generating signatures of short
length – like the DSA or based on the more recent elliptic curve (EC) cryptography.

3.4 Activity at AUTH

In this period AUTH has been actively involved in the field of image fingerprinting. As
said previously fingerprinting (or perceptual hashing) techniques play a crucial role in the
development of effective authentication systems based on robust watermarking. Other appli-
cations include indexing and searching methods. More specifically, a color image fingerprint-
ing method has been developed and is currently under testing in order to identify possible
improvements. Preliminary tests have shown promising results.

3.4.1 Introduction

Image fingerprinting refers to the extraction of a unique description of an image that would
be resilient to transformations, in an analogous manner to human fingerprints. Detecting
transformed versions of images could be used to fight piracy of such material and additionally,
it could be used to trace the distribution of their products in the Internet for marketing
purposes. Moreover, users would be able to search for different versions of their image of
choice without getting back a large number of similar images.

In the method described hereafter the use of color-based descriptors for an image finger-
printing system and its robustness to most common attacks is examined. The effect of various
color descriptors including color-only and color-spatial information, reduced number of col-
ors, and different types of histogram-similarity measures is demonstrated. The method was
evaluated on a relatively large database of 9000 transformed images, produced from 450 orig-
inal images, from which meaningful conclusions can be deduced regarding the fingerprinting
performance when using color descriptors for image representation.

3.4.2 Color-Based Fingerprint Extraction

The fingerprint extraction procedure involves the quantization of the image colors and the
calculation of color histograms based on the resulting colors. A quantization method based on
a pre-defined color palette known as the Gretag Macbeth Color Checker, which was designed
to match human perception of colors, was used. The Macbeth chart is a standard used to test
color reproduction systems and it consists of 24 colors, scientifically prepared to represent a
variety of different naturally occurring colors. The procedure for the generation of the color
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chart is reported in [18]. We created a color palette based on the Macbeth xyY values found
in [17] in Table G.10.

Color histograms have been used extensively in CBIR systems due to the simplicity of their
calculation and their robustness to common image transformations. Many types of histograms
exist in the literature falling mainly into two categories: those based only on the quantized
colors and those incorporating information on the spatial color distribution. We examined the
use of both kinds of color histograms. The first one was the normalized color-only histogram,
providing the occurrence of a color in an image. The normalized color histogram depends
only on the color properties of an image without providing any information on the spatial
distribution of colors. In order to examine any advantages of using histograms incorporating
color-spatial information for image fingerprinting, we also experimented with the spatial chro-
matic histogram proposed by Cinque et.al. [16]. The spatial chromatic histogram descriptor
gives information on color presence, and color spatial distribution. Technical details related
to the calculation of the histogram can be found in [16].

3.4.3 Color-Based Fingerprint Matching

In order to retrieve the transformed versions of an image, the descriptors of an image taken
from the Original Image Set were matched against all image descriptors from the Transformed
Image Set. Image matching between color histogram descriptors depends on the choice of
similarity measures, so we investigated the use of three different measures given below to
match the normalized color histograms. A fourth measure was used for the spatial chromatic
histogram.

The matching measures used were the following:

i) Scaled L1-norm distance, defined as:

dL1(H1,H2) = 1− 0.5 ∗
Cp∑

i=1

|H1i −H2i |.

ii) Scaled L2-norm distance, defined as:

dL2(H1,H2) = 1− 1√
2
∗

√√√√
Cp∑

i=1

(H1i −H2i)2.

The above two measures are scaled versions of the L1-, and L2-norms which have been
previously used for matching color histograms [20, 19].

iii) Scaled Histogram Intersection defined as:

dHI(H1,H2) =
Cp∑

i=1

min(H1i ,H2i) ∗ (1− |H1i −H2i |).

This measure is a modified version of the Histogram Intersection measure [20]. Only colors
present in the image contribute to this metric.
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Finally, in order to compare the spatial chromatic histograms between images I1, I2, we
used the spatial chromatic distance defined in [16].

3.4.4 Results and Discussion

The use of color-based descriptors for the application of image fingerprinting was evaluated
using Receiver-Operator Characteristic (ROC) analysis. Specifically, the evaluation consisted
of taking the color descriptors from each of the 450 images in the Original Image Set and
matching them against the descriptors from each of the 9000 images in the Transformed Image
Set. In order to evaluate the performance of this experiment, the well-known measures True
Positive Fraction (TPF or sensitivity) and False Positive Fraction (FPF) were used. The
average measures of TPF and FPF over all images in the Original Image Set, were calculated
and ROC points were defined.
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Figure 3.6: ROC curves comparing the different similarity measures for matching of color
histograms.

The ROC curves for the different similarity measures described in subsection 3.4.3 are
plotted in Figure 3.6. It can be seen from the figure, that the normalized color histogram
with the similarity measures scaled L1-norm and scaled histogram intersection show the best
performance whereas the quadratic histogram measure shows the worst performance. The
quadratic histogram measure incorporates information regarding the distance of colors in the
color space, which might be more useful if the query was for images of similar color, as
opposed to exact matches. It can also be seen that the spatial chromatic histogram shows
slightly worse performance compared to the color-only histogram for this experiment. The
spatial information could prove useful when two images have exactly the same colors but in
different locations. However, we did not design a database having those requirements since
the goal was to examine the robustness of color-based descriptors over transformation changes
in a general database.
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Figure 3.7: ROC curves for different transformations.

We also examined the robustness of color-based descriptors for specific transformations.
The ROC curves of Figure 3.7, taken using the color-only histogram with the normalized
histogram intersection measure, demonstrate the invariance of color-based descriptors to re-
sizing, to JPEG compression, to median filtering, and to rotation of 90◦, keeping in mind
that for that particular angle no black frame was added to the image. As expected, the
performance dropped for higher degrees of cropping and for rotations where a black frame is
added. However, even for cropping of 30% both sides, a sensitivity of 90% is achieved at only
about 2.3% false positive rate.

The experimental results demonstrate the robustness of color-based descriptors for the
application of image fingerprinting, where the goal is to retrieve only transformed versions
of the same image. It was shown that very high performance could be achieved with only
24 colors if the palette is carefully designed. The size of the descriptors is small enough for
efficient storage and matching. It was also shown that a histogram incorporating information
regarding the spatial distribution of colors did not have any advantage since similarity is
not the goal. It was also shown that the scaled L1-norm and scaled histogram intersection
provided the best fingerprinting results. The results were very accurate keeping in mind that
the Transformed Image Set included images that were badly deteriorated.

In future work, we plan to examine the performance of the algorithm when the database
also includes similar but different images to each image. For such a query, spatial descrip-
tors might prove more useful. Moreover,we will address other attacks, such as illumination
changes.
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3.5 Activity at UOC

The final aim of the activity of UOC within this workpackage, is the development of a
watermarking-based authentication system for the protection of hyperspectral imagery. Due
to the peculiarities of such images, though, it is likely that the watermarking algorithms de-
veloped so far are not adequate to meet the requirements of this particular application. For
this reason, during the first year the activity of UOC consisted mainly in a review of the
main features of hyperspectral images, and in a preliminary analysis of the suitability of the
watermarking algorithms developed so far to this particular application scenario. The main
results of this analysis are given below.

3.5.1 Introduction

Hyperspectral imaging has gained an increased attention by the research community in the
last few years since new uses and applications of this area are often reported. High preci-
sion farming, water pollution control or natural resources management, among others, are
well-known uses of remote sensing. The integration of hyperspectral imaging techniques with
Geographic Information Systems (GIS) is also an increasing requirement, mainly due to the
availability of new high spatial and spectral resolution satellites which allow for new applica-
tions with the aim of large-scale mapping and monitoring.

It is also worth to notice that the commercial use of hyperspectral images has an inherent
high economic value, since their acquisition involves expensive mechanisms, like plane flights
or satellites. Such economic value must be preserved when hyperspectral images have to be
used in different applications, such as GIS, where a third party uses them and has to pay for
usage. In this scenario, protection of hyperspectral images is called to play an important role.

We plan an experimental comparison of several watermarking schemes adapted to the
special characteristics of multispectral and hyperspectral images, namely the large number of
bands, the high variance present in the energy of each band and the correlation of contiguous
bands. Image watermarking schemes need to be adapted to the particularities of hyperspectral
images, specially those aspects related to the large number of bands, which determines the
policy of bands selected for watermarking. Lossy compression, classification and watermarking
are strongly related one to each other so any design aspect must take them all into account.
Previous experiments [6] showed that the best results in average using a single band for mark
embedding and detection are achieved by the Cox watermarking scheme, and with a novel
method based on the JPEG2000 standard [5]. Nevertheless, these experiments also showed
the high dependance on the characteristics of the band chosen for mark embedding, therefore
fine-tuning becomes completely necessary to obtain reasonable results for each band.

3.5.2 Hyperspectral Imaging

Hyperspectral imaging is a relatively recent development that makes quantitative remote
sensing of the Earth’s surface possible. Images are acquired by sensors mounted on airplanes or
satellites, and their characteristics are determined by sensor capabilities. Each image is a high
resolution three dimensional cube containing both spatial and spectral information about the
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zone under acquisition. For example, AVIRIS sensors are capable of rendering up to 224 bands
ranging from 400 to 2500 nanometers (nm) with a spatial resolution of 17 meters, while CASI 2
sensors render up to 288 bands ranging from 400 to 1000 nm, with a spatial resolution varying
from 0.5 to 10 meters. New sensors with thousands of spectral bands are currently under
development. Basically, what sensors measure is the light of the sun reflected by each point in
the surface being acquired. Notice that this light has been altered by atmospheric absorbtion
and reflection, and by residual reflections from surrounding points, so a correction model
must be used. For any given material, the amount of solar radiation that reflects, absorbs,
or transmits varies with wavelength. This important property of matter makes it possible to
identify different substances or classes and separate them by their spectral signatures (spectral
curves). Therefore, it is possible to build applications based on classification and clustering
techniques to identify and classify materials using remote sensing for water pollution control,
high quality farming or environmental management, among other examples.

One of the main problems that must be addressed when dealing with hyperspectral images
is the huge amount of both storage and processing time requirements. A typical AVIRIS
hyperspectral image generated by joining several consecutive scans can be 1024 pixels wide
by 1024 pixels long, at 16 bpp, with 224 bands, which needs 448 MB of storage, while larger
images usually exceed 1 GB. Therefore, efficient image compression systems must be used
to reduce the storage required by hyperspectral images but maintaining a reasonable quality
for both visual inspection and feature extraction. Lossy compression may generate images
which are visually indistinguishable from the original, but there is the possibility that relevant
information for classification purposes is removed in the process. This problem is also present
when hyperspectral images are watermarked, as additional information is introduced into the
original image. Nevertheless, the large amount of information can also be an advantage as
more copies of the mark (or different marks) can be embedded into the image, improving the
robustness of the watermarking scheme.

Usually, hyperspectral images are used in GIS applications as an extra layer containing real
ground information for terrain classification purposes, for example. GIS and hyperspectral
imaging integration is desirable because it has the potential to facilitate the flow of information
from imagery into GIS and remotely sensed imagery can be analyzed more quickly. Users of
geographic information systems usually perform zoom, pan and crop operations, obtaining
different views from the same hyperspectral image. Therefore, hyperspectral images must be
stored and processed taking into account these operations which must be done efficiently with
a reduced cost to avoid annoying delays for GIS users.

Consequently, the watermarking scheme applied to this kind of images must allow some
kind of manipulation which is common to GIS environments, such as cropping, zooming and
lossy compression. However, the scheme should detect when the manipulation level has been
excessive and some relevant information is lost. This high level manipulation can be intended
(for instance a malicious user might want to introduce fake information about soil properties)
or unintended (excessive compression ratios). Because of this, we think that semi-fragile
watermarking schemes must be developed and adapted to the particular properties of this
kind of contents.
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3.5.3 Experimental Setup

Several techniques can be used to mark images which are composed by more than one channel
or band. Extending the basic ideas in the color watermarking field to the multispectral and
hyperspectral imaging field (such as color quantization or band weighted watermarking, for
example), we compared four different strategies: namely, a) watermarking each band inde-
pendently; b) watermarking all bands with the same embedding mark computed for a single
band; c) watermarking each band independently but under a set of constraints defined by
band relative energy and importance; d) watermarking all bands at the same time using a vec-
tor quantization approach. Each strategy determines the parameters of every watermarking
scheme for all the bands in the hyperspectral image.

Regarding the performance of the watermarking schemes, we compare the three typical
measures in the field: capacity, imperceptibility and robustness. We study the impact of
watermarking in image quality, measured as usual by PSNR, but also by the degradation of
classification performance and clustering algorithms when compared to the original image.
Compression, classification and watermarking are closely related to each other as decisions
taken in one subject have a large impact on the others.

The first multiple band watermarking strategy (which uses no special criteria for mark em-
bedding) shows clearly all the problems of watermarking hyperspectral images: some bands
are strongly watermarked and, therefore, the imperceptibility property is also very com-
promised. Furthermore, the parameters of each watermarking scheme must be individually
fine-tuned, which can be a very expensive operation and, therefore, non feasible. The second
strategy tries to hide all the mark information in the same pixels across all the bands, which
are considered to be more relevant depending on several measures related to the most impor-
tant band, such as energy or entropy. Nevertheless, this strategy shares some of the problems
of the previous one, as band intrinsic characteristics are not taken into account and, therefore,
both robustness and imperceptibility properties cannot be always properly maintained. The
third strategy tries to overcome this problem by combining both strategies, marking each
band independently but using a common set of parameters computed for each band, trying to
adapt the watermarking process to the particularities of such band. This strategy is a tradeoff
between cost and performance, obtaining better results than the two previous strategies. Fi-
nally, the fourth strategy uses the hyperspectral image as a whole, using a vector quantization
approach. This strategy tries to overcome all the problems by determining where to place
the mark, selecting only those pixels in each band which are considered relevant for water-
marking purposes, extending the basic idea of the proposed watermarking scheme based on
the use of lossy compression but in a higher dimensional (i.e., number of bands) space, taking
advantage of band correlation and relative importance. Preliminary results show that this
last strategy achieves a good compromise between imperceptibility and robustness, revealing
the importance of using all the inter-band information present in the hyperspectral image.

The following experiments illustrate the influence of watermarking on clustering and clas-
sification accuracy [4]. In the first experiment, an original hyperspectral image is used to
build a codebook using the approach described in Kohonen by means of self organizing maps,
trying to capture the richness of the information present in the hyperspectral image. Then,
each watermarked image (for each pair of scheme and band strategy) is classified according to
such codebook, in order to compare the quantization error introduced by the watermarking
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process in a unsupervised learning scenario. Several configurations for the Kohonen method
are tested, trying to determine the relative parameter importance. In the second experiment,
a decision tree is build in order to measure the influence of watermarking in classification
accuracy in a supervised learning scenario. A limited depth decision tree is built using the
Gini index as the splitting criterion, and then pruned back using the BFOS algorithm, with
tree size and misclassification error as tree functionals. Then, the watermarked images are
classified according to such decision tree, measuring the bias in classification accuracy caused
by each watermarking scheme. These experiments should not be considered real clustering
and classification scenarios, but practical examples of the influence of watermarking in im-
perceptibility but under a information content sense, not a visual one. Nevertheless, these
experiments show the importance of a proper watermarking strategy for a real use of hy-
perspectral images in a GIS environment combining lossy compression and classification or
clustering altogether with watermarking and/or fingerprinting.

3.5.4 Future Work

Preliminary results show that classical watermarking schemes are not fine-tuned by default
to work with hyperspectral images, and that the lack of synchronization causes all water-
marking schemes to fail against attacks that modify the image size, such as cropping or
scaling, for example, which are common operations in a GIS environment. Among the classi-
cal watermarking schemes in the literature, Cox achieves the best results in average, but its
imperceptibility and influence of classification accuracies are notably worse than other less ro-
bust watermarking schemes. The proposed watermarking scheme [5] is better in a robustness
sense than the other schemes mainly due two reasons: synchronization and the use of error
correcting codes, while both imperceptibility and influence on clustering and classification
accuracy are also maintained under a reasonable level. It shows also a better robustness in
the fingerprinting case, which is a great advantage in front of the other schemes for a real use
scenario.

Further research in this subject should include the appropriate extensions to the
JPEG2000 standard in order to adapt it for both lossy compression and semi-fragile wa-
termarking of hyperspectral images. The proposed watermarking scheme [5] is also under
development for improving its robustness by watermarking not only the original image but
also the low resolution images produced by the discrete wavelet transform, combining both
spatial and transformed domain watermarking techniques.
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