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Executive Summary

With the emergence of cloud infrastructure, the Internet of Things, and ‘Big Data’, privacy
concerns are entering the center stage. Privacy is a notoriously complex and fluid concept,
the definition of which changes over scientific disciplines, and that depends on culture and
context. For instance, one can be concerned about privacy with respect to companies and
organizations, with respect to government, or with respect to other citizens. Similarly, com-
plexity is reflected when it comes to solutions’ that offer increased privacy. These often rely
on hiding information, but can also be based on offering control or on practical feedback.

With the approval of the General Data Protection Regulation, that will come into effect
in May 2018, Europe has made an important step towards strengthening and clarifying the
legal framework that protects the privacy of its citizens. One of the key concepts in this
regulation is ‘Privacy by Design’, which implies that privacy should be involved from the start
in building systems and developing services. However, at this stage it remains a challenge to
how to implement this concept in reality, i.e., how to engineer and evaluate systems that offer
privacy by design.

This document focuses on the major research challenges in privacy enhancing technologies
(PETs) that need to be tackled to support the wide implementation of privacy by design; in
several cases, cryptographic techniques play a central role to address these challenges.

This report groups the challenges among four core topics. The first topic deals with decen-
tralization and its benefits to privacy. The second topic is related to the complex interaction
between machine learning and privacy. The third topic deals with the evaluation and verifica-
tion of privacy-preserving properties. The fourth topic deals with privacy-preserving systems
engineering.
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Major Challenges and Research Directions

1. Open Problems for Privacy-Preserving Decentralization (see Section 1)

(a) Establish a formal definition for decentralization and its related properties to guide
the design of robust privacy-preserving decentralized systems

(b) Develop robust Sybil detection algorithms to prevent adversaries from taking over
decentralized systems

(c) Develop protocols and platforms to support privacy-preserving decentralized key
management

(d) Decentralization of the infrastructure upon which services rely

2. Open Problems for Machine Learning and Privacy (see Section 2)

(a) Preserving the privacy of training data

(b) Measuring inference power

(c) Applying machine learning to private data

(d) Improve users’ control on data

3. Open Problems for Evaluation and Verification of Privacy-Preserving Prop-
erties (see Section 3)

(a) Establish standard privacy metrics that can intuitively provide a measure of the
privacy loss

(b) Develop systematic methods to compute, and compose, privacy metrics when eval-
uating large systems

(c) Find means to concisely describe the consequences for privacy of users’ decisions
based on numerical metrics

(d) Develop systematic means to ensure that implementations of privacy-preserving
primitives indeed provide the desired protection

4. Open Problems for Privacy-Preserving Systems Engineering (see Section 4)

(a) Privacy-oriented systems research

(b) Develop privacy engineering methodologies

(c) Usable cryptographic libraries of privacy-preserving primitives

(d) Usability of privacy-preserving systems

This document is the outcome of the Workshop on Strategic Research Challenges for Pri-
vacy Technologies that was held on July 18, 2016 in Darmstadt (Germany)1). The workshop
had 48 attendees.

Prior to the workshop, key researchers in the field have submitted their challenges to the
organizers under the form of short position papers. These papers have been used in putting
together the programme of the workshop and in drafting this report.

The workshop consisted on two keynote talks and three panels discussing key challenges
for privacy technologies reflected in this report. The invited speakers were:

1https://www.cosic.esat.kuleuven.be/ecrypt/csa/privacy/program.shtml
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• Jeff Burdges, INRIA, France

• Aylin Caliskan-Islam, Princeton, US

• Jan Camenisch, IBM Research Zurich, Switzerland

• George Danezis, University College London, UK

• Roger Dingledine, The Tor Project, USA

• Tariq Elahi, KU Leuven, Belgium

• Bryan Ford, EPFL, Switzerland

• Christian Geminn, Universiteit Kassel, Germany

• Harry Halpin, INRIA, France

• Amir Herzberg, Bar Ilan University, Israel

• Jean Pierre Hubaux, EPFL, Switzerland

• Stratis Ioannidis, Northeastern University, US

• Nadim Kobeissi, INRIA, France

• Ahmad-Reza Sadeghi, Technische Universiteit Darmstadt, Germany

• Seth Schoen, Electronic Frontier Foundation, US

• Vitaly Shmatikov, Cornell Tech, US

• Carmela Troncoso, IMDEA Software Institute, Spain

The first keynote discussed the role of privacy-preserving cryptography in securing end
points to support end-to-end encryption. Challenges related to this topic appear in Section 4.
The second keynote raised questions about how developments in machine learning play a
role in digital privacy, which are reflected in Section 2. Panels were discussing challenges in
surveillance resistance, decentralized systems, and power of inference. The conclusion of these
panels are reflected in Sections 1, 3, and 4.

https://github.com/burdges
https://www.princeton.edu/~aylinc/
http://researcher.watson.ibm.com/researcher/view.php?person=zurich-jca
http://www0.cs.ucl.ac.uk/staff/G.Danezis/
http://freehaven.net/~arma/
https://securewww.esat.kuleuven.be/cosic/?page_id=1493
http://www.brynosaurus.com/
https://www.uni-kassel.de/fb07/institute/iwr/personen-fachgebiete/rossnagel-prof-dr/team/wissenschaftliche-mitarbeiter/dr-christian-geminn.html
http://www.ibiblio.org/hhalpin/
https://sites.google.com/site/amirherzberg/
https://people.epfl.ch/cgi-bin/people?id=105427&op=bio&lang=en&cvlang=en
http://www.ece.neu.edu/fac-ece/ioannidis/
https://nadim.computer/
https://www.trust.informatik.tu-darmstadt.de/people/ahmad-reza-sadeghi/
https://www.eff.org/about/staff/seth-schoen
http://www.cs.cornell.edu/~shmat/
https://software.imdea.org/~carmela.troncoso/
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Chapter 1

Privacy-Preserving Decentralization

Decentralization is commonly viewed as being beneficial for users’ privacy. Such belief is re-
flected in the work on peer-to-peer systems (e.g., distributed hash tables, early architecture of
Skype) and the recent interest in decentralized systems such as blockchain-based systems [7, 6]
or surveillance-resistant systems [12]. However, we lack an approach to systematically design
and analyze decentralized systems, or even a shared accepted decentralization definition.

However, in the last decades we have witnessed the rise and establishment of the cen-
tralized paradigm embodied by the appearance of massive data centers and service providers
such as Google, Apple, Amazon, Facebook, and Microsoft. These systems have displaced any
decentralization attempt to avoid control of users’ information by a unique entity.

These dominant position of centralized services responds mainly to two reasons. On the
one hand, the low cost for end users enabled by the operational efficiency; and on the other
hand, the cost advantage obtained through the size of the service providers. Yet, the failure
of decentralization is also due to the existence of many fundamental challenges that need to
be solved: how to foster trust between users, and also with respect to their devices, the need
for efficiency, the habit of enjoying device-independent applications and data, the availability
of services, etc.

While many approaches exist that decentralize different aspects of a system there is still
no comprehensive proposal, nor modular building blocks, that can be used as basis for the
development of privacy-preserving decentralized solutions.

1.1 Open problems

(a) Decentralization formalization: establishing a commonly accepted definition of de-
centralization, schematizing the ways in which a system can be decentralized, and iden-
tifying the key design decisions in decentralized systems, are essential to inform a whole
new generation of privacy-enhancing technologies.

(b) Sybil detection: a key challenge to develop secure decentralized systems is the ability
to detect, and avoid, actors that gain enough control of the decentralized systems to
endanger the security or privacy properties stemming from decentralization.

(c) Privacy-preserving decentralized key management: decentralization implies that
there is no single entity in the system that is trusted with the users’ keys/credentials
management (storage and distribution). Rather, users become responsible of their own

5
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authentication material or the material is shared among disjoint entities. How to secure
these novel approaches to management is a hard problem.

(d) Decentralization of infrastructure: even when protocols enable designers to decen-
tralize systems, network providers or content providers are often centralized. Novel solu-
tions are needed to avoid reliance on such centralized infrastructures that undermine the
protection provided by decentralization.



Chapter 2

Machine Learning and Privacy

Without doubt the ability of machines to learn from training examples, and sometimes out-
perform humans on certain noisy tasks, is a wonder of modern computer science. Advances
in this direction are currently playing an important role in the industry. Hence, fostering
innovation in this space, and removing barriers to the deployment of machine learning is of
strategic importance. One such barrier is a concern about privacy, both for the training data
necessary for high quality machine learning, but also for the data that is being classified and
for the results obtained through learning.

The recent breakthroughs in machine learning, such as the excellent (and even surprising)
results obtained in face recognition or stylometry are likely to turn what was previously
believed quasi-anonymous data into sensitive personal information. The extent to which
these advances threaten our privacy, and hinder the design of privacy preserving systems,
need to be well understood to develop a discipline of privacy-preserving machine learning.

A particular related problem is that of profiling and targeted services, that remain at the
heart of the economic models of the internet. Users enjoy the real or perceived benefit of
personalized services, including personalized advertising, whilst service providers are able to
monetize the efficient and directed attention of their users. However, these services create a
tension between privacy and utility that is so far not well resolved.

2.1 Open problems

(a) Privacy of training data: research is needed to understand to what extent machine
learning models leak information about individuals, and whether machine learning is
using individuals’ data fairly. Algorithms and data science pipelines must be designed
that preserve the privacy of training data.

(b) Measuring inference power: Machine Learning predictive power entails great and
unforeseen danger to both individual privacy and privacy at societal level. A multidisci-
plinary legal, social, ethical and technical approach is needed to formalize the connection
between privacy and the predictive power of machine learning, and about how to approach
and even regulate such technology.

(c) Machine Learning on private data: besides the development of methods to protect
the privacy of training data, means to later on process private data are needed. In this

7
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direction we lack primitives and protocols that allow to apply machine learning to private
inputs in an efficient manner.

(d) Improve users’ control on data: improving mechanisms to allow for the beneficial
effects of profiling to be enjoyed, whilst shifting the control of the use of such profiles to
the end user, would significantly improve online privacy.



Chapter 3

Evaluation and Verification of
Privacy-Preserving Properties

Most our interactions with digital systems entail some loss of our privacy. The privacy losses
from different interactions may compound, and they may compound in different ways. It is
important to quantify the global loss of privacy in a manner that is generally understandable
by the members of the public and allows them to make informed decisions about releasing
their data.

There are a number of methods for stating how much an adversary observing interactions
learns about individuals. These methods are mostly based on quantifying the change in the
adversary’s belief (expressed as a partition of the set of possible worlds, or as a probability
over this set), on measures based on the size of the anonymity set [8], on different kinds of
entropy or mutual information [4, 10], on the probability of the adversary error [9, 11], on
differential privacy [5] or related concepts [1], etc.

So far, these measures have been used to evaluate small, specific, systems; or as goal to
design such specialized privacy-preserving mechanisms. However, we are still very far from
measuring privacy losses in large systems, consisting of many semi-independent components,
acting under the authority of various entities with different propensities to collaborate. An
example of these systems are “Smart” devices and sensors, personal fitness sensors, or smart
watches, which are all generating constant streams of data about individuals and their envi-
ronment. While each data stream may leak a significant amount of information, when put
together and correlated, they can reveal a comprehensive picture of a person’s life.

Existing privacy measures are largely unsuitable for measuring large systems in practice.
An analysis of a large system inherently has to be composable, but most of the proposed
measures are not. Differential privacy has good composability properties, but it is too coarse-
grained. Refinements of differential privacy (e.g., putting different weight on different parts
of the input) have been proposed, but the propositions have been rather theoretical so far,
without much insight on their application to complex systems.

Beside suitable measures, we need automated or semi-automated tools to apply them to
actual systems. There have been proposals for such analysis for all kinds of privacy measures
proposed before, based either on type systems [2] or program logics [3], but they all target
small systems, expressed as a single, smallish program, and analyzed in a single shot, without
making significant use of the composability. The extent of their applicability to large systems
is unclear, and may in fact require privacy metrics that are at the same time refined and

9
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composable.
Furthermore, it seems that recent findings in the relation between cryptography and com-

puter security shows that some cryptographic standards and concepts are not implemented
correctly (e.g., the order of encryption and data authentication in SSL/TLS leads to sev-
eral padding-oracle attacks). On top of that, one needs to recall that most security proto-
cols/solutions rely on a very problematic PKI (as rogue certificates1 happen more often than
expected) or on legacy-crypto (e.g., RC4 in the HIVE Hidden Volume Encryption System2).

3.1 Open Problems

(a) Standard privacy metrics definitions: develop formal models for privacy that help
us reason about the level of privacy protection offered by a certain protocol, and that
allows us to compare two protocols in terms of the level of privacy protection they offer.

(b) Systematic privacy metrics computation: Develop systematic methods to compute,
and compose, privacy metrics when evaluating large systems. In particular, methods that
allow us to fully understand the power of correlation on the risk for a privacy breach risks
that these inferences can carry.

(c) Verification of privacy-preserving implementations: a major challenge facing privacy-
enhancing solutions (protocols, concepts, or their implementation in libraries and prod-
ucts) is the need to verify not only the cryptographic strength of the stand-alone solution,
but its cryptographic integrity both in the context of being part of a system and in the
context of implementation which has to be checked against various attacks (including
attacks based on side channels).

1http://jurinnov.com/the-threat-of-rogue-certificate-authorities/, https://zmap.io/dell/,
https://security.googleblog.com/2015/10/sustaining-digital-certificate-security.html

2http://hive.ccs.neu.edu/

http://jurinnov.com/the-threat-of-rogue-certificate-authorities/
https://zmap.io/dell/
https://security.googleblog.com/2015/10/sustaining-digital-certificate-security.html
http://hive.ccs.neu.edu/


Chapter 4

Privacy-Preserving Systems
Engineering

A number of advanced Privacy Enhancing Technologies (PETs) are now badly in need of fur-
ther systems research. Pure cryptographic schemes such as secure multi-party computation,
efficient zero-knowledge, as well as statistical privacy techniques, such as differential privacy,
need to graduate into designs for large scale practical, efficient and usable systems to act as
privacy preserving platforms. Neither research on pure cryptography, nor applications, can
achieve this. Similarly, more traditional PETs such as anonymous communication channels
need to be further adapted and scaled to serve a larger fraction of users, or integrated into
next generation networking designs.

Besides the need for supporting infrastructures, as users increasingly depend on devices
to be their “agents” in both the digital and physical world, those devices need to provide a
secure platform. The PC is notorious for providing too weak a platform to ensure meaningful
privacy (no isolation between applications), and current mobile architectures are increasingly
complex and fueled by an advertising based revenue model. Thus serious research on de-
veloping trustworthy platforms – under the strict control of their users – is necessary. This
includes research into software development techniques, software update, and patch man-
agement that protects users from malicious updates and coercion to installed Trojaned or
backdoored software; it also includes a multidisciplinary program on how Europe can foster
and maintain technological independence with respect to consumer and industrial platforms,
that are currently largely designed and controlled from outside.

In this scenario, a challenge is to make privacy engineering concrete, and develop tools
and methodologies that allow designers and engineers to apply privacy by design and that
help them build privacy respecting systems. Any advances in this area will have the largest
potential impact on the privacy of real systems used in practice. To this end a key step
is the development of usable cryptographic libraries to enable inexpert developers to build
(privacy-protecting) applications.

Regarding users, cryptographic protocols and concepts such as anonymous credentials,
graph signatures or malleable signatures are fundamental technologies to enhance their privacy
by enforcing data minimization when building privacy into systems. However, end users
are still unfamiliar with such data minimization technologies, which are counterintuitive to
them and for which often no obvious real-world analogies exist. Moreover, end users often
do not trust the claim that such PETs will really protect their privacy. If end users do

11
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not understand, perceive or trust that privacy-friendly cryptographic solutions are indeed
protecting their sensitive data, they may not see any value in using them. This has probably
been one of the reasons for the low adoption of PETs in practices.

4.1 Open problems

(a) Privacy-oriented systems research: develop modern secure operating systems, net-
works, efficient clouds and efficient distributed systems for storage, processing and search
that support the privacy-preserving protocols primitives and protocols developed in recent
years.

(b) Develop privacy engineering methodologies: more research is needed to integrate
privacy-oriented decisions and privacy-preserving mechanisms into the design of deploy-
able systems.

(c) Usable cryptographic libraries of privacy-preserving primitives: while there have
been important advances in privacy-preserving cryptography, many of these have not yet
been packaged for being used at large. More work is needed to identify what are the
required primitives, their APIs (Application Programming Interfaces), security require-
ments, etc.

(d) Usability privacy-preserving systems: Find means to concisely describe the con-
sequences for privacy of users’ decisions based on numerical metrics, and develop suit-
able HCI (Human-Computer Interaction) concepts, metaphors for evoking comprehensive
mental model for the main privacy functions of cryptographic schemes.
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